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Abstract: The boom of Internet and multimedia technology leads to the explosion of multimedia information, especially image,
which has created an urgent need of quickly retrieving similar and interested images from huge image collections. The contentbased high-dimensional indexing mechanism holds the key to achieving this goal by efficiently organizing the content of images
and storing them in computer memory. In the past decades, many important developments in high-dimensional image indexing
technologies have occurred to cope with the ‘curse of dimensionality’. The high-dimensional indexing mechanisms can mainly be
divided into three categories: tree-based index, hashing-based index, and visual words based inverted index. In this paper we
review the technologies with respect to these three categories of mechanisms, and make several recommendations for future
research issues.
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1 Introduction
The rapid development of Internet and multimedia technologies leads to the explosion of multimedia information, especially picture and image,
which, however, has placed people in an awkward
situation where they can hardly get those favorite
images with accuracy and efficiency from a vast
amount of images unless those images are efficiently
organized for browsing, searching, and retrieval.
Image retrieval has been a very active research area
since the 1970s. There are two research directions
with different emphases: data management and
computer vision. The former is based on the textual
description of images and the latter on the visual
content of images.
‡
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Text-based image retrieval can be traced back to
the late 1970s. A very popular framework of image
retrieval was then to first annotate all the images in a
database by text and use text-based management
systems to perform image retrieval (Rui and Huang,
1999). Along this research direction, many approaches, such as data modeling, multi-dimensional
indexing structure, and query evaluation, have been
proposed. However, the huge image collection (more
than millions or billions) usually makes manual image annotation labor-consuming. Moreover, for the
same image content, different people may perceive it
differently due to its rich content. Perception subjectivity and annotation impreciseness may cause unrecoverable mismatches in later retrieval.
In the 1990s, content-based image retrieval was
proposed to overcome those difficulties that textbased image retrieval has long been confronting. As a
result, manual annotation becomes quite uncalled-for
since images are indexed by their own visual features,
such as color, GIST, and scale-invariant feature
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transform (SIFT). Up to now, many technologies
have been developed for content-based image retrieval, for research and commercial purposes. With
respect to a huge amount of image collections, there
are three fundamental bases for content-based image
retrieval: visual feature extraction, high-dimensional
indexing mechanism, and retrieval system design. To
retrieve images quickly, storing a huge amount of
visual images in computer memory has become a
tendency. Thus, a high-dimensional indexing mechanism by which the images are organized efficiently is
the core of achieving fast and accurate retrieval.
In this paper, we devote our efforts primarily to
reviewing high-dimensional indexing technologies
in large scale content-based image retrieval. The
high-dimensional indexing technologies can mainly
be divided into three categories: tree-based index,
hashing-based index, and visual words based inverted index.

2 Tree-based index

storing the information that needs to be indexed.
2.1 Classification of tree-based index
According to the different similarity measure
metrics, tree-based indexing structures can be classified into indexing structures in the vector space and
the metric space (Fig. 1) (Zhou, 2011). The former
adopts the Euclidian distance to compute the similarity between features, such as R-tree (Guttman,
1984) and KD-tree (Bentley, 1975; Robinson, 1981).
The later adopts the non-Euclidian distance to compute the similarity between features, such as M-tree
(Ciaccia et al., 1997) and BK-tree (Burkhard and
Keller, 1973).
According to the different shapes obtained by
partitioning the data space at a specified dimension,
the tree-based indexing structures can be divided into
three categories: TV-tree (Lin et al., 1994) on behalf
of hyper-rectangle, KD-tree on behalf of hypersphere and SR-tree (Katayama and Satoh, 1997) on
behalf of a hybrid space.
2.2 KD-tree

As a conventional indexing technique, the treebased indexing structure successively partitions the
data space from coarse to fine and forms a tree of
hierarchical structure. The non-leaf nodes are the
directory nodes where the information of the data
space is stored, and the leaf nodes are the data objects

KD-tree was first introduced as a generalization
of a balanced binary tree to index high-dimensional
data (Bentley, 1975). Later on, Friedman et al. (1977)
proposed an optimized KD-tree with a theoretically
logarithmic search time. Although KD-tree is efficient for low dimensional data, its efficiency reduces
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dramatically when the dimension of data exceeds 20.
The search time may be approximately equal to that
of a linear search, suffering from ‘curse of dimensionality’. This is because with high dimensional
data, a KD-tree usually takes a lot of time to backtrack through the tree to find the optimal solution. By
limiting the amount of backtracking, the time efficiency can be improved at the sacrifice of the certainty of finding the absolute minimum. Based on
this approach, to increase the probability of success
and keep backtracking within reasonable limits, two
similar approximated indexing methods (Arya and
Mount, 1993; Beis and Lowe, 1997) are proposed,
i.e., best-bin-first search and priority search.
By creating multiple KD-trees from the same
feature set and simultaneously searching among
these trees, Anan and Hartley (2008) improved the
KD-tree indexing structure to index 500 000 SIFT
descriptors. It has been demonstrated that multiple
KD-trees significantly outperform a single KD-tree.
Moreover, if principal component analysis (PCA) is
used to align the principal axes of the feature with
coordinate axes, the performance of multiple
KD-trees will be further increased.
2.3 R-tree
Pushed by the urgent demand of spatial indexing from the geographic information system (GIS)
and computer aided design (CAD) systems, Guttman
(1984) proposed the R-tree indexing structure. The
variants of R-tree include R*-tree (Beckman et al.,
1990), R+-tree (Sellis et al., 1987), SR-tree (Katayama and Satoh, 1997), and X-tree (Berchtold et al.,
1996). Although R-tree and its variants can perform
efficiently in low dimensions, their performance
deteriorates rapidly as the dimension increases due to
the ‘curse of dimensionality’.
2.4 M-tree
M-tree (Ciaccia et al., 1997) is the first dynamic
indexing structure that provides good performance in
the metric space. The variants of M-tree include
Slim-tree (Caetano et al., 2000), PM-tree (Skopal,
2004), M*-tree (Skopal and Hoksza, 2007), and
NM-tree (Skopal and Lokoc, 2008; 2009).
The M-tree index is a hierarchical structure,
where some of the data objects are selected as centers
of sphere-shaped regions, and the remaining objects
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are partitioned among the regions to build up a balanced and compact hierarchy. Similar to the construction of the B-tree, each region is recursively
indexed in a bottom-up way. M*-tree (Skopal and
Hoksza, 2007) is an extension of M-tree, where each
node is additionally equipped by a nearest-neighbor
graph (NN-graph). The NN-graph is used to filter out
the non-relevant objects. The motivation for utilizing
NN-graphs is related to the advantages of methods
using global pivots. M*-tree can reduce the computation costs, but the I/O costs are the same as in
M-tree.
Slim-tree (Caetano et al., 2000) introduces a
new node splitting algorithm based on the minimum
spanning tree (MST), so that the CPU costs
during insertion can be reduced. Besides, Slim-tree
develops a slim-down algorithm to improve the
query performance.
By combining the hierarchy of M-tree with a set
of p global pivots, PM-tree (Skopal, 2004) improves
the search efficiency. With the global pivot, PM-tree
maps the metric data into a space of dimensionality p.
Skopal and Lokoc (2008; 2009) proposed
M-tree-based NM-tree, which can provide exact and
approximate search in metric and non-metric spaces
by combining the TriGen algorithm (Skopal, 2007).
It has been demonstrated that a single NM-tree index
can search as fast as multiple M-tree indexes.
2.5 EHD-tree
To support fast k-nearest-neighbor (kNN) search
in a high-dimensional space, Zhuang et al. (2008)
proposed a high-dimensional indexing scheme based
on the technique of symmetrical encoding-based
hybrid distance tree, called EHD-tree. In an EHDtree, all the feature points are first grouped by the
K-means algorithm. Then, the uniform ID (UID)
number of each feature point is obtained by a
dual-distance-driven encoding scheme, where startdistance (Fonseca and Jorge, 2003) and centroiddistance (Jagadish et al., 2005) are used to partition
each cluster sphere. Finally, the uniform index key of
each feature point is obtained through linearly combining its UID with the centroid-distance, and indexed by a partition-based B+-tree. With the EHDtree indexing scheme, the kNN search of a query
feature point in a high-dimensional space can be transformed into search in a single-dimensional space.
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3 Hashing-based Index
Hashing-based high-dimensional indexing
structures, which project feature data from high dimensions to low dimensions via hash functions, have
been widely used in recent years. It comprises mainly
two categories: E2LSH on behalf of projecting feature points into a low-dimensional Euclidian space
and spectral hashing on behalf of mapping close data
points in a Euclidian space to similar binary codes in
a low dimensional Hamming space. The former uses
the Euclidian distance as the similarity measure
metric, while the latter uses the Hamming distance as
the similarity measure metric.
3.1 Locality sensitive hashing
Locality sensitive hashing (LSH) was first
proposed along with rigorous mathematical description (Indyk and Motwani, 1998). Gionis et al. (1999)
implemented LSH in the Hamming space and
evaluated the performance with low level features in
high dimensions. LSH has been proved to be
sub-linearly dependent on the data size. The core of
LSH is to construct a family of hashing functions so
as to ensure that, for each hashing function, the
probability of collision is much higher for data objects that are close to each other than for those which
are far apart.
According to LSH, feature points can be indexed by hashing the feature data into the buckets in
hashing tables. For a query feature point, LSH hashes
it into a bucket and uses the feature points in the
bucket as the candidate set of the results, which will
be ranked using the corresponding distance measure
metric. Moreover, LSH can be naturally extended to
the dynamic setting due to its hash-based scheme, i.e.,
when insertion and deletion operations need to be
supported. LSH usually needs tens or hundreds of
hashing tables to achieve good retrieval accuracy for
high-dimensional datasets. The kernelized version of
LSH is called kernelized LSH (Kulis and Grauman,
2009).
Although the LSH scheme has been used in
numerous applications (Gionis et al., 1999; Buhler,
2002; Georgescu et al., 2003), it is fast and simple
only when the input feature points lie in the binary
Hamming space {0, 1}d. When the LSH algorithm
needs to be extended to the l2 norm, the input feature

points are first embedded from the l2 space into the l1
space, and then embedded from the l1 space into the
Hamming space. However, it increases the query
time or error by a large factor and complicates the
algorithm.
Based on p-stable distributions, Datar et al.
(2004) proposed exact Euclidian locality sensitive
hashing (E2LSH). Unlike LSH, the E2LSH algorithm works directly on the data points in the
Euclidian space without embeddings. Currently,
there is an open-source and available software
package. Up to now, E2LSH has been successfully
used for indexing local descriptors (Ke et al., 2004)
and 3D objects (Matei et al., 2006). E2LSH is efficient on those high-dimensional and dense feature
points. Similar to LSH, E2LSH needs a large number
of hash tables to achieve good retrieval accuracy.
Since the Euclidian distance metric is used to rank
the candidate set of query results, the feature points
need to be kept in computer memory to reduce the
time of computing Euclidian distances. Therefore,
the dataset that E2LSH can deal with is restricted in
size.
Andoni and Indyk (2006; 2008) presented a
near-optimal hashing algorithm for c-approximate
nearest neighbor search in the Euclidian space, significantly improving the earlier running time of
E2LSH. Moreover, the query time and the memory
requirement almost match the lower bounds of the
hashing-based algorithm obtained in Motwani et al.
(2008).
To reduce the memory requirements of E2LSH,
Panigraphy (2006) proposed entropy-based LSH.
Entropy-based LSH randomly generates new objects
near the query object and takes them as new query
objects in addition to the original query object. The
union of all the query results is returned as the candidate set. The intention of entropy-based LSH is to
trade time for memory requirements. The construction process of indexing structure in entropy-based
LSH is similar to that in E2LSH, while entropybased LSH expands one query object q to a group of
query objects at distance Dq from q, where Dq denotes the distance from the query object to its nearest
neighbor. However, Dq is difficult to choose in a
data-dependent way. If Dq is too small, expansive
queries may not produce the desired number of objects in the candidate set. If Dq is too large, it would
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require many expansive queries to achieve good
retrieval accuracy.
Lv et al. (2007) proposed multi-probe LSH to
overcome the drawbacks of entropy-based LSH. For
each hash table, multi-probe LSH uses a derived
probing sequence to look up multiple buckets that
have a high probability of containing the nearest
neighbor of the query object. Two probing schemes,
stepwise probing sequence and query-directed
probing sequence, have been developed. The querydirected probing sequence first visits the buckets
with a high probability of success, while the stepwise
probing sequence first visits the neighbor buckets.
Therefore, the query-directed probing sequence is far
superior to the stepwise probing sequence. It has
been demonstrated that multi-probe LSH is much
more space efficient than entropy-based LSH and
E2LSH in the context of achieving comparable accuracy and search time.
Another method of improving E2LSH introduces two expansion strategies, intra-expansion and
inter-expansion (Kuo et al., 2009). Intra-expansion
uses existing query features to obtain more similar
features as new query features. Inter-expansion obtains new query features which are not presented in
the query image but mined from initial search results.
Both intra- and inter-expansion can improve the
retrieval performance significantly and reduce the
number of hash tables. Moreover, the retrieval performance can be further improved when they are
combined iteratively.
To further improve E2LSH, Jegou et al. (2008b)
proposed a query-adaptive LSH (QA-LSH), which
performs an on-line selection of the most appropriate
hash functions from a pool of hash functions. A hash
function relevance criterion, measuring the expected
accuracy of a given hash function, is defined and
used for on-line selection of hash functions. In addition, hyper-diamond E8 lattice (Conway and Sloane,
1982) is used for geometric hashing instead of 1D
random projection in E2LSH. Compared to E2LSH,
QA-LSH is able to arrive at a better compromise
between speed and accuracy by improving hash
function construction and introducing a strategy of
on-line selection of hash functions.
Pauleve et al. (2010) proposed KLSH by using a
K-means clustering method to construct hash functions. The hash functions assign each feature point to
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the closest centroid according to the corresponding
codebook. K-means is an unsupervised training algorithm with good quality, but it may take a long
time to train codebook when K is large. So, hierarchical K-means (Nister and Stewenius, 2006) and
approximate K-means (Philbin et al., 2007) can be
used to replace K-means to reduce the training time.
Deriving from the ideas of multi-probe LSH and
QA-LSH, Pauleve et al. (2010) also developed multiprobe KLSH and query-adaptive KLSH. It has been
demonstrated that KLSH can obtain very high recall
by using a limited number of hash functions.
3.2 Hashing coding
E2LSH-related indexes need to store initial
image features in computer memory for ranking the
candidate set, which restricts E2LSH in retrieval
speed and database size. In recent years, some research communities have been focusing on encoding
features by hashing projection, so that millions of
feature codes can be stored in computer memory and
images that are similar to the query image can be
quickly retrieved. The intension of hashing coding is
that similar features have the same or similar binary
codes. The general similarity metric is the Hamming
distance, which is much faster than the Euclidian
distance in similarity computing.
The original LSH (Gionis et al., 1999) can be
considered as the first hashing coding method. To
apply LSH to the high-dimensional kernelized data
when underlying feature embedding for the kernel is
unknown, Kulis and Grauman (2009) presented a
kernelized LSH (KLSH), which performs fast similarity search over arbitrary kernel functions. Like
LSH, the hash functions of KLSH involve computing
random projections; unlike LSH, however, these
random projections are constructed using only the
kernel function and a sparse set of samples from the
dataset itself.
Semantic hashing (Salakhutdinov and Hinton,
2007a; 2009), which uses an auto-encoder with several hidden layers, is a typical work on hashing
coding. The architecture of semantic hashing can be
considered as a restricted Boltzmann machine (RBM)
in which there are only connections between units in
layers and units not within layers. For example, to
learn 32 bits, the middle layer of the auto-encoder has
32 hidden units. Salakhutdinov and Hinton (2007b)
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used multiple stacked RBMs to learn a non-linear
mapping between the input vector and code bits.
Back-propagation using a neighborhood component
analysis (NCA) objective function is used to refine
the weights in the RBM, to preserve the neighborhood structure of the input space.
Torralba et al. (2008) used RBMs and boosting
to learn binary codes for encoding a database of
millions of images. This method not only significantly reduces memory requirements, but also significantly improves the retrieval speed over LSH.
Based on Torralba et al. (2008), Weiss et al. (2009)
proposed spectral hashing (SH), assuming that features follow multi-dimensional uniform distribution.
SH transforms the problem of encoding features into
the problem of graph partitioning, where the NP-hard
problem arises. Besides, SH designs an efficient
eigenvector solution to graph partition in order to
generate the best binary code for indexing features.
To avoid the NP-hard problem, spectral relaxation is
realized in SH to obtain a number of eigenvectors
with the minimal eigenvalue from the Laplacian
matrix (Belkin and Niyogi, 2001) after the PCA step.
SH outperforms the method proposed by Torralba et
al. (2008); moreover, it is easier to implement.
Based on SH, Shao et al. (2012) proposed
sparse spectral hashing (SSH), where sparse principal component analysis (sparse PCA) and boosting
similarity sensitive coding are introduced into SH.
SSH formulates the problem of binary coding as
thresholding a subset of eigenvectors of the Laplacian graph by constraining the number of nonzero
features. Convex relaxation and eigenfunction
learning are conducted in SSH to make coding optimal and effective to the features outside the training
dataset. Another improvement on SH is hyper-graph
spectral hashing (HSH) (Zhuang et al., 2011) by
which a hashing algorithm is designed for fast retrieval of large scale social images. To represent the
complex and high-order relationships among social
content of images, a hyper-graph was modeled (Bu et
al., 2010), where an edge can connect more than two
vertices. Then, to accelerate the similarity search of
social images, SH was extended to hyper-graph by
mapping related vertices to similar binary codes
within a short Hamming distance. To encode the
novel image features outside the training dataset,
supervised self-taught hashing was extended to HSH

for learning the hash functions (Zhang et al., 2010).
By taking advantage of supervised information,
supervised hashing methods such as linear discriminant analysis hashing (LDAH) (Strecha et al.,
2012), binary reconstructive embeddings (BRE)
(Kulis and Darrell, 2009), and minimal loss hashing
(MLH) (Norouzi and Fleet, 2011) have been proved
to be able to obtain better retrieval accuracy than
unsupervised hashing methods. However, supervised
hashing is usually slower than unsupervised hashing
in the training procedure. Besides, they are prone to
over fitting when labeled data is small or noisy. To
improve the time efficiency of supervised hashing,
Liu W et al. (2012) proposed a kernel-based supervised hashing (KSH), which requires only a limited
amount of supervised information and a feasible
training cost in achieving high quality hashing. KSH
maps image features to compact binary codes where
the Hamming distances between similar features are
minimized and those between dissimilar features
maximized. Different from the supervised methods
in Kulis and Darrell (2009), KSH uses the algebraic
equivalence between optimizing the code inner
products and the Hamming distances, so that KSH
can sequentially train the hash functions one bit at a
time.
Wang et al. (2010) proposed a semi-supervised
hashing (SSH), minimizing empirical errors on the
labeled data while maximizing variance and independence of hash bits over the labeled and unlabeled
data. Afterwards, Wang et al. (2012) developed three
different SSH methods: orthogonal hashing, nonorthogonal hashing, and sequential hashing. Particularly, sequential hashing generates robust codes
in which each hash function is designed to correct the
errors made by the previous ones.
For multi-labeled data, Liu X et al. (2012)
proposed a boosted shared hashing (BSH) to enhance
the hashing efficiency. BSH is a combination of
query-adaptive hashing (Mu et al., 2011) and shared
subspace learning for multi-label data (Torralba et al.,
2004). BSH improves the hashing efficiency by
making each hash function target at and share a portion of labels instead of all labels.
Different from conventional hyper-plane-based
hash functions, spherical hashing (Heo et al., 2012)
uses hyper-sphere-based hash functions to encode
image features. Since hyper-sphere provides much
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stronger power than hyper-plane in defining a more
tightly closed region in the original feature space,
spherical hashing maps more spatially coherent features to the same or similar binary codes compared to
hyper-plane-based hash functions. Spherical hashing
uses hyper-spheres to partition the feature space and
each hyper-sphere is associated with a hash function.
Similar to the methods in He et al. (2011) and Joly
and Buisson (2011), spherical hashing uses an iterative optimization process to achieve balanced partitioning of features for each hash function and independence between hash functions. Besides, a
spherical hamming distance is designed to improve
the discrimination of the Hamming distance. There is
another similar spherical LSH (Terasawa and Tanaka,
2007), which is a specialized technique for all the
features that are constrained to lie on the surface of
the unit hyper-sphere.
If the binary codes of image features are used
directly as indexing keys and inserted into the buckets in hash tables, the retrieval will be inefficient
when the binary codes exceed 32 bits. To overcome
this drawback, Norouzi et al. (2012) proposed a
multi-index hashing scheme by building multiple
hash tables on binary code substrings. Multi-index
hashing enables exact kNN search in the Hamming
space. The binary code of an image feature is divided
into m disjoint substrings, and each substring is
separately indexed into a bucket. Given a query binary code, it is also indexed m times into m buckets,
and those binary codes in the m buckets are used as a
candidate set of query results. If the binary codes are
distributed uniformly, multi-index hashing has sublinear run-time and is more than 100 times faster than
a linear scan baseline.
LSH works well on dense feature vectors, while
the bag-of-features (BOF) image descriptor is a
sparse vector. In view of this problem, Zhang et al.
(2009) used an image decomposition model (IDM) to
decompose BOF image representation into two
vectors, vector of topic distribution and vector of
image-specific distribution. As an extension of the
LDA model (Blei et al., 2003), IDM was first proposed in Chemudugunta et al. (2006) to detect important words of a document. The vector of topic
distribution is low-dimensional and dense, and is
indexed by LSH (Andoni and Indyk, 2008). For a
query image, the candidate set of results is first at-
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tained by the indexing structure, and then the vector
of topic distribution and the vector of image-specific
distribution are combined together for computing the
similarity between the query image and images in the
candidate set.

4 Visual words based inverted index
The first visual words based inverted index,
called bag-of-features (BOF) or bag-of-words
(BOW), was introduced from text retrieval systems.
Given an image, the local features, such as SIFT, are
first extracted, and then quantized into the closest
visual words (‘codebook’), which are pre-learned on
a training dataset. Finally, a high-dimensional vector,
called the BOF descriptor, is generated to represent
the image. The BOF descriptor is indexed by an inverted file which has an entry for each visual word
followed by a list of all the images in which the
visual word occurs. The similarity between BOF
representations is usually measured by the Euclidian
distance or cosine distance.
An image descriptor is essential to contentbased image indexing structure and image retrieval;
thus, it is of great importance to produce an image
descriptor quickly and accurately. Besides, there are
another two keys for large scale content-based image
retrieval: an efficient inverted indexing structure for
quick search, and methods of compressing and encoding image descriptors for storing a huge number
of descriptors in computer memory. We will review
the technologies in these three aspects respectively in
the following.
4.1 Visual words based image descriptor
The visual words based image descriptor was
first introduced from text retrieval to content-based
image retrieval by Sivic and Zisserman (2003), who
proposed the BOF descriptor using the SIFT local
feature (Lowe, 1999). The BOF descriptor is a highdimensional vector of visual word occurrences,
weighted by using term frequency inverse document
frequency (tf-idf). There are another two kinds of
BOF descriptors. One is the frequency BOF vector
where the component denotes the frequency of a
given visual word occurring in the image, and the
other is the binary BOF vector where the component
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denotes whether a given visual word occurs in the
image. To achieve good accuracy and efficiency, the
dimension of BOF should be high, usually up to a
million. Thus, it is important to quickly and accurately calculate the BOF descriptor.
4.1.1 Constructing a large visual vocabulary
The high dimensionality of the BOF descriptor
brings forth the necessity of learning numerous visual words. Standard BOF (Sivic and Zisserman, 2003)
adopts a flat K-means algorithm to train visual words.
Although K-means can obtain good quality, it will be
time inefficient if the visual vocabulary is too large.
By using a hierarchical K-means clustering algorithm,
Nister and Stewenius (2006) presented a vocabulary
tree, enabling a large visual vocabulary to be trained
efficiently. Philbin et al. (2007) proposed the approximate K-means (AKM) algorithm, which uses a
forest of eight randomized KD-trees (Lepetit et al.,
2005) built over the cluster centers at the beginning
of each iteration. Instead of the exact nearest
neighbor computation used in flat K-means, AKM
uses an approximate nearest neighbor method to
increase the speed. Robust approximated K-means
(RAKM) (Li et al., 2010) is an extension of AKM
where the nearest neighbor in one iteration is re-used
in the next one. In this context, less effort is spent for
new neighbor search. To further improve RAKM,
Avrithis and Kalantidis (2012) proposed approximate
Gaussian mixture (AGM), which combines the
flexibility of Gaussian mixtures with the scaling
properties needed, to construct large vocabularies for
image retrieval. AGM is a variant of expectationmaximization (EM) that can converge rapidly while
dynamically estimating the number of components.
Similar to RAKM, approximate nearest neighbor
search is employed to speed up the E-step in EM
(Biship, 2006). It has been demonstrated that AGM
stands in the same line as RAKM in terms of speed
while improving RAKM in performance.
To reduce the memory storage requirement and
increase the time efficiency of constructing a visual
vocabulary, a random locality sensitive vocabulary
(RLSV) scheme was proposed by Mu et al. (2010).
Combining LSH (Andoni and Indyk, 2008) with the
random forest (RF), RLSV generates a vocabulary by
applying a sequence of random linear bipartitions. To
reduce the inherent randomness of LSH, multiple

random vocabularies are created independently using
the same method, and the final inter-sample distance
or similarity is based on the consensus of all vocabularies. Compared with K-means related methods,
RLSV does not take clustering or training efforts.
Besides, Mu et al. (2010) developed the kernel version of RLSV, called kernelized RLSV, and the supervised version of RLSV, called discriminative
RLSV.
Since the BOF descriptor uses only low-level
visual features, it is very difficult to retrieve object
images of different viewpoints or lighting conditions.
Some researchers considered more information when
generating visual words, such as visual constraints
(Philbin et al., 2010) and textual information (Wu et
al., 2009). However, extra manual information is
usually required during supervised learning, which
may be a burden for large scale image databases.
Unsupervised auxiliary visual words (AVW)
mechanism (Kuo et al., 2010) observes that an image
is associated with a BOF descriptor and a textual
description. AVW first adopts the algorithm in Elsayed et al. (2008) to construct a graph on BOF descriptors and textual description respectively. Then,
affinity propagation (AP) (Frey and Dueck, 2007) is
used to cluster images in these graphs. Finally, by
feature propagation and selection, AVW automatically discovers auxiliary visual words in textual and
visual image graphs. By AVW, the discrimination of
the BOF descriptor is improved, and more various
kinds of similar images can be retrieved.
4.1.2 Assigning local features to visual words
To reduce the quantization error of calculating
the BOF descriptor, Cai et al. (2012) proposed constrained key-point quantization. When the Euclidian
distances from a local feature to all the visual words
are greater than the predefined threshold, the local
feature is considered as an outlier and not assigned to
any visual word. Although this approach is simple, it
has been demonstrated that the attained BOF descriptor is superior to the standard BOF descriptor.
In general, hard assignment is used to assign a
local feature to its nearest visual word when calculating the BOF descriptor. Since the hard assignment
scheme does not consider codeword uncertainty or
codeword plausibility, large quantization errors are
usually produced when assigning local features to
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their neighbor visual words. To improve the image
descriptor, some research communities put emphasis
on soft assignment, i.e., assigning a local feature to
multiple neighbor visual words.
To alleviate the two drawbacks of hard assignment, the approach of kernel-based soft assignment (van Gemert et al., 2008; 2010) first computes
the weight between each local feature and every
visual word, and then assigns the local features to the
visual words if the corresponding weight is larger
than a preset threshold. To reduce quantization errors,
by descriptor space soft assignment (Philbin et al.,
2008) each local feature is assigned to the k nearest
visual words. The weights between the local feature
and neighbor visual words are computed based on the
Gaussian mixture models (GMM) (Biship, 2006).
Similarly, given a local feature, the localized soft
assignment scheme (Liu et al., 2011) considers only
its k nearest visual words and sets its distances to the
remaining visual words to infinity. The method of
computing weights is similar to that in Philbin et al.
(2008), but the sum of the weights between a local
feature and its neighbor visual words is equal to 1.
The spherical soft assignment scheme (Ai et al., 2012)
adaptively assigns each local feature to neighbor
visual words according to the preset radius. A visual
word signifies a cluster which is defined as a hyper-sphere in the feature space. The radius is defined
as the distance from the cluster center to the farthest
feature in the cluster. According to spherical soft
assignment, a local feature is assigned to the visual
word whose distance to the local feature is smaller
than the corresponding radius.
4.1.3 Other visual words based image descriptors
There are some other image descriptors built on
the BOF descriptor but superior to it. Based on BOF
and the Fisher kernel (Perronnin and Dance, 2007),
Jegou et al. (2010a) proposed vectors of locally aggregated descriptors (VLADs). VLAD creates a
compact global image representation by aggregating
vector residuals of local SIFT (Lowe, 2004) features
quantized to a small set of codebooks. VLAD commonly consists of SIFT feature extraction, visual
codebook creation, feature assignment, vector residuals aggregation, and residual vectors concentration. VLAD outperforms the BOF descriptor with
lower dimensionality. Jegou et al. (2012) further
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improved VLAD based on the Fisher kernel (Perronnin and Dance, 2007), which compresses the
kernel vector of high dimensionality and density. To
remove outlier features lying close to the boundary
between two visual words, Chen et al. (2011) discarded all the features whose distances to their
nearest visual words are above 90% on the distribution of distances. Thus, the discrimination of VLAD
is improved. Hard assignment is used in calculating
VLAD, where each local feature is assigned to the
nearest visual word.
Torresani et al. (2010) proposed an image descriptor of attributes which combines a color GIST
descriptor, pyramid of histograms of oriented gradients (PHOG), a PHOG descriptor with oriented
edges, a pyramid of self-similarity descriptor, and
BOF. It has been proved to be better than the standard
BOF. Douze et al. (2011) combined an image descriptor of attributes with Fisher vectors (Perronnin
and Dance, 2007) to further improve the discrimination of the image descriptor.
Based on BOF, Wengert et al. (2011) proposed a
bag-of-color (BOC), an image descriptor in the
CIE-Lab space. BOC splits an image into m blocks
and the most occurring color of the 3D vector is
found for each block. Then, like BOF, each color is
allocated to the nearest color word pre-learned on a
training dataset. Finally, a BOC image descriptor
about the occurrence frequency of the most occurring
colors is produced. BOC has much lower dimensionality than BOF, and it is superior to BOF based
on either SIFT or color SIFT descriptors.
4.2 Compressing and encoding descriptors
Compared with storing many SIFT local descriptors of images, BOF-related visual words based
image descriptors can significantly reduce storage
requirement. The sparser the BOF, the more efficient
it is. Such a BOF approach allows a single machine
to handle several million images in computer memory. However, it is hard to scale up to billions of
images.
Hashing coding reviewed above can be considered as efficient methods of compressing and encoding descriptors of dense vectors.
Compared with the BOF descriptor, Jegou et al.
(2008a; 2009b; 2010b) proposed a more precise
image descriptor by compressing the BOF descriptor
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based on Hamming embedding (HE) and weak
geometric consistency (WGC) constraints. HE projects descriptors from the Euclidian space to the
Hamming space where the Hamming distance between a descriptor and its nearest neighbor in the
Euclidian space is also the smallest, and encodes the
descriptor with binary code. HE provides binary
signatures that refine the matching based on visual
words. Given a query descriptor, WGC is used to
filter the matching descriptors that are not consistent
in terms of angle and scale.
Based on HE, an approximate descriptor of BOF,
called miniBOF (Jegou et al., 2009a), was proposed
by projecting the BOF descriptor onto a set of predefined sparse projection functions. First BOF is
projected into m low-dimensional descriptors by
using m sparse projection matrices, and then HE is
used to encode these low-dimensional descriptors
respectively. The m miniBOFs are separately indexed
by inverted files. For an image, the memory usage of
a BOF descriptor would be typically 10 KB, while
miniBOF needs only 320 bytes when the BOF descriptor is replaced with 16 miniBOFs.
Derived from Dong et al. (2008) and Gordo and
Perronnin (2011) who used asymmetric distances in
the context of LSH, Jain et al. (2011) proposed an
asymmetric hamming embedding (AHE) scheme to
improve HE for large scale image retrieval. Instead
of the HM distance used in HE, AHE uses a vectorto-hyper-plane distance to compute the distance
between two descriptors. AHE improves HE with no
additional cost in terms of memory but slightly
higher complexity.
Descriptor quantization can also be used to
encode descriptors to reduce storage requirements. A
survey of descriptor quantization can be seen in Gray
and Neuhoff (1998). In the following, we will review
some typical encoding technologies by quantization
for large scale content-based image retrieval in recent
years.
Product quantization (PQ) (Jegou et al., 2009c;
2011) partitions a descriptor vector into several distinct sub-vectors and encodes the sub-vectors separately. In the feature space associated with a subvector, a quantizer is trained by K-means. If k bits are
allocated to the quantizer, there will be 2k centroids.
Given a descriptor divided into m sub-vectors, each
sub-vector is quantized by the corresponding quan-

tizer. The quantizers assign each sub-vector to its
nearest centroid whose code is used to identify the
sub-vector. Then, the m codes are concentrated together to form the global code of the descriptor (km
bits). Compared with the global quantizer, PQ uses
much fewer centroids, and thus the memory requirement is significantly reduced. A similar research
to PQ is the lattice quantizer (Tuytelaars and Schmid,
2007), which allocates a constant number of bits per
descriptor component.
PQ can attain good performance based on the
assumption that the components of descriptor vectors
are statistically independent of each other. However,
it is not practical enough for real data. To address this
problem, Brandt (2010) proposed a quantization
technique that combines transform coding with PQ.
According to the eigenvalue in each dimension,
transform coding is used to allocate a corresponding
number of bits for each component of the descriptor
at the training step. The components allocated 0 bit
are dropped. According to the number of bits allocated, a 1D quantizer is trained by K-means for each
remaining component. PQ is used to encode the descriptors in the database.
To provide efficient quantization for both
structured and unstructured descriptors, Chen et al.
(2010) developed residual vector quantization (RVQ)
to encode descriptors. RVQ is a technique to reduce
the quantization error with several low complex
quantizers. RVQ approximates the quantization error
by another quantizer instead of discarding it. RVQ
consists of several stage-quantizers, each having the
corresponding stage-codebook trained by K-means.
These stage-quantizers are connected sequentially.
Each stage-quantizer approximates the residual
vector in the preceding stage by one of centroids in
the stage-codebook and generates a new residual
vector for the succeeding quantization stage. The
more the stages it has, the more accurate the code it
generates. Taking an RVQ of two stages as an example, a descriptor is quantized in the 1-stage quantizer, and the residual vector between the descriptor
and its nearest centroid is quantized in the 2-stage
quantizer. Consequently, two codes are concentrated
together to form the global code of the descriptor.
Since the whole vector of the descriptor is used to
train the quantizer, the time complexity is a little
larger than that of PQ.
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4.3 Visual words based inverted indexing
structures
In the standard visual words based inverted indexing structure (Sivic and Zisserman, 2003), each
visual word is associated with an inverted list, in
which the image identification and the frequency of
the visual word occurring in the image are stored.
Given a query image, after calculating the BOF descriptor, all the inverted lists, associated with the
visual words occurring in the query image, are
searched. If there are 1000 visual words occurring in
a query image, 1000 inverted lists need to be
searched. Also, the image will be stored in 1000
inverted list when indexing it. In view of this scenario, to efficiently construct indexing structure,
some researchers used a coarse quantizer which includes a small number of global centroids. Of course,
the smaller the number of inverted lists, the larger the
number of descriptors in the candidate set of query
results.
Jegou et al. (2011) proposed an inverted file
system, IVFADC, which combines an inverted
structure with asymmetric distance computation
(ADC). By K-means, IVFADC trains a coarse quantizer of k centroids. Each centroid is associated with
an inverted list in the indexing structure. Every descriptor is allocated to the nearest centroid, and the
residual vector between the descriptor and its nearest
centroid is quantized and encoded by PQ. The descriptor identification information and its codes are
stored in the corresponding inverted list according to
its nearest centroid. Given a query descriptor, after
quantizing it to the nearest centroid or r nearest centroids, all the descriptors in the corresponding inverted list are used as the candidate set of query results. The ADC method is used to quickly compute
the distances from the query to the descriptors in the
candidate set, and a ranking procedure is followed.
RVQ-based indexing structure (Chen et al.,
2010) directly uses the quantizers of the first L stages
as the coarse quantizer. When a stage quantizer includes k centroids, kL inverted lists can be constructed. This is more efficient than PQ. According to
the codes encoded by the quantizers of the first L
stages, the descriptor identification information together with its RVQ codes are inserted into the corresponding inverted list. Given a query descriptor,
the candidate set of query results is obtained ac-
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cording to its codes of the first L stages. Then similar
to PQ, the ADC method is used to quickly compute
the distance from the query to the descriptor in the
candidate set, and a ranking procedure is followed.
Similar to the construction of RVQ-based indexing structure, Babenko and Lempitsky (2012)
proposed an inverted multi-index, which is a multidimensional table based on PQ. Typically, the inverted multi-index partitions descriptors into two
sub-vectors. PQ is separately adopted to train two
quantizers for the two sub-vectors. The centroid pairs
from the two quantizers form the indexing structure
of a 2D indexing table. Given a descriptor, the pair of
quantization codes by PQ is used as the indices, by
which the descriptor is inserted into the corresponding inverted list. For very similar retrieval complexity and pre-processing time, the inverted multi-index
achieves a much denser subdivision of the search
space compared to the inverted indexing structure
in Jegou et al. (2011), while retaining memory
efficiency.
An inverted list is equivalent to a cluster, and the
centroid can be thought of as the cluster center. It
takes more time to search in a larger cluster. So, the
balance of inverted lists is an important factor which
will impact the query response time.
Tavenard et al. (2011) proposed a balanced
cluster scheme to produce clusters of much more
even size. The key idea of this approach is to artificially enlarge the distances from the descriptor to the
centroids of the heavily filled clusters so as to shrink
and slightly drain the loaded cluster. This is realized
by designing a penalization term, where the distance
between the descriptor and a centroid is the sum of
the Euclidian distance and the penalization term. The
more heavily is the cluster filled, the larger the penalization term.
5 Conclusions and discussions
High-dimensional indexing structure is the core
of retrieving similar images from large scale image
collections accurately and quickly. In this paper, the
past and current technical achievements in tree-based
index, hashing-based index, and visual words based
inverted index are reviewed.
Tree-based indexing structure is a conventional
indexing technique, which successively partitions the

516

Ai et al. / J Zhejiang Univ-Sci C (Comput & Electron) 2013 14(7):505-520

data space from coarse to fine and forms a tree of
hierarchical structure. However, when the dimension
of the descriptor exceeds 20, these methods usually
suffer from the ‘curse of dimensionality’. Thus,
the high-dimensional descriptors are usually preprocessed by dimensionality reduction before being
indexed by the tree-based indexing structure, or they
are divided into several sub-vectors of low dimensionality that is suitable to the tree-based indexing
structure.
Hashing-based index can be classified into two
categories: E2LSH-related methods on behalf of
data-independent hashing schemes and hashing
coding methods on behalf of data-dependent hashing
schemes. Compared with E2LSH-related methods,
the methods of hashing coding have been more
popular in recent years. Both E2LSH-ralated methods and hashing coding methods are inefficient on
sparse descriptors, so the sparse descriptors should
be preprocessed to be dense before being indexed by
the hashing-based index.
Introduced from the textual retrieval system,
visual words based inverted index has been widely
used for large scale content-based image retrieval in
recent years. With compressing descriptors and encoding descriptors, a huge number of descriptors can
be stored directly in computer memory. However, the
features of image are low-level, and features of small
distance may not be similar in human perception, so
the image descriptors, such as BOF, may not be discriminative enough to represent an image. Since the
image descriptor is essential to image indexing
structure and image retrieval, how to combine the
low-level features with some semantic information to
generate a more discriminative image descriptor,
should be further researched.
Since a centroid is associated with an inverted
list, inverted indexing methods need samples from
the dataset to train the centroids. These centroids can
reflect only the distribution in the dataset. When a
batch of new data outside the dataset needs to be
inserted into the inverted indexing structure or a
batch of data is deleted from the dataset, the distribution of the dataset is changed and the pre-learned
centroids become inaccurate. Thus, the retrieval accuracy would be influenced. In view of this scenario,
current inverted indexing methods usually reconstruct the indexing structure. It would take much time

for a huge dataset. So, the inverted indexing methods,
which are robust to the operations of dynamic insertion or deletion, should be further researched. This is
also one of our future research directions, with regard
to a large scale content-based soccer video search
engine.
Despite various schemes, such as dimensionality reduction and descriptor decomposition, adopted
by nearly all the indexing methods, the ‘curse of
dimensionality’ remains overwhelming. Therefore,
an efficient indexing structure robust to high dimensionality needs to be further researched and it is also
our current research focus.
Thanks to the development of mobile Internet
and smart phone, people have been increasingly
relying on smart phones. Moreover, with the increasingly powerful CPU (there are already four
cores now) and large memory in smart phones, a
wealth of pictures would be stored in personal
phones. Thus, the demands for getting interested
pictures quickly and accurately would inspire a new
and popular research on efficient content-based indexing structure and retrieval towards smart phones.
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