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Abstract: High-performance computing (HPC) systems are about to reach a new height: exascale. Application
deployment is becoming an increasingly prominent problem. Container technology solves the problems of encapsu-
lation and migration of applications and their execution environment. However, the container image is too large,
and deploying the image to a large number of compute nodes is time-consuming. Although the peer-to-peer (P2P)
approach brings higher transmission efficiency, it introduces larger network load. All of these issues lead to high
startup latency of the application. To solve these problems, we propose the topology-aware execution environment
service (TEES) for fast and agile application deployment on HPC systems. TEES creates a more lightweight exe-
cution environment for users, and uses a more efficient topology-aware P2P approach to reduce deployment time.
Combined with a split-step transport and launch-in-advance mechanism, TEES reduces application startup latency.
In the Tianhe HPC system, TEES realizes the deployment and startup of a typical application on 17 560 compute
nodes within 3 s. Compared to container-based application deployment, the speed is increased by 12-fold, and the
network load is reduced by 85%.
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1 Introduction

High-performance computing (HPC) systems
have more and more computing resources. Their ser-
vice scope is gradually expanding, user groups are in-
creasingly complex, and the trend toward diversifica-
tion of user needs is becoming more and more promi-
nent. In the context of commercialization, timeliness
and convenience are always user concerns.

The standard execution environment of an HPC
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system makes it difficult to directly support the run-
ning of user applications. Therefore, users need to
deploy the application and to configure the execu-
tion environment on the compute nodes. Manually
configuring the environment on the compute nodes
is too burdensome for the user, and the normal user
does not have a significantly enough permission level
to configure it freely. Especially with the develop-
ment of HPC, exascale computing (Djemame and
Carr, 2020; Meizner et al., 2020) is coming, and as
the number of compute nodes grows, this problem
will become more pronounced. In summary, there
are mainly the following problems:

1. Environment configuration

User burden is a result of two issues: (1) the user
does not have sufficient permission to do any configu-
ration; (2) the user workload is too large when there
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are many compute nodes. In addition, configuring
the environment is a tedious process. When the user
debugs the application on the login node, the en-
vironment configuration of the login node would be
completed. Then the user has to individually mi-
grate these configurations to the compute nodes.

2. Deployment overhead and startup latency of
the application

Inevitably, the user must deploy the application
to compute nodes. This deployment overhead is not
obvious when the number of compute nodes is small.
Typically, startup latency refers to the time interval
between issuing a command and starting the appli-
cation. Here, we define startup latency as the time
interval between the time when the user finishes de-
veloping and debugging the application on the login
node and the time when the application starts run-
ning on the compute node. This latency includes
environment configuration time, deployment time,
and so on. In practical situations, this definition of
startup latency has a more realistic meaning. Of
course, users want this latency to be as small as pos-
sible. Obviously, as the number of compute nodes
increases, the deployment overhead and startup la-
tency increase.

Container technology has been applied to HPC
systems to solve these problems (Chen et al., 2018;
di Nitto et al., 2020; Höb and Kranzlmüller, 2020;
Srirama et al., 2020). Containers, a lightweight
virtualization technology, such as Docker (Merkel,
2014; Boettiger, 2015), Shifter (Gerhardt et al., 2017;
Belkin et al., 2018), and Singularity (Kurtzer et al.,
2017; Godlove, 2019), are favored by many users (de
Velp et al., 2020). Containerization enables encap-
sulation and migration of the application and its de-
pendencies using a container image. This also solves
the problem of the user’s permission for environ-
ment configuration. The user can do any configura-
tion in the container image, but this container-based
method still has significant drawbacks.

First, the container image is entirely maintained
by the user (Huang et al., 2019). The HPC system
is highly customized. The software stacks are highly
customized to fit the special hardware in the HPC
system. It is difficult for users to maintain the con-
tainer image by themselves. Second, the container
image contains many files in addition to the appli-
cation and its dependencies. Deploying such an un-
wieldy container image to compute nodes can be a

time-consuming process (Verma et al., 2015).
There are usually two common ways to speed

up the deployment of a container image or other files
to compute nodes: through shared storage (Harter
et al., 2016; Du et al., 2017; Hardi et al., 2018; Zheng
et al., 2018) or with a peer-to-peer (P2P) approach
(Wang et al., 2017). Both approaches have their own
disadvantages in HPC systems. When the number
of nodes or the size of the transferred files is too
large, the use of shared storage will easily trigger the
network transmission bottleneck. In this case, the
P2P approach will perform better, but will introduce
explosive traffic into the network topology, which will
put a lot of stress on the network. The details will
be discussed in Section 2.2.

The self-deployed execution environment
(SDEE) for HPC (Shao et al., 2022), our previous
work, implements a lightweight execution envi-
ronment that uses only two layers of the overlay
file system. SDEE also solves the problem of the
user’s ability to entirely maintain the execution
environment, but the deployment overhead and
startup latency of the SDEE are still not satisfactory
when the number of compute nodes is large.

To solve these problems, we design the topology-
aware execution environment service (TEES) for fast
and agile application deployment in HPC. TEES is
designed based on SDEE.

TEES combines the advantages of a topology-
aware P2P approach with shared storage to greatly
reduce deployment overhead. When the number of
compute nodes used by the application is small, the
execution environment deployment is carried out di-
rectly through the shared file system. We design the
topology-aware P2P approach to deploy the execu-
tion environment when the number is large. The
topology-aware P2P approach makes good use of the
local topology structure in the HPC system. It im-
proves the P2P transmission speed and reduces the
network traffic of the intermediate topology. Specifi-
cally, in a test involving a super large number of com-
pute nodes, TEES shows a superior performance.

TEES also reduces the application startup la-
tency through a split-step transport and launch-in-
advance mechanism. On the login node, this mecha-
nism divides the user’s upper file system into two
parts based on dependency analysis of the user’s
application. The file system is divided into the
urgent part and the hysteretic part. The urgent
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part is transferred first using the transport scheme
described earlier. After the transmission of this
part is complete, the execution environment and the
user’s application are directly launched, and then the
hysteretic part is transmitted.

In summary, TEES solves application deploy-
ment problems in HPC. It realizes the lightweight
execution environment and reduces the burden of
application deployment. It supports fast application
deployment of different numbers of compute nodes,
especially at large and very large numbers. It also
reduces the startup latency of the application. At
the same time, the work has good portability and
is suitable for HPC systems of different numbers of
compute nodes. In the Tianhe HPC system, TEES
realizes the deployment and startup of a typical ap-
plication on 17 560 compute nodes within 3 s. TEES
is actually 12 times faster compared to a container-
based application deployment, and the network load
is reduced by 85%.

2 Background

In this section, we introduce several phenomena
in the HPC system to highlight the theoretical value
and practical significance of our work.

2.1 Network topology

In the hardware design of HPC systems, multi-
ple compute nodes are usually integrated into a node

group. As shown in Fig. 1, in the Tianhe HPC sys-
tem, there are eight compute nodes in a node group,
among which there is a proxy node with high-speed
network performance. Each cube in Fig. 1 repre-
sents a node group, and the black vertex represents
the proxy node in the group. The proxy node is
directly connected to the upper topological struc-
ture, and the other nodes in the group are called
slave nodes of the proxy node. The slave nodes are
the white vertices of the cube in each node group in
Fig. 1. Their network interactions with the upper
topological structure need to be forwarded by the
network cards of these proxy nodes. The nodes in
a node group are physically close to each other. All
the slave nodes in a group can quickly obtain data
from the proxy node in the same group.

In the network topology, these compute nodes
do not have a completely equal status. There are
obvious dependencies among them. This topology is
common in HPC systems.

In the Sunway TaihuLight HPC system (Don-
garra, 2016; Fu et al., 2016), each super node in-
cludes 256 Sunway processors (compute nodes) that
are fully connected by the super node network.

In the BlueGene/Q HPC system (Haring, 2011;
Boyle, 2012), each compute card includes one chip,
which includes four processors. Thirty-two com-
pute cards and, optionally, up to two input/output
(I/O) cards are packaged on the next-level board
which is called the node card. These 32 compute

...

...

...

......
Storage server

Group 1 Group 2 Group n

Login nodes

Intermediate network topology

2

1

5

6

4

7

3

0

2

1

5
6

4

7

3

0

2

1

5

6

4

7

3

0

x

x

Proxy node

 Slave node

Fig. 1 Network topology of the Tianhe high-performance computing system
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cards communicate with the upper network topol-
ogy through these two I/O cards.

As the scale of the HPC system continues to
grow, such topologies will become more common.
Making full use of such topology features can re-
duce network load and improve network transmission
performance.

2.2 Data transmission mode

Users commonly need to transfer files from the
login node to the compute nodes. Because the user’s
application itself is a file, the application runs on the
compute nodes and the first step is to transfer the
application file to the compute nodes.

In the simplest way, the user directly trans-
fers files from the login node to the compute nodes
through the network connection between the login
node and the compute nodes. We call this “one-
to-all” mode. This is fine when the user has only
a few compute nodes. However, when the number
of compute nodes is large, this method is extremely
inefficient, because the login node experiences too
much network transmission pressure.

The second way is through shared storage. In
the HPC system, compute nodes usually have no lo-
cal disk but only dynamic random access memory.
To achieve data persistence, all nodes can access the
shared storage. Shared storage is usually a high-
speed storage server or storage node. For example,
the storage server in Fig. 1 is the global shared stor-
age. Based on shared storage, it is easy to transfer
files from the login node to the compute nodes. The
user first copies the file from the login node to the
shared storage, and then the compute node copies
the file from shared storage to the local.

In such a scenario, the larger the number of com-
pute nodes, the greater the pressure on the shared
storage. Even a small number of compute nodes ac-
cessing a large file at the same time can put huge
pressure on shared storage. This pressure comes
mainly from the limited bandwidth of the shared
storage. This determines how much data can flow
in or out at any given moment. In addition, a large
number of compute nodes accessing the shared stor-
age at the same time puts huge pressure on the inter-
mediate topology that connects the compute nodes
and the shared storage. Network load capacity is
limited, and when a large number of compute nodes
make simultaneous requests to storage nodes, it is

likely that messages with data will be blocked some-
where in the intermediate topology. In this case,
the file transfer efficiency is not high, and the user
experience is very poor.

The third way is to use the P2P approach. This
is a good way to balance the load on the shared stor-
age network. When there are many compute nodes,
this approach can achieve higher efficiency than the
second method. The HPC system’s resource man-
agement tool generally includes the P2P transmis-
sion function. For example, sbcast is an efficient
P2P transmission function of the resource manage-
ment tool, SLURM (Yoo et al., 2003). It can quickly
copy the user’s files from the login node to a large
number of compute nodes, but this approach will in-
troduce a lot of unreasonable traffic in the network.
We will discuss this in detail in Section 2.3.

2.3 Network load state

When users transfer files from the login node to
compute nodes, different transmission modes bring
different network load states. We have analyzed the
network load state in Fig. 1 under three different
transmission modes in Section 2.2. In such a hypo-
thetical scenario, the user copies an application file
(file A) from the login node to 5000 compute nodes.

1. Case 1: the user copies fileA directly from the
login node to compute nodes. In this case, file A flows
out of link 1© and the flow is repeated 5000 times.
The flow also appears 5000 times in the intermediate
network topology. File A flows from link 3© to the
eight compute nodes in one node group, repeating
the flow eight times.

2. Case 2: the user copies file A from the login
node to the compute nodes through shared storage.
In this case, at the first step, the user copies file A

from the login node to the shared storage. The net-
work load is minimum. File A flows out of link 1©
once and flows in from link 2© once. At the second
step, the compute nodes copy file A from the shared
storage to the local. File A flows out of link 2© and
the flow is repeated 5000 times. The flow also ap-
pears 5000 times in the intermediate network topol-
ogy. File A flows from link 3© to the eight compute
nodes in one node group, repeating the flow eight
times. The transfer process at the second step is
similar to that in case 1, but it is more efficient, be-
cause the network load capacity of shared storage is
far greater than that of the login node.
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3. Case 3: use a P2P approach. The user copies
file A from the login node to 5000 compute nodes. In
the intermediate network topology, up to 5000 net-
work transmissions may occur. There are at most
eight inflows in link 3©. If file A happens to be trans-
ferred from one compute node to the next, and these
compute nodes are in the same node group, then
there will be one less inflow in link 3© and one less
network transmission in the intermediate topology.
However, most of the time, the parent-child nodes
are not in the same node group. At this point, new
traffic is generated, which is the outflow traffic of
link 3©. Most of the time, it is the worst. The child
of a slave node in a node group in the P2P transmis-
sion structure is a slave node in another node group.
Therefore, the transfer of file A between these two
compute nodes goes through the proxy nodes in these
two node groups. Obviously, in this process, the
transfer of file A has traveled a long way. Such traf-
fic is obviously not smart, because the P2P approach
does not take into account the special topology of the
HPC system.

In all of these cases, we observe redundant and
even unintelligent traffic in the network. This pro-
vides inspiration for our topology-aware P2P ap-
proach design.

3 Design and implementation

This section describes our design choices and the
implementation of TEES.

3.1 Main idea

TEES provides a topology-aware execution en-
vironment service for the HPC system. TEES starts
an execution environment for the user when he/she
logs in, and the execution environment is deployed
automatically when the user runs applications. In
particular, TEES reduces the deployment time of
the execution environment and the startup latency
of the user’s application. At all scales, TEES pro-
vides a comprehensive solution, and in particular,
optimizes application deployment for large-number
compute node deployments.

The framework of TEES is shown in Fig. 2.
TEES uses a hierarchical file system and process iso-
lation to create a private execution environment for
users. It implements a more lightweight execution
environment than the container. Only two overlay
file system layers are used to avoid space overhead
of a container image. This lightweight design also
reduces network transmission stress related to the
deployment of the environment.

TEES reasonably combines the advantages of
different file transfer modes at different scales. TEES
is optimized on a large scale to improve the efficiency
of network transmission. When the number of com-
pute nodes is small, TEES directly deploys the appli-
cation and its execution environment to the compute
nodes through shared storage. When the number of
compute nodes is large, the P2P transmission is op-
timized for the specific HPC network topology.

TEES achieves a quick start of the application.
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Fig. 2 Framework of the topology-aware execution environment service (TEES)
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The container image is usually a large file, but the
files related to the current application make up only
a very small portion of it. TEES uses a two-layer file
system that is much lighter than the container image,
but not all the files in the upper layer are required
by the current application. TEES splits the user’s
upper-layer file system according to the current ap-
plication as shown in Fig. 2. First, the files required
for the current application are transferred, then the
application is launched, and finally, the remaining
files are transferred.

3.2 Execution environment on a node

In terms of the execution environment, we follow
the SDEE design. Here is only a brief introduction.
TEES creates an isolated process tree for each user,
so that users cannot snoop on the processes of others.
When users exit, TEES needs only to kill the root
process of the process tree. TEES uses an overlay
file system with only two layers. The “/” directory
of the node is used as the lower layer of the overlay
file system, and an empty directory is superimposed
as the upper layer for each user. This design enables
users and system administrators to jointly maintain
the system environment configuration.

When implementing the automatic deployment
of the execution environment, TEES needs only to
synchronize the user’s upper layer to the correspond-
ing compute nodes for the compute nodes to have
the same application execution environment as the
login node. This reduces the burden on the user
to manually configure the execution environment on
the compute nodes and realizes the user’s privacy
protection at the same time.

3.3 Rapid deployment

Observing the unique topology in the HPC sys-
tem, the shared storage, and network bottlenecks,
TEES designs a complete set of rapid deployment
solutions.

3.3.1 Advantage combination and scheme selection

Obviously, when the number of compute nodes
used by an application is small, using shared storage
has obvious advantages. However, when the num-
ber of compute nodes is large, even if the transferred
file size is small, it can easily cause traffic conges-
tion. Therefore, shared storage has obvious advan-

tages when the number of compute nodes is small.
When the number of compute nodes used by the

application is large, the shared storage no longer has
a performance advantage and brings significant net-
work traffic to the intermediate topology of the HPC
system. Such traffic is likely to affect the state of the
network and even affect other users’ applications.
At this point, P2P transmission is a good choice.
We need only to establish a threshold to distinguish
whether the number of nodes is large or small. The
P2P approach requires each node that receives the
file to transfer the file to the next node, which is
a good way to solve the shared storage bottleneck
problem. However, traditional P2P introduces a lot
of traffic in the network topology, so we optimize the
P2P approach in this case.

3.3.2 Topology-aware P2P

When the number of compute nodes is large,
TEES chooses the P2P approach. According to the
unique network topology in HPC systems, we design
a topology-aware P2P transmission approach.

First, several compute nodes are integrated into
a node group. In our Tianhe platform, eight com-
pute nodes are integrated into a node group. How-
ever, only one of the eight nodes (proxy node) has
a high-speed network card and is directly connected
to the intermediate topology. Therefore, this node
has better network performance, and the interactions
among the other seven nodes and the intermediate
topology need to pass through this proxy node.

In consideration of this special in-group topol-
ogy, we design topology-aware P2P. We maintain a
list of the proxy nodes and a list of slave nodes of
each proxy node. When a user submits a job (runs
an application), the node list used by the user’s ap-
plication is analyzed to generate a tree structure of
P2P transmission. The user’s login node is regarded
as the root node of the tree. Several important ele-
ments in the tree are as follows:

1. Proxy nodes
Because the proxy nodes have better network

transmission performance, we arrange them at the
top of the tree, as close to the root node as possible.

2. Slave nodes
For a slave node in the application node list, if

its proxy node is included in this node list, the slave
node is used directly as its child node. If the proxy
node is not in the application node list and the proxy
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node is at the idle state, we calculate its degree of
utilization (that is, the number of its slave nodes in
the current application node list). If the degree of
utilization is larger than half of the number of the
nodes in this node group, we add this idle proxy
node to the P2P tree and temporarily set the proxy
node to the allocated state. Its slave nodes in the
node list are also added as child nodes of this proxy
node in the tree. If the proxy node is not idle, we call
such slave nodes orphan nodes and finally add these
nodes at the last level of the tree. Because the user
application node list is usually continuous, in most
cases, only the beginning and end of the node list
may encounter a situation in which the proxy node
is not in the node list.

3. Treewidth
We set the treewidth according to the perfor-

mance of each compute node (such as cores of CPU)
to achieve the highest transmission performance. For
example, we set the treewidth to 15 in Fig. 3, which
means that the proxy node can pass the file to its
seven slave nodes and eight other proxy nodes in the
next layer at most.

According to the above conditions, we present
the structure of the topology-aware P2P tree
(Fig. 3) and the algorithm for constructing the tree
(Algorithm 1).

After this tree structure has been created on
the login node, we also pass the tree structure to the
next layer of nodes while transferring the file. Then,
each node finds its child nodes to continue transmis-
sion according to the tree structure and waits for the
signal that the transmission is complete. After the
node receives the transmission completion signals of
all child nodes, the node generates the transmission
completion signal and returns it to its parent node.
Finally, after the login node receives confirmation
signals from the first-layer nodes, which means that
the entire transmission process has been completed,
the temporarily occupied proxy nodes are set to idle
state.

Because the P2P transmission process is speedy,
the few proxy nodes that we temporarily set to the
allocated state will have little effect on the system.

3.4 Quick startup

The TEES startup latency includes the time re-
quired for environment deployment and execution
environment startup. This is the time interval be-

Algorithm 1 Topology-aware P2P tree generation
Require: compute node list required by application, Nc;

proxy node list of all nodes, Np; treewidth, W ; half of
the number of the nodes in a node group, t

Ensure: tree structure of topology-aware P2P, tree
1: Divide Nc by node group to Nb and No /∗ The elements

of Nb are the nodes in the same node group and the
proxy node of this group is in Nc; The elements of No

are the slave nodes in the same node group and the proxy
node of this group is in Nc

∗/
2: Set the current login node as the root node of the tree
3: for nodeset in Nb do
4: pn ← proxy node of nodeset
5: sn ← slave nodes of nodeset
6: Add pn to tree /∗ If no father node is specified, it

would find a proxy node with fewer than W children
as the father of pn ∗/

7: Add each node in sn to tree with father = pn
8: end for
9: for nodeset in No do

10: if len(nodeset) > t then
11: pn ← proxy node of this nodeset
12: if pn is idle state then
13: Set the state of pn to allocated
14: Add pn to tree
15: Add each node in nodeset to tree with father=pn
16: else
17: Add each node in nodeset to tree
18: end if
19: else
20: Add each node in nodeset to tree
21: end if
22: end for

tween the time when the user issues an application
run command and the time when the application ac-
tually starts to run. Because TEES implements au-
tomatic deployment that is transparent to users, this
startup latency is consistent with what we defined in
Section 1. The TEES execution environment starts
faster than containers such as Docker and Singular-
ity. The upper layer of the overlay file system that
we needed to deploy is also more lightweight than
the container image. Because we find that not all
files in the upper layer are necessary for the current
user’s application, we create the following design:

3.4.1 Split-step transport and launch-in-advance
mechanism

We divide the upper layer of the user’s overlay
file system into two parts according to the user’s
current application: an urgent part and a hysteretic
part.

1. Urgent part
The user’s application is, of course, included in
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Fig. 3 Structure of the topology-aware peer-to-peer (P2P) tree: (a) structure at the ideal state; (b) structure
when P2P tree temporarily occupies the proxy node

this part. We analyze the dynamic dependencies
of the current application, and if the application’s
dependencies appear in the upper layer, they are
added to the urgent part.

2. Hysteretic part
This part of the user’s upper-layer file system

excludes the urgent part.
We use the scheme in Section 3.3 to give prior-

ity to the transmission of the urgent part. When this
transmission is completed, we directly start the ex-
ecution environment on the corresponding compute
nodes to start the application. Then we transmit the
hysteretic part.

3.4.2 File dependencies

Now that the application has started, is it neces-
sary to transfer the hysteretic part? We analyze only
the dynamic dependencies of the application and add
them to the urgent part. However, file dependencies
in the user’s application are difficult to diagnose. In
most cases, the user’s application is just a binary ex-
ecutable file, and we cannot know which files it needs

to read and write. If this application does read or
write files, the files are either in the hysteretic part
or are local files on the compute nodes.

Because the user’s application starts after the
transfer of the urgent part is completed, if the ap-
plication does not need to read or write files in the
hysteretic part, the application can run smoothly un-
til the end. If the application needs to read and write
files in the hysteretic part, we implement the hook of
the file read and write system call. When a file needs
to be read and written, we first determine the exis-
tence of the file, and if it does exist, we go directly to
the natural system call. If it does not exist, it means
that the file is still being transferred in the hysteretic
part. At this time, the read and write operations for
this file are blocked until the file in the hysteretic
part is transferred.

Although it is quite possible for the applica-
tion to read and write files, our launch-in-advance
mechanism still makes sense, because the application
may have a lot of other work to do before it reads or
writes files.
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3.5 Portability and scalability

In HPC systems, TEES has good portability.
The execution environment on the node can run on
the Linux operating system and is suitable for the
current mainstream kernel version. The design of
rapid application deployment and startup is univer-
sally applicable in HPC systems.

The TEES transmission scheme can support dif-
ferent scales of the HPC system. The threshold can
be set according to the actual condition of the HPC
system, and if you want to bypass shared storage
completely, you just need to set the threshold to 0.
If you want to use shared storage entirely, set the
threshold to a maximum value. Or, if you want to
take full advantage of the two methods to achieve the
maximum transmission efficiency, you need only to
measure the transmission performance equilibrium
point of the two methods on the actual system, and
then set the threshold to this equilibrium point. The
treewidth of the P2P transmission structure can also
be determined according to the computing resources
of actual compute nodes, to maximize performance.

To take full advantage of topology-aware P2P, it
is necessary only to maintain the list of proxy nodes
and their slave nodes according to the topological
relationship in the node group in the actual HPC
system.

TEES directly uses shared storage for transmis-
sion when the number of compute nodes is small. If
there is a way to optimize this approach in the fu-
ture, it will be easily integrated into TEES. In other
words, TEES has good scalability.

3.6 Safety and reliability

The TEES execution environment has been de-
signed to limit the user’s permissions and has been
well verified. Users have the right to customize their
own environment without affecting the underlying
standard system environment. At the same time,
each node runs a daemon, which has limited func-
tions and is responsible only for starting, stopping,
and deleting the execution environment and carrying
out P2P transmission. Users cannot upgrade their
privileges through this daemon.

TEES is reliable when the network is unob-
structed. If there is a problem in the network, such
as a node group that cannot communicate with the
outside world for some physical reason, TEES does

not consider this situation. This situation should be
quickly noticed by the monitoring system, and these
nodes should be removed from the idle node list. In
this case, the user’s node list will not include these
failure nodes.

The TEES P2P transmission can also be used as
an auxiliary tool for network status monitoring. For
example, transmitting an empty file to all nodes is a
convenient way. If some nodes fail, the transmission
will be blocked in the P2P transport tree. After the
timeout, the transmission path of network failure will
be reported to the root node.

4 Use cases and comparison

In this section, we introduce some typical use
cases for TEES to highlight its contribution.

4.1 TEES deployment

The system administrator (root user) first needs
to deploy TEES on the HPC system. The adminis-
trator needs to start a daemon on each login node
and compute nodes and configure things such as the
threshold of the transport mode, the treewidth of the
P2P tree structure, and the list of proxy nodes. This
daemon is responsible for starting and killing the
execution environment. Topology-aware P2P trans-
port is also its job. The daemon of the login nodes
is also responsible for generating the topology-aware
P2P tree structure for the list of application nodes
and dividing the user’s upper layer into the urgent
part and hysteretic part.

4.2 Use cases

When a user logs into the login node, the TEES
daemon on the login node starts an execution envi-
ronment for the user. The user logs into this private
execution environment. In this execution environ-
ment, the user can directly use the standard system
environment. At the same time, the user has the
right to make any customization. The user can de-
velop and debug the application and configure the
environment freely. All these happen in the upper-
layer file system. The changes made by the user do
not affect the real system environment.

When the user runs the application by sub-
mitting it to the resource management system,
such as SLURM and PBS (Feng et al., 2007), the
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daemon on the login node will perform the follow-
ing functions: analyze the list of compute nodes, se-
lect the transport method (shared-storage-based or
topology-aware P2P), and generate the tree struc-
ture if using the topology-aware P2P approach. At
the same time, the daemon will perform a depen-
dency analysis on the user application and divide the
upper layer into the urgent part and hysteretic part.
The urgent part will then be immediately deployed
on compute nodes. The execution environment is
started at each node and the application runs. Fi-
nally, the hysteretic part is transmitted.

The whole process is transparent to the user.
From the user’s point of view, only the application
development and environment configuration are re-
quired at the login node. Then the application can
run directly on the compute node through the re-
source management system. The entire deployment
and startup process is fast, resulting in a good user
experience.

4.3 Comparison

In this subsection, we discuss our comparison
of TEES with previous works, primarily involving
the user’s manual work and the container-based ap-
proach, from many dimensions (Table 1). All of
these approaches address the deployment of appli-
cations and their execution environments, but ob-
viously, manual work is the least efficient and the

permissions of non-root users are limited. The sys-
tem administrator also needs to complete a lot of
work. The container-based method solves the prob-
lem of user permissions, but heavy container images
need to be maintained by users and the deployment
process exerts enormous pressure on the network.
TEES addresses the weaknesses of both methods,
and more importantly, compatibility with resource
management systems such as SLURM makes the
deployment process transparent to the user, which
dramatically improves productivity. The following
section verifies the advantages of TEES (Table 1).

5 Evaluation

In this section, we evaluate the TEES deploy-
ment time, network load status, and application
startup latency.

5.1 Methodology

We evaluated TEES on the latest Tianhe HPC
system. A total of 17 560 compute nodes were used.
Each node was equipped with an FT processor. The
operation system on each node was the customized
HPC Kylin Linux. Eight compute nodes were assem-
bled in one node group, including one proxy node and
seven slave nodes. The proxy node was equipped
with a self-developed high-speed network card to
connect with the intermediate topology directly. All

Table 1 Comparison of TEES with previous works

Performance TEES
Container-based method

Manual work on bare-metal
(Docker, Singularity, etc.)

Main problem addressed Deployment of application Deployment of application and
and its execution its execution environment

Size of execution environment Lightweight upper-layer Cumbersome container image Small, but scattered
file system

Use mode Transparent to users Manually maintain and Completely manual
run the container

Environment configuration High (configure freely and High (configure freely Low (only non-root permission)
permissions all these happen in the in the Docker image)

upper-layer file system)

Deployment time Short Long Very long

Application startup latency Low High Very high (most of the time
is wasted on deployment)

Network load Low (with topology-aware High (with typical approach) High (with typical approach)
P2P approach)

SLURM-friendly Yes No No
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compute nodes and login nodes had access to the
same shared storage. The SLURM version of the
system was 19.05.7.

The login node had the same processor and
memory configuration as each compute node. The
login node was also equipped with a self-developed
high-speed network card. Moreover, both the login
node and the compute nodes had the same preset
standard system environment. We tested and veri-
fied the performance of TEES on this experimental
platform.

We set the threshold of scheme selection to 512;
this means that when the number of compute nodes
is larger than 512, TEES uses the topology-aware
P2P approach. This threshold is the performance
equilibrium point that we tested on the experimen-
tal platform. To test the effect of topology-aware
P2P, we set the treewidth to 15. In addition to sb-
cast, we added a topology-unaware P2P transmission
method: random-P2P. The tree shapes of random-
P2P and topology-aware P2P are expected to be ex-
actly the same. The only difference between random-
P2P and topology-aware P2P is that the positions of
the proxy node and slave nodes in the tree structure
of random-P2P are random.

In summary, we tested six methods in total:
topology-awareP2P, random-P2P, sbcast, one-to-all,
shared-storage-based, and TEES. Topology-aware
P2P, random-P2P, and sbcast are P2P methods.
One-to-all is a centralized parallel copy method.
Shared-storage-based method requires the support of
high-speed storage servers or storage nodes. TEES
is a scale-adaptive solution that combines the bene-
fits of topology-aware P2P and shared-storage-based
methods. We tested each of these six methods for
deployment time, network load status, and applica-
tion startup latency, and highlighted the advantages
of TEES.

5.2 Deployment time

For TEES, the deployment time is the transfer
time of the upper file system. The TEES execution
environment is very lightweight, and TEES adopts
a split-step transmission mechanism. In most cases,
the size of urgent part deployed by TEES does not
exceed 16 MB. When the hysteretic part is trans-
mitted, the application is already started. It can be
said that the deployment time of the hysteretic part
transmission is hidden. Therefore, we tested only
the deployment time of the urgent part.

For container-based application deployment,
the deployment time is the transfer time of the con-
tainer image. Python is one of the most popular
programming languages today. We tested the time
to deploy a Python image. Python, an official Docker
image in DockerHub, which is downloaded more than
one billion times, is about 333 MB in size. It would
be larger after the user encapsulates his/her own ap-
plication and the dependencies.

We chose 15, 120, 1080, and 8760 as the cluster
sizes for the test. When the number of nodes is
exactly one of these values, the topology-aware P2P
tree is full. If the cluster size is between two of these
numbers, the experimental results would be similar
to those of the full tree case.

As shown in Fig. 4, we used several methods to
test the TEES deployment time and the container at
different numbers of the compute nodes. The meth-
ods we used were, one-to-all, shared-storage-based,
sbcast, random-P2P, and topology-aware P2P. We
have also marked the selection of TEES with a dot-
ted line in Fig. 4.

It can be seen from the results that the deploy-
ment time of the one-to-all method increases linearly
with the increase of the number of compute nodes.
This approach is unacceptably inefficient when the
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number of compute nodes counted exceeds 1080. The
shared-storage-based approach shows strong vitality
when the number of compute nodes is small. This
also depends on the size of the file. However, it is
not difficult to see that when the number of compute
nodes is small, the shared-storage-based method is
more efficient than any other method.

For the three P2P methods, the topology-
aware P2P always has the shortest deployment time.
Specifically with the increase of the number of com-
pute nodes, the advantage of the topology-awareP2P
method becomes more and more obvious. In terms of
the TEES application deployment, topology-aware
P2P is 65% faster than that of random-P2P and
63% faster than sbcast when the number of com-
pute nodes reaches 17 560. As for container-based
deployment, topology-aware P2P is 21% faster than
random-P2P and 25% faster than sbcast.

The difference between a container deployment
method and a TEES deployment method is the size
of the files being transferred. The container image
size is much larger than that of the urgent part of
TEES. We have also seen that topology-aware P2P
has better acceleration when the size of the file trans-
ferred is small. This is because a connection needs
to be established before a file can be transferred be-
tween two nodes. The process is time-consuming.
For small-size files, the process of establishing a con-
nection takes up a large portion of the total time.
Topology-aware P2P reduces the time to establish a
connection, because most of the connections are in-
side a node group. When the size of the file is large,
the advantage of establishing a connection rapidly
is no longer obvious because the file itself takes a
long time to transfer. Consequently, in the case of
small-size files, topology-aware P2P has a better ac-
celeration effect.

TEES is the best choice in most cases. Only
in the vicinity of the threshold, there may be some
slight fluctuations.

5.3 Network load status

We conducted traffic monitoring on the connec-
tion link between the high-speed network card of
the proxy node and the intermediate topology. This
value can well reflect the pressure state of the inter-
mediate network topology. The traffic includes both
outgoing and incoming flows. We monitored traf-
fic for the transmission methods in Section 5.2. For

each transmission method, we collected the traffic
monitoring results for the proxy node. The results
are shown in Fig. 5.
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Fig. 5 Network load status of the five transmission
methods

For different numbers of compute nodes,
topology-aware P2P has the lowest network load,
and we set it as the baseline to determine the net-
work load of the other methods. As we can see from
Fig. 5, one-to-all and shared-storage-based methods
have similar network loads. The difference between
these two is that in the one-to-all approach, the lo-
gin node experiences a lot of network stress. In the
shared-storage-based method, this network pressure
is transferred to the shared storage. Compared to
these two approaches, the topology-aware P2P ap-
proach reduces network load by 75% in large-scale
node cases.

The network loads are similar for random-P2P
and sbcast, because in these two methods, the prob-
ability that two nodes in the same node group are
in a parent-child relationship in the P2P tree is mi-
nuscule. Specifically when the number of compute
nodes is large, this probability is even more unlikely.
Compared to these two approaches, topology-aware
P2P reduces network load by more than 85%.

5.4 Application startup latency

We tested the application startup latency of
TEES and container-based methods. For TEES, the
startup latency of an application is the time inter-
val between the user submitting the run command
to the resource management system and the start
of the application, including the time required to
divide the user’s upper-layer file system, deploying
the urgent part, and starting the execution environ-
ment. For the container-based approaches, the appli-
cation startup latency includes the time of container
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image encapsulation, container image deployment,
and container startup.

On 17 560 compute nodes, we tested the
TEES and container-based approaches for applica-
tion startup latency. For the deployment method
of the container-based approach, we used traditional
P2P sbcast and topology-aware P2P. The results are
shown in Fig. 6. The abscissa represents time and
the ordinate represents the percentage of the startup
progress.
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From the results, we can see that TEES realizes
the deployment and startup of a typical application
on 17 560 compute nodes within 3 s. The container-
based approach, which uses the sbcast deployment
method, has an application startup latency of about
40 s, which is 12 times slower than TEES. The
topology-aware P2P method used in the container-
based approach can reduce the startup latency by
about 25%.

6 Discussion

With the development of HPC systems, the
number of nodes is gradually increasing, and the cost
of application deployment becomes more and more
important. To solve these problems, in this study
we propose TEES. TEES is a topology-aware execu-
tion environment service that enables fast and agile
application deployment on HPC systems.

The topology-aware P2P approach is designed
in TEES. It realizes fast file transfer with a large
number of compute nodes, and effectively reduces
the network load. Good results are obtained in
our experiment. Notice that in the experiment, the
treewidth was set to 15, and the 17 560 compute

nodes did not actually fill the last layer of the tree.
According to this rule, when the number of compute
nodes reaches 68 160, the last layer of the tree struc-
ture is occupied. Therefore, deployment time at this
scale should not be far from the results with 17 560
compute nodes. We can safely guess that TEES can
deploy and start a typical application in about 3 s
with 68 160 compute nodes. This will have even
greater significance on larger-scale HPC systems in
the future.

New requirements may arise in the future, such
as the use of other resource management systems,
like PBS, in HPC systems. TEES has been matched
to SLURM, which is used as the resource manage-
ment system in the Tianhe series of HPC systems.
If PBS is used in the future, TEES will be able to
adapt seamlessly and quickly by simply implement-
ing the corresponding standard interface, because
TEES does not conflict in any way with the resource
management system workflow.

We also note the potential direction of optimiza-
tion for TEES. As HPC hardware resources become
increasingly independent, we are fully capable of di-
rectly invoking the underlying network drivers for file
distribution and data transfer, thus bypassing the
bloated network protocol stack and resulting in per-
formance improvements. In addition, through func-
tional extensions, TEES could provide a universal
tool for file distribution and data transfer for large-
scale HPC systems, which would improve the pro-
ductivity of the system administrator in the main-
tenance and updating of the system environment.
These may be our future research directions.

During the deployment of an application us-
ing TEES, a failure of one compute node, such as
a network failure or unexpected power failure, may
cause problems for TEES. Although the probabil-
ity of such an event is very low and the problem
should be detected and alerted by the resource man-
agement system in advance, if TEES had the abil-
ity to handle these emergencies, it would be bet-
ter. Adding mechanisms such as proactive reporting
of failed nodes and interactive solutions to compute
node replacement could also be a possible direction
in future TEES improvements.

We mentioned the scalability of TEES in
Section 3.5, which means that TEES could facilitate
future optimization in function expansion and per-
formance improvement.
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7 Related works

Application deployment has been a common
problem in HPC. Specifically in recent years, with
the increasing scale of HPC systems, this problem is
becoming more and more prominent. The traditional
solution relies mainly on manual work by users, but
it is clear that manual work is no longer appropriate
in large-scale HPC systems. Container technologies,
such as Docker (Merkel, 2014; Boettiger, 2015) and
Singularity (Kurtzer et al., 2017; Godlove, 2019),
package the application and its dependencies as a
container image. Therefore, the application can be
deployed using the container image. Container tech-
nology is also an excellent solution to the problem of
user permissions. Users can customize the environ-
ment freely in the container image.

Deploying a bulky container image to a large
number of compute nodes is still a heavy task, which
also puts a tremendous strain on the network topol-
ogy of HPC systems. Therefore, there is a lot of
research dedicated to optimizing the deployment of
container images. Cider (Du et al., 2017) is a novel
deployment system to enable rapid container deploy-
ment in a high concurrent and scalable manner. FID
(Wang et al., 2017) is able to accelerate the speed of
distributing Docker images by taking full advantage
of the bandwidth of not only the Docker registry but
also other nodes in the cluster. CFS (Liu et al., 2019)
is a distributed file system for large-scale container
platforms, which supports both sequential and ran-
dom file access with optimized storage for both large-
and small-size files. DADI (Li et al., 2020) is a block-
level image service for increased agility and elasticity
in deploying applications.

All of these works optimize the deployment of
container images, which are difficult to maintain in
HPC systems due to highly customized hardware and
software. These methods are therefore not as useful
in HPC as the TEES approach proposed here.

8 Conclusions

In this study, we proposed TEES, a topology-
aware execution environment service, for fast and
agile application deployment in HPC. TEES pro-
vided a private execution environment for each user
in the HPC system, and realized rapidly automatic
deployment of applications and their execution en-

vironments. We designed a topology-aware P2P ap-
proach in TEES to reduce deployment time. There
was also a split-step transport and launch-in-advance
mechanism in TEES to reduce the startup latency of
the application. Experimental results showed that
TEES is faster and can effectively reduce network
load compared to traditional container-based appli-
cation deployments.
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