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Abstract: Compared with traditional solid-state drives (SSDs), open-channel SSDs (OCSSDs) expose their internal
physical layout and provide a host-based flash translation layer (FTL) that allows host-side software to control
the internal operations such as garbage collection (GC) and input/output (I/O) scheduling. In this paper, we
comprehensively survey research works built on OCSSDs in recent years. We show how they leverage the features
of OCSSDs to achieve high throughput, low latency, long lifetime, strong performance isolation, and high resource
utilization. We categorize these efforts into five groups based on their optimization methods: adaptive interface
customizing, rich FTL co-designing, internal parallelism exploiting, rational I/O scheduling, and efficient GC pro-
cessing. We discuss the strengths and weaknesses of these efforts and find that almost all these efforts face a dilemma
between performance effectiveness and management complexity. We hope that this survey can provide fundamental
knowledge to researchers who want to enter this field and further inspire new ideas for the development of OCSSDs.
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1 Introduction leads to inefficient utilization of SSDs. Even worse,

) ) frequent random writes and flush operations to an
In recent years, solid-state drives (SSDs) have  gopy o seriously aggravate the wearing, cause in-
been widely used in data centers (Bjorling et al.,
2017), cloud storage systems (Zhang XY et al., 2021),

and mobile devices (Lee C et al., 2015) due to their

ternal fragmentation, and reduce its lifetime (Lee C
et al., 2015). Storing data on an aged SSD may trig-
ger garbage collection (GC) operations frequently,

better performance such as higher input/output
(I/0) throughput, lower access latency, and lower
power consumption than hard-disk drives (HDDs).
However, the design principle of traditional file
systems targets the physical media of HDDs and
does not consider the features of flash memory, which
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which will cause a bad quality of service (QoS).

Some traditional file systems are designed
to overcome the challenges of frequent random
For example, the
log-structured file system (LFS) (Rosenblum and

writes and flush operations.

Ousterhout, 1991) writes data sequentially to disks
in a log-structured manner, which converts small
synchronous random writes into large asynchronous
sequential writes, while designed for HDDs, it
can eliminate the negative effect of frequent small
writes to SSDs and significantly improve the write
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throughput. The copy on write (COW) strategy of
BTRFS (Rodeh et al., 2013) and the delayed allo-
cation mechanism of Ext4 (Mathur et al., 2007) are
able to improve the resistance to fragmentation and
thus can mitigate the aging problem of flash media.
However, these works do not consider the physical
features of SSDs and fail to exploit their strengths.

Some research works try to design tailored file
systems or optimize specific methods to exploit the
potential of SSDs. For example, F2FS (Lee C et al.,
2015) is a Linux kernel file system designed for flash
storage devices; it uses a flash-friendly data layout
and an effective GC mechanism to enhance flash stor-
age performance and prolong its lifetime. Park et al.
(2010) proposed external request rescheduling and
dynamic write mapping approaches to exploit SSD’s
internal plane- and die-level parallelism. Yang LH
et al. (2019) observed the external behaviors of SSDs
and exploited their internal parallelism for specific
applications. However, these works still do not fully
explore the performance advantage of SSDs mainly
because they treat an SSD as a black box, and in-
stead of directly building upon raw flash memory,
they are based on the block interface to the built-in
flash translation layer (FTL). This results in a huge
semantic gap between file systems and flash devices,
and additionally causes the inability to fully lever-
age the parallelism and scheduling mechanism inside
SSDs.

Therefore, more researchers have shifted their
attention to the key ideas of treating an SSD as a
white box, namely, moving the FTL from the device
side to the host side and letting the external soft-
ware directly interact with raw flash memory. These
ideas give birth to open-channel SSDs (OCSSDs).
An OCSSD exposes its internal physical layout and
moves the FTL to the host side, allowing the FTL
to be controlled and co-designed by the host side.
OCSSD’s openness concept allows the host side to
fully exploit its internal parallelism and design op-
timization methods, such as rational I/O schedul-
ing policies and efficient GC operations, to achieve
high performance, such as high I/O throughput, sta-
ble performance, low tail latency, and high resource
utilization.

This paper presents a review of nearly 10 years
of exploring the advantages of OCSSDs in academia
and industry; the representative papers we surveyed
are shown in Table 1. These works are roughly di-

Table 1 Representative works in 2013—2022

Year ‘Work

2013
2014

OFTL (Lu et al., 2013)

SDF (Ouyang et al., 2014)

LOCS (Wang P et al., 2014)
SOFA (Chiueh et al., 2014)
NVMKV (Marmol et al., 2015)
ParaFS (Zhang JC et al., 2016)
AMF (Lee S et al., 2016)
FlashKV (Zhang JC et al., 2017)
FlashBlox (Huang et al., 2017)
Multi-Partition (Gonzalez and Bjgrling, 2017)
LightNVM (Bjgrling et al., 2017)
uFLIP-OC (Picoli et al., 2017)
TTFLASH (Yan et al., 2017)
DIDACache (Shen et al., 2017)
OC-Cache (Wang HT et al., 2018)
ThermAlloc (Wang Y et al., 2019)
PATCH (Chen et al., 2019)
StageFS (Lu et al., 2019a)
OCStore (Lu et al., 2019b)
hWA-BC (Lee S et al., 2019)
QBLK (Qin et al., 2019)

SSW (Du et al., 2020)

OX-FTL (Picoli et al., 2020)
NBFS (Qin et al., 2021a)

QBLKe (Qin et al., 2021b)
AOCBLK (Zhang XY et al., 2021)
MT-Cache (Oh and Ahn, 2021)
IODA (Li et al., 2021)

oNFC (Qiu et al., 2021)

JS-Pblk (Son and Ahn, 2021)
Prism-SSD (Shen et al., 2022)
PVSensing (Wang Y et al., 2022)

2015
2016

2017

2018
2019

2020

2021

2022

vided into three time periods: works before 2015 ini-
tially explore the open-channel advantages of SSDs
and gradually form and perfect the concept of OC-
SSDs; works between 2016 and 2018 focus mainly on
the systematic design of OCSSDs and form some rel-
atively mature file systems; works after 2018 mainly
try to address domain-specific problems based on
LightNVM or simulation platforms, and meanwhile
optimize them for better performance.

2 Overview of open-channel solid-state
drives

SSD is a type of persistent storage mainly with
NAND flash as its media. Different from HDDs,
SSDs are made up of pure electronic circuits and
store data in semiconductors, avoiding the bottle-
neck of physical mechanical movement; they can
reach a better performance under the automated
management of embedded FTL such as GC, address
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mapping, and error handling (Fig. 1a).

OCSSDs have evolved from SSDs (SSD refers
to traditional SSD in the remainder of this paper
unless explicitly stated otherwise) in recent years.
Unlike SSDs, they move the FTL to the host side
and expose the internal physical features of SSDs.
To be concrete, as shown in Fig. 1b, OCSSDs move
application-related functions such as GC and 1/0
scheduling to the host-side FTL, and in most cases
leave the device-closely-related functions, such as
wear leveling (WL) and error correcting code (ECC),
in a simple FTL at the device side. By doing so,
they expose the physical page addresses (PPAs) of
the space-arranged NAND storage units rather than
logical block addresses (LBAs) to the host-side soft-
OCSSDs enable
customizing the FTL for specific scenarios and in-
herit the advantages of SSDs while having the po-
tential to avoid SSDs’ shortcomings. A typical ar-
chitecture of OCSSDs is shown in Fig. 2.

ware for better hardware access.

2.1 Physical layout

The physical layout of the storage media of a
typical OCSSD is organized as a hierarchy of chan-
nel, chip, die, plane, block, and page. This physi-
cal layout brings an opportunity to exploit the in-
ternal parallelism of OCSSDs. Existing works have
explored the parallelism from four levels (Hu et al.,
2013): channel level (e.g., Lu et al., 2019b), chip
level (e.g., Wang Y et al., 2019), die level (e.g.,
Bjorling et al., 2017), and plane level (e.g., Ouyang
et al., 2014).
open-channel specification (The Open-Channel SSD
Community, 2023) suggests exposing three levels on

From the software perspective, the

channels, parallel units (PUs), and planes, which in-
tegrates the chip level and die level as the PU level.

GC 1/0 scheduling
Host__ | [EMapPINg Host-side FTL| Host
Built-in layer :
GC /O scheduling Simple FTL ECC Host/
Mapping ECC WL Error handling | “¢7/°®
WL Error handling
Raw flash memory pevice Raw flash memory Device

(@) (b)

Fig. 1 FTL in SSDs (a) compared to FTL in OC-
SSDs (b). FTL: flash translation layer; SSD: solid-
state drive; OCSSD: open-channel SSD; GC: garbage
collection; I/0O: input/output; ECC: error correcting
code; WL: wear leveling

2.2 Properties of the flash translation layer

FTL is the core component of an OCSSD and
is placed over the hardware. The design quality of
an FTL directly determines the quality of OCSSDs
in terms of performance, reliability, durability, and
so on. An FTL can be of two forms: partly on the
device side and partly on the host side, where the
device-side light-weight FTL helps OCSSDs manage
functions related to the hardware; or fully on the
host side, to allow effective design and management.
The FTL on the host side can be in the kernel space
to achieve efficient I/O interactions or be in the user
space to coordinate with applications conveniently.

A well-designed FTL can bridge the semantic
gap between file systems and flash devices, co-design
with host software, and eliminate redundant func-
tions, such as space allocation and GC operations in
multiple layers, which can further reduce the perfor-
mance overhead.

2.3 Interface

OCSSDs often provide three types of interfaces
for interaction: a general block interface, a portable
operating system interface (POSIX), and a user-
customized interface often co-designed with host-

side software. The FTL can access the raw flash

Host-side FTL  Block/POSIX/customized

GC operation 1/0 scheduling Data placement

Wear leveling Error handling ECC engines

Interface  PPA (NAND)
[ Channel [ PU

| Block [ Plane [ Page [ Sector |

Device

Internal structure of a die

Physical layout

Channel,

Fig. 2 A typical OCSSD architecture. OCSSD: open-
channel solid-state drive; POSIX: portable operating
system interface; FTL: flash translation layer; GC:
garbage collection; I/0: input/output; ECC: error
correcting code; PU: parallel unit; PPA: physical page
address
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memory through hardware interfaces such as the
PPA (Fig. 2). The PPA relies on a hierarchical ad-
dress space (Picoli et al., 2017), which allows the host
side to see the media in a fine-grained manner and
helps developers directly access the NAND flash cells
using data commands including read/write/erase
operations.

Generally, these operations have different gran-
ularities: page is the minimum unit for reads
and writes, while block is the minimum unit for
erases; different granularities of writes and erases
may lead to write amplification (WA). These oper-
ations also have different access latencies: read is
an order of magnitude faster than write/erase, and
if a read operation is scheduled after performing a
write/erase operation, it may lead to higher read la-
tency. Therefore, a well-designed interface for mon-
itoring and scheduling these operations is very im-
portant, which determines the high and stable per-
formance of OCSSDs.

3 Opportunities
3.1 Key challenges of solid-state drives

SSDs have many performance advantages; how-
ever, due to the erase-before-write limitation (Lee
C et al., 2015), the different write/erase granulari-
ties, and the disk-like block interface (Bjgrling et al.,
2017), there are several well-documented shortcom-
ings that prevent SSDs from providing high QoS and
fully exploiting the benefits of flash memory, as listed
below:

1. Log-on-log problem (Yang JP et al., 2014)

Due to the functional completeness considera-
tions, each software layer may prefer to perform the
same function such as data mapping and GC, result-
ing in additional performance overhead.

2. Flash endurance reduction (Lu et al., 2013)

Extra write operations from outer systems and
valid page migration from GC may incur WA and fre-
quent program/erase (P/E) cycles, resulting in ex-
pensive bandwidth consumption and flash lifetime
reduction.

3. Long tail latency (Hao et al., 2016; Kang
et al., 2017)

This is usually caused by time-consuming GC
operations and irrational I/O scheduling, which may
incur busy writes/erases and hungry reads, resulting

in long and unpredictable tail latencies.

4. Inadequate resource utilization (Ouyang
et al., 2014)

SSDs may provide only <50% of the raw band-
width to applications and often reserve 20%-30% or
even larger space as over-provisioning (OP) for GC
and other operations. This extremely low resource
utilization may result in a significant waste of expen-
sive resources on both initial and recurring costs.

These shortcomings present great challenges to
SSDs and are often difficult to address because SSDs
are treated as black boxes and are managed by the
built-in FTL. An FTL can provide interoperability
(Lee S et al., 2016) and automated management,
but it also hides the design details of SSDs such as
the execution of erase operations and internal paral-
lelism, and has become a bottleneck to further im-
prove SSDs’ performance.

Compared to SSDs, OCSSDs can provide new
ideas for many research breakthroughs and prob-
lem solutions, especially in domain-specific scenar-
ios. OCSSDs expose their internal physical features,
allowing host-side applications to customize the FTL
according to their own needs, which brings unprece-
dented opportunities for developers to fully leverage
the performance potential of OCSSDs while also pos-
ing some challenges for how to study them well under
complex management costs.

Some studies argue that the internal structure
of SSDs should not be opened (Yang LH et al., 2019)
since it may reduce the security and flexibility of ap-
plication accesses and raise design complexity. How-
ever, existing works on OCSSDs suggest that open
designs for domain-specific scenarios can bring obvi-
ous performance benefits when properly designed.

3.2 Opportunities for open-channel solid-

state drives

OCSSDs  bring many opportunities for re-
searchers in academia and industry to achieve spe-
cific performance goals or address practical problems
in different scenarios. We focus mainly on the follow-
ing five metrics: throughput, latency, lifetime, isola-
tion, and resource utilization. In this subsection,
we give only a rough discussion of some representa-
tive works to illustrate the performance opportuni-
ties presented by OCSSDs. More systematic meth-
ods will be analyzed in detail in Section 4 for clar-

ity. More works on leveraging these opportunities to
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achieve better performance are summarized in Ta-
ble 2.

3.2.1 High throughput

SSDs can achieve only sub-optimal I/O through-
put because of inefficient GC and under-utilized in-
ternal parallelism. Even flash-optimized file systems
such as F2FS do not perform well under heavy write
traffic. OCSSDs can address this shortcoming by al-
lowing users to optimize the GC mechanism, redesign
1/0 scheduling, and fully exploit the parallelism to
significantly improve the throughput.

Compared to F2FS, ParaFS (Zhang JC et al.,
2016) proposes a two-dimensional (2D) data alloca-
tion to fully leverage OCSSDs’ channel-level paral-
lelism while reducing valid page migrating during GC
operations, which may impact the data read/write
throughput. Evaluations show that ParaFS can out-
perform F2FS by 1.6-3.1 times under write-intensive
workloads.

FlashKV (Zhang JC et al., 2017) and LOCS

(Wang P et al., 2014) leverage multi-channel paral-
lelism to improve the throughput of log-structured
merge tree (LSM-tree) based key-value (KV) stores.
FlashKV uses a parallelism-friendly data layout to
manage the raw flash space in the user space, which
improves the throughput by 1.5-4.5 times compared
with LevelDB. LOCS directly uses software-defined
flash (SDF) (Ouyang et al., 2014) as the underly-
ing hardware and adopts a dynamic I/O dispatching
policy to fully exploit the channels, which improves
throughput by >4 times. NVMKV (Marmol et al.,
2015) leverages the advanced host-side FTL capabili-
ties to enable its hash-based KV store, achieving high
throughput and low WA while ensuring scalable and
ACID (atomicity, consistency, isolation, and durabil-
ity) compliant KV operations.

3.2.2 Low latency
Enterprise-grade systems need to provide high

QoS for their tenants since unpredictable or unsta-
ble latency will hurt users’ productivity. Even worse,

Table 2 Summary of the main optimization goals that some existing works try to achieve

Work Latency

Lifetime Resource utilization

Isolation

Throughput
Stability Predictability

WL WA GC Bandwidth  Miscellaneous™

OFTL

SDF

LOCS

SOFA

NVMKV
ParaFS

AMF

FlashKV
Multi-Partition
LightNVM
TTFLASH v
DIDACache v v

OC-Cache

ThermAlloc

OCStore v v

StageF'S v

hWA-BC
SSW
QBLKe
AOCBLK
IODA v
oNFC v

JS-Pblk

Prism-SSD v v

PVSensing v

NN NN NEN
NN N N NEN

EN
<

ANENEN

v v

v v 1

ANENEN

AN N N

ANENENEN

v v
3

*Includes the following: (1) device-side capacity utilization; (2) host-side CPU/memory utilization; (3) 3D flash reliability.
WL: wear leveling; WA: write amplification; GC: garbage collection (can also improve throughput and latency; here, we put

it under lifetime for simplification)
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long tail latency may slow down the response time or
even cause service timeout which fails to meet the re-
quirements of real-time and quality-critical systems
(Kang et al., 2017). Fortunately, OCSSDs can solve
these problems explicitly by adopting rational GC
mechanisms and I/O scheduling strategies.

1. Predictability

LightNVM (Bjerling et al., 2017) is the first
generic subsystem designed for OCSSDs. It exposes
the physical layout of OCSSDs by the physical block
device (PBLK) and narrows the semantic gap by a
high-level I/O interface. It allows the developers
to explicitly manage the OCSSD’s PUs and design
the GC and I/O scheduling according to workloads,
which helps achieve predictable latency. By control-
ling the GC process in the flash array, IODA (Li
et al., 2021) can achieve strong latency predictabil-
ity and reduce the P95-P99.99 latencies to be under
2%.

2. Stability

ParaFS adopts a two-phase scheduling policy
to fairly assign read/write/erase requests to the
flash channels and achieves a consistent performance
under write-intensive workloads. TTFLASH (Yan
et al., 2017) introduces four key strategies to remove
GC blocking from all software stacks and can achieve
a guaranteed high performance. Evaluation results
show that TTFLASH is 2.5-7.8 times faster com-
pared to the base in average latencies.

3.2.3 Long flash lifetime

SSDs face severe WA and inefficient GC prob-
lems, which reduce flash endurance excessively. For-
tunately, by using host-side FTL and exposing the
physical layout of OCSSDs, developers can control
data dispatching actions and data placements to pro-
long flash lifetime by reducing flash WA, achieving
efficient GC, and addressing WL issues.

1. WA

For example, OFTL (Lu et al., 2013) uses an
in-kernel FTL co-designed with the file system to re-
duce data updates and significantly reduce WA to
47.4%-89.4% in the SYNC mode and 19.8%-64.0%
in the ASYNC mode compared with ext2, ext3, and
btrfs. By bypassing the file system layer and avoid-
ing partial page updates, FlashKV uses the in-file
indexing to eliminate the cascading update and can
greatly reduce the WA from the file system and FTL.

2. GC

SSW (Du et al., 2020) uses strictly sequential
writes to make sure that the writes are not shuf-
fled, which can reduce the number of GC operations
on average by 26.65%. Some other works such as
StageFS (Lu et al., 2019a) and QBLKe (Qin et al.,
2021b) improve the flash lifetime by reducing valid
page migrations during the GC process.

3. WL

To prevent flash memory cells from wearing out,
Prism-SSD (Shen et al., 2022) uses a global WL mod-
ule by shuffling hot/cold PUs based on the “update
likelihood” (or hotness) (Lee C et al., 2015), and
SOFA (Chiueh et al., 2014) uses a global FTL that
provides both intradisk and interdisk global WL to
prolong the lifetime of the flash array.

3.2.4 Strong performance isolation

In multi-tenant cloud environments, cloud
providers need to provide isolated and stable services
to their tenants. Dedicated devices for each ten-
ant may provide great performance while incurring
unacceptable cost and management overhead as the
tenant scales expand dramatically. Many providers
choose SSDs as their storage devices. They use soft-
ware methods such as Dockers to create isolation
space for each tenant or hardware techniques to sep-
arate tenants to different flash blocks. However, the
unpredictable global GC operations caused by one
tenant may affect other tenants’ experiences. Mean-
while, tenants still share the flash channels, which
may cause excessive conflict in heavy workloads and
reduce the overall performance. OCSSDs bring new
opportunities for strong performance isolation be-
cause of their exposed device geometry.

Multi-Partition (Gonzélez and Bjgrling, 2017)
instantiates several PBLKs (Bjorling et al., 2017)
to extend LightNVM with multi-target support and
to separate tenants to dedicated instances and PUs
(Fig. 3a). Each instance executes independent GC
operations and I/O scheduling as if every tenant
owns the hardware resource and will not be disturbed
by other tenants.

On the other hand, OC-Cache (Wang HT et al.,
2018) achieves strong performance isolation by using
OCSSDs as I/0 caches. As shown in Fig. 3b, it as-
signs one or more flash channels exclusively to one
tenant to ensure strong performance isolation and
reserves some shared channels for dynamical assign-
ment according to the tenant’s miss ratio curves of
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workloads, which can provide better QoS and lever-
age the OCSSD’s internal parallelism.

Lee S et al. (2019) aimed to achieve performance
isolation between multiple processes rather than be-
tween tenants. They proposed a host-level workload-
aware budget compensation (hWA-BC) scheduler
based on LightNVM. The scheduler focuses mainly
on the application’s contribution to GC and takes
two factors (the read—write request ratio and the
valid-invalid flash page ratio) into consideration.
Evaluation results show that hWA-BC succeeds in
compensating/penalizing the workloads and ensures
performance isolation.

Multi-tenant I/O isolation OC-Cache
‘ Tenant, ‘ Tenant, ‘ Tenant, ‘ ‘ Tenant, ‘ Tenant, ‘ Tenant, ‘
Cache Cache Cache
‘ i ‘ ‘ i ‘ ‘ i ‘ manager | | manager |~ | manager
——————————— T
R e pu— — R /
- - | B
| PBLK, Hl PBLK, ‘}H PBLK, || BN
I I
1 ' LightNVM core] || [no=cni|[ene=cna[en] .| on-cn |
} L\ghtNVWsubsyslem; } }
} } } } | I Isolated buckets Shared pool
[Puspuli[Pupu|| I[PU-PU, |
| B === J L 777777
OCSSsD OCSSsD

(a) (b)

Fig. 3 Design of strong performance isolation: (a)
Multi-Partition; (b) OC-Cache. I/0: input/output;
FS: file system; PBLK: physical block device; PU:
parallel unit; Ch: channel; OCSSD: open-channel
solid-state drive

3.2.5 High resource utilization

By exposing the physical layout and removing
the FTL to the host side, OCSSDs can reach higher
resource utilization than SSDs. The resource uti-
lization we have discussed in this subsection includes
mainly bandwidth utilization, device-side capacity
utilization, host-side CPU/memory utilization, and
data reliability utilization that can avoid unneces-
sary error data accesses and improve critical data
utilization. More information can be seen in Table 2.

1. Capacity

DIDACache (Shen et al., 2017) can dynamically
adjust the OP to maximize the usable flash space
for KV caching to increase the cost efficiency. SDF
introduces a field-programmable gate array (FPGA)
based controller and implements a host-side FTL to
directly access the raw flash channels, avoiding re-
serving space for GC and parity coding in SSDs,
which makes SDF achieve 99% user capacity and re-

duce per-gigabyte hardware cost by 50% on average.
2. Bandwidth

SDF can also achieve 95% of the flash’s raw
bandwidth by highly exploiting the channel-level
parallelism. LightNVM can reach a high write band-
width based on OCSSDs. However, it performs
poorly under multi-thread workloads due to the use
of global spinlocks in PBLK. Qin et al. (2021b) pro-
posed QBLKe to improve the scalability and reduce
software overhead. By adopting three techniques
(see details in Section 4.2.1) to avoid the global
spinlocks, QBLKe can improve the write bandwidth
up to 78.9% compared with PBLK under 32-thread
4 KB random write test.

3. Data reliability

Three-dimensional (3D) NAND flash memory
provides ultra-high capacity compared to the planar
one; however, it suffers from severe thermal prob-
lems that lead to data loss and a sharp decrease in
performance. ThermAlloc (Wang Y et al., 2019) dis-
tributes the centrally accessed data to different phys-
ical locations with a certain distance and postpones
or reduces unnecessary GC operations to balance
heat issues using OCSSDs, which makes ThermAlloc
reduce the peak temperature by 30% and improve
the data reliability. PATCH (Chen et al., 2019) fo-
cuses on the unreliability issue caused by low cell
current in 3D flashes. It can identify the unreli-
able blocks and allocate/reallocate the write data
to other reliable blocks, which can reduce the uncor-
rectable bit errors and avoid unnecessary data access.
PVSensing (Wang Y et al., 2022) considers the pro-
cess variation and allocates write requests to the cor-
responding physical blocks to reduce uncorrectable
Compared to PATCH, PVSensing can
reach a more effective reduction of the uncorrectable

bit errors.

bit errors and improve the utilization of reliable flash
memory.

From the above-mentioned performance bene-
fits, we can see that OCSSDs outperform SSDs in
many specific scenarios. These opportunities come
mainly from the carefully designed host-side FTL
and the exposed multi-level parallelism. Meanwhile,
developers need to consider their workloads and ap-
plication behaviors to design the data access in-
terfaces, the efficient GC mechanism, and the I/0
scheduling strategy to better explore the perfor-
mance advantages of OCSSDs.
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4 Methodologies

Although OCSSDs bring many opportunities
to achieve better performance, we should realize
that achieving optimal performance rather than sub-
optimal performance is challenging. There are some
issues that have to be addressed at the software level
for the opportunities to be fully turned into real per-
formance improvements, especially designing effec-
tive methods according to the workloads and appli-
cation behaviors under complex software/hardware
environments. In this section, we survey the related
works in respect of their research methods from five
different perspectives. An overview of some typical
optimization methods is shown in Table 3. We will
discuss these methods in detail and try to answer the
following questions:

1. What approaches do existing works adopt to
exploit the performance benefits of OCSSDs?

2. What unique issues are addressed with these
approaches?

3. What are the advantages and potential short-
comings of these approaches?

4.1 Interface design

Unlike well-packaged SSDs, with OCSSDs, de-
velopers can customize interfaces that are exposed
to the host while ensuring effective access to the de-
vice. The low-level interfaces should consider the
device geometry; the high-level interfaces need to en-
sure high efficiency, delivering semantic information
efficiently, and good compatibility with existing sys-
tems, which can bring many performance advantages
and good usability /scalability.

LightNVM proposes a classic three-layer archi-
tecture: a high-level I/O interface for user-space ap-
plications, an FTL in kernel space for main function-
alities, and a non-volatile memory express (NVMe)
device driver for hardware management. Each layer
provides a different abstraction based on its char-
acteristics and can interact well with each other
through appropriate interfaces. LightNVM provides
a PPA interface to expose its device geometry and
parallelism, which is implemented to meet the NVMe
standard (NVM Express, Inc., 2023). Meanwhile,
host applications or file systems can access OCSSDs
through a traditional block I/O interface provided
by PBLK to reduce software changes. Moreover,
LightNVM allows developers to customize their own

application-specific interfaces by exposing geometric
addresses to the user space.

Many other studies also customize interfaces
for their practical needs. For example, as an ob-
ject store, OCStore (Lu et al.; 2019b) uses an ob-
ject interface for host applications for better inter-
FlashKV combines the compaction proce-
dure with GC and I/O scheduling, leaving only an

action.

input/output control (ioctl) interface to dispatch re-
quests to FTL for simplification. OFTL (Lu et al.,
2013) co-designs software and hardware in embedded
systems and provides fine-grained byte-unit object
interfaces to file systems, which can compact small
updates into fewer pages to reduce WA. To provide
different operational granularities for GC efficiency,
SDF (Ouyang et al., 2014) customizes an asymmet-
ric read/write/erase operation interface to external
software.

All these designs try to ensure better interac-
tion across the external software, the FTL, and the
underlying hardware. However, application-friendly
flexible interfaces and optimal performance are dif-
ficult to achieve simultaneously. To bridge this gap,
Prism-SSD (Shen et al., 2022) proposes three-level
abstraction of interfaces to expose the OCSSD hard-
ware, namely the raw-flash-level abstraction, the
flash-function-level abstraction, and the user-policy-
level abstraction. Prism-SSD provides many ap-
plication programming interfaces (APIs) and allows
developers to choose the best trade off between us-
ability and efficiency, and the multi-level abstraction

may give us more inspiration to better design the
OCSSD interfaces.

4.2 Flash translation later design

FTL provides OCSSDs rich functions such as
GC, I/0O scheduling, and data placement.
challenge for FTLs to provide high performance and

It is a

low software overhead while ensuring high scalability
and usability (Qin et al., 2021b). Without properly
designing the FTL software architecture, it is hard
to fully leverage the OCSSD’s advantages and may
put a heavy load on the host hardware.

4.2.1 Generic design

As the first generic subsystem for OCSSDs,
LightNVM implements its FTL called PBLK in the
kernel space and also leaves a simple controller on
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the device side to manage the hardware well. PBLK
provides rich functions such as GC, handling er-
rors, and mapping logical address to physical address
(L2P) for LightNVM, and deals with specific con-
straints on flash media and device controller. With
the help of PBLK, Light NVM can provide high per-
formance and small software overhead for the host
applications.

However, general-purpose systems usually face
the dilemma between performance and safety, just
like Qin et al. (2021b) found that PBLK was lim-
ited under multi-thread workloads. The limitation
comes from the global spinlocks used in the three
components, i.e., the data buffer, translation map,
and direct memory access (DMA) memory pool. The
global spinlocks offer unnecessary protection for se-
curity and hurt the scalability of PBLK, which makes
host software unable to fully exploit the OCSSD
performance.

To address this limitation, they proposed
QBLKe, an extended version of QBLK (Qin et al.,
2019). QBLKe uses three main optimization tech-
niques: the per-CPU ring buffer technique which
allocates a ring buffer to each CPU to minimize the
competition that comes from other buffers, the lock-
free translation map which uses the atomic primi-
tives to ensure the atomicity of operations, and the
per-CPU DMA pool which assigns a DMA memory
pool for each CPU to eliminate competition for the
lock. Meanwhile, QBLKe allocates a GC thread for
each channel to decrease GC page-migration over-
head. All these optimization methods make QBLKe
more scalable under multi-thread workloads and can
achieve higher throughput and write bandwidth. By
leveraging the advantages of QBLKe, they further
developed a Linux file system called NBFS (Qin
et al., 2021a) to achieve atomic writes with elimi-
nation of I/O orderings and provide a double perfor-
mance of F2FS.

4.2.2 Specific design

Some previous works (e.g., Lu et al., 2013;
Zhang JC et al., 2016) prefer to design dedicated
FTLs with different placement strategies to achieve
specific performance under domain-specific scenar-
ios. Putting FTLs in the user space is beneficial
for co-designing with applications. Leaving FTLs in
the kernel space can reduce workloads on the device
side and make them interact well with the file sys-

tem while sensing the upper-level semantic informa-
tion. Some other works (e.g., Lu et al., 2019b; Zhang
XY et al., 2021) choose to leave a simple FTL still
on the device side, which can use the ability of the
device to do some simple operations closely related
to hardware management and offload the host-side
workloads to the device. The four types of classic
domain-specific FTL design patterns are shown in
Fig. 4.

1. Only in kernel

OFTL implements all the FTL functions in the
kernel space (Fig. 4a), which can interact well with
the upper system and directly access the raw flash
memory. To significantly extend flash memory life-
time by reducing WA in FTL, OFTL buffers and
compacts frequent partial page updates to reduce
the number of updates and designs a lazy indexing
technique that uses backward pointers to reduce in-
dex metadata persistence and journaling overhead.
Although OFTL is an early work and does not con-
sider data hotness and the optimization of GC, the
software/hardware co-designed concept allows de-
signing flexible approaches to solve specific bottle-
necks for better performance.

2. FS-kernel

ParaFS (Zhang JC et al., 2016) uses a sim-
ple lightweight in-kernel FTL called S-FTL only
for WL, ECC, and block-level mapping, leaving the
application-related functions such as GC and I/O
scheduling in the file system (Fig. 4b). In particular,
the mapping is designed as static in a log-structured
way (O’Neil et al., 1996) and has no in-place updates,
which means that it does not need remapping oper-
ations and incurs nearly zero overhead. In addition,
S-FTL knows the behaviors of the file system by ex-
posing read/write/erase interfaces and ensures that
the data grouping at the file system layer will not be
shuffled in the flash channels. To sum up, ParaFS
renders it easy to achieve efficient GC and reason-
able I/O scheduling by integrating them with the
file system; moreover, letting the S-FTL execute only
simple commands directly related to the flash mem-
ory can reduce redundant functions between multiple
layers and improve the overall performance.

3. Application-kernel

User-space applications often need to cross mul-
tiple software layers such as application layer, file
system layer, and FTL to access devices, which
will induce severe WA and GC overhead under



Chen et al. / Front Inform Technol Electron Eng 2023 24(5):637-658 647

User

e JVES syscalle__ B ' FS syscalls __
Object file system Ke :e‘ ParaF$
space
OBJ_READ} OBJ_WRITE, .
~ OBJSFLUSH GC I/0 scheduling
OFTL
READ, W%ITE, ERASE
GC 1/0 scheduli
scheduling SFTL
WL Mapping ECC WL Mapping ECC
Hardware‘fnterface o _Hiar_dv_va_reI@t_eriai:e_ o
Deyice
Raw flash memory Raw flash memory
(a) (b)
FlashKV
GC /O scheduling User
space Object interface
T _REATD,_W_%-IT_E,_ ERASE | 7777 'i """""
Open-channel driver Ketnel OCStore
GC 1/0 scheduling
WL  Mapping ECC | °P¥°
. Mapping
Hardware|interface READf‘\,VR|TE, ERASE
Deyice Built-in layer
Raw flash memory WL ECC
Raw flash memory

() (d)

Fig. 4 Four types of domain-specific FTL designs:
(a) OFTL; (b) ParaFS; (c) FlashKV; (d) OCStore.
FTL: flash translation layer; GC: garbage collection;
I/0: input/output; WL: wear leveling; ECC: error
correcting code

write-intensive workloads if these layers take redun-
dant functions (Fig. 5); functions with the same color
FileStore (Weil et al.,
2006) implements mapping at all three layers and

mean reduplicated design.

journaling in the application and file system layers,
while BlueStore (Weil et al., 2006) implements GC
and space allocation at both the host side and device
side, which introduces extra software overhead.

The redundant functions are usually caused by
weak semantic interfaces. Each layer prefers to de-
sign independent functions toward its own needs
There-
fore, optimizing the software stack design, breaking

rather than co-design with other layers.

through the multi-layer semantic isolation, and re-
ducing the redundant or even conflicting functions
overhead, are important methods to improve the
performance.

A direct and effective way to eliminate the re-
dundant functions of multiple layers is bypassing the
intermediate coupling layer. For example, FlashKV
accesses flash memory directly bypassing the embed-
ded FTL and file system. It separates its FTL into

Application
.Obje.d Spac-e Journal
indexing recycling
Log-structured file system
‘ Namespace management ‘ ‘ GC ‘
‘ Space allocation ‘ ‘ Journal ‘

v

FTL

‘ Space management ‘

‘ Mapping H GC ‘

Fig. 5 Redundant functions across multiple layers.
GC: garbage collection; FTL: flash translation layer
(References to color refer to the online version of this
figure)

two parts, a thick open-lib in the user space co-
designed with KV stores and a thin open-channel
driver in the kernel space (Fig. 4c); these interact
with each other through an ioctl interface. The open-
lib implements most of the functions, such as GC and
1/0 scheduling, to better meet the feature of applica-
tions, and the open-channel driver implements only
simple functions that are deeply related to the hard-
ware. This design allows FTL to know more about
the application behaviors while leveraging the OC-
SSD features better, which can reduce the overhead
of multi-layer management.

Another typical example is DIDACache (Shen
et al., 2017), which co-designs the KV cache with
user-space FTL and eliminates unnecessary func-
tions by bypassing multiple intermediate layers to
bridge the semantic gap. This co-designed and by-
passed approach can make the KV cache manager
directly drive the underlying flash devices and bring
many benefits, such as directly mapping the “keys”
to physical flash pages to reduce the redundant map-
ping cost, eliminating multi-layer redundant GCs
to reduce the processing overhead, and sensing the
real-time workloads to adaptively tune the OP space
size. These optimizations bring DIDACache a high
throughput and a low latency while removing unnec-
essary erase operations.

The bypass method is an effective way to elimi-
nate redundant functions; however, due to the com-
plexity of the computer system architectures and the
benefits of low-coupling design in implementation,
the multi-layer software stack will not die and not
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every design can bypass the middle software layers.
It is still a challenge to bridge the semantic gap and
reduce the redundant functions while keeping inde-
pendent design and implementation. This involves
not only the design of FTL but also the collaborative
design of other software layers.

4. Kernel-device

The fourth FTL placement strategy is still leav-
ing a simple FTL on the device side, which per-
forms only hardware-closely-related functions, such
as ECC and WL, to reduce additional interaction
overhead but perform other functions on the host
side, such as OCStore (Fig. 4d). OCStore co-designs
FTL functions with the object storage system in the
kernel space and removes redundant functions across
multiple software layers by directly managing the
flash memory, which makes OCStore better under-
stand the software behaviors and reduce additional
performance overhead.

In addition to the FTL placement rules, differ-
ent mapping granularities and strategies will affect
the FTL performance and management overhead.
Page-level mapping adopted by LightNVM can re-
duce WA and provide fine-grained address manage-
ment. However, as the capacity increases, the map-
ping table consumes the host memory excessively
and is hard to be loaded entirely in memory.

To address this, AMF (Lee S et al., 2016)
and MT-Cache (Oh and Ahn, 2021) adopt block-
level mapping to reduce mapping tables. MT-Cache
further employs a selective mapping table loading
scheme that loads only part of the mapping table
into the host memory to reduce memory footprint
and designs a cache replacement policy to ensure a
low cache miss ratio, enabling a final benefit that
pays only 32% memory consumption for 80% I/0
performance. FlashKV introduces a more coarse-
grained mapping, namely, super-block mapping, to
reduce the scale of mapping entries, which can be en-
tirely cached in host memory. However, the coarse-
grained mapping will produce WA and write latency
under small writes, and choosing a fine- or coarse-
grained mapping should be considered according to
workloads and parallelism design.

4.3 Internal parallelism exploitation

The exposure of the internal parallelism of OC-
SSDs provides external software great opportunities

to fully exploit the potential performance. Exist-

ing works (e.g., Wang P et al., 2014; Zhang JC
et al., 2017) focus mainly on channel-level paral-
lelism; they have achieved performance goals such
as high throughput and efficient resource utilization,
and some of them (e.g., Wang HT et al., 2018) also
leverage the independent channels to solve specific
bottleneck problems such as strong performance iso-
lation. There are three main challenges to exploiting
the internal parallelism: (1) How to ensure that the
semantic data grouping and data order are not shuf-
fled?
parallel stripe and high utilization of PUs? (3) How

(2) How to dispatch data to ensure a wide

to design a good data placement for better using
different levels of parallelisms? To address these
challenges, existing works take a range of striking
approaches.

1. Independent channel parallelism

SDF rationally exploits the channel- and plane-
level parallelism by the shape of their large write
workloads. As shown in Fig. 6a, it treats each
channel as an independent device (44 channels from
/dev/sdag to /dev/sdays) and each channel has its
own FTL engine (“SSD Ctrl” in the figure). SDF
deploys multiple threads to different channels to
achieve high concurrency.

SDF FlashKV Blk, Blk, Blk,
————————————————————————————— )
/devisda, | /devisda, | | /devisda, SSTable L?;L”E ,,,,,, [I—
‘ SSD Ctrl | | SSD Ctrl ‘ ‘ SSD Ctrl Super-Blk, i I— 4 — /b i
el {4
r * Super-Blk, | P [P | p |
‘Channel ‘Channel ‘ Channel :
Chan; Chan, Chan,
(a) (b)
ParaFs Write pages AOCBLK PU, PU;, Block PU,
(23145 K[ -]n
‘ Chan-level D ‘ ‘ Hot-level D ‘ Band, ‘Chunk ‘D ET‘ ‘Chunk
Ao (T2 T - ==, =
head, | [AlL...n [ ,J
‘ Chunk ‘ Chunk ‘ Chunk
I F—Te=
e | | [per.
ead, —|-—— f— =
Chan. Chan, Chan. Band:| Header| Data | Epilog !

(c) (d)
Fig. 6 Four instances of exploiting OCSSD’s internal
parallelism: (a) SDF; (b) FlashKV; (c) ParaFS; (d)
AOCBLK. Chan: channel; Blk: block; D: dimension;
PU: parallel unit; OCSSD: open-channel solid-state
drive (References to color refer to the online version
of this figure)

LOCS (Wang P et al., 2014) uses SDF as a fast
storage device to improve the performance of user-
space LSM-tree-based KV store. The advantage



Chen et al. / Front Inform Technol Electron Eng 2023 24(5):637-658 649

of using SDF is that it enables the extended Lev-
elDB to schedule I/O operations to the 44 chan-
nels. To exploit SDF’s channel-level parallelism,
LOCS uses multiple immutable MemTables instead
of one to store more incoming data, which allows
write requests to be issued concurrently. Addition-
ally, each flash channel is assigned to a single 1/0
request queue, which can reduce queuing latency
of multiple requests and effectively leverage channel
concurrency.

Independent channel management facilitates
the strong performance isolation we discussed in
Section 3.2.4; it also contributes to SSD virtual-
ization, which can provide isolated virtual SSDs
for tenants on dedicated channels (Huang et al.,
2017). BlockFlex (Reidys et al., 2022) even en-
ables dynamic storage harvesting with independent
channels in modern cloud platforms to maximize
the storage utilization while ensuring performance
isolation between virtual machines. However, this
management is friendlier to isolated objects, and
most of the time, we need to consider multi-channel
co-parallelism according to the hotness/locality of
workloads.

2. Coarse-grained striping

Coarse-grained striping not only reduces
address-mapping management overhead but also fa-
cilitates channel-level parallelism.
FlashKV implements the KV store by proposing a
parallel data layout that adopts super-block-level

mapping to exploit the internal parallelism while

For example,

keeping low metadata overhead. As shown in Fig. 6b,
the super-block has the same size as SSTables, which
renders it easy to manage the SSTables and has
fewer mapping entries. Flash blocks within the same
super-block can be accessed easily in parallel to fully
leverage the channel-level parallelism because they
are from different channels.

However, LOCS may cause serious channel con-
tention due to its coarse-grained striping method,
and FlashKV'’s large SSTables may induce high tail
latency when doing KV writes. KVSSDs (Wu et al.,
2021) integrate LSM trees and the FTL at the device
side and introduce a fine-grained dynamic striping
policy to exploit the internal parallelism of SSDs.
However, KVSSDs are evaluated only in a simu-
lated environment and are hard to integrate into real
SSDs.  We suggest that KVSSDs should integrate
LSM trees with a host-side FTL, which may ben-

efit more from the exposed internal parallelism of
OCSSDs.

3. Channel-level
grouping

parallelism with hotness

F2FS fails to fully exploit the internal paral-
lelism of flash devices due to the semantic isolation
caused by the built-in FTL. ParaFS absorbs the good
points of F2FS but uses OCSSDs as flash devices.
ParaFS designs a 2D data allocation mechanism,
namely, channel-level dimension and hotness-level
dimension, to fully use flash channels while keep-
ing effective hot/cold data grouping (Fig. 6¢). In
the channel-level dimension, the write data are di-
vided into pages, which are striped to different chan-
nels, and can be persistent in flash memory in par-
allel. By doing so, the allocation process turns to
the hotness-level dimension that groups pages with
different hotness (in the figure, classifying the yellow
pages and blue pages as different groups) and as-
signs these groups to different allocator heads with
the same hotness. This parallel mechanism makes
ParaFS fully leverage the channel-level parallelism
while keeping an efficient GC.

4. Fine-grained parallelism

AOCBLK (Zhang XY et al., 2021) uses a fine-
grained data placement to exploit PU-level paral-
lelism. In the data layout, chunks in different
PUs with the same index are managed as a band
that is orthogonal to the PUs (Fig. 6d). Data are
written sequentially to a band; each band has a
header to record some unique numbers for consis-
tency checks and an epilog at the end to store meta-
data. AOCBLK further adopts a subpage-based
(e.g., 16 KB) data interleaving placement policy to
better exploit the internal parallelism in PUs. Com-
pared with traditional page-based (e.g., 96 KB) data
placement, this fine-grained policy can better lever-
age the advantages of parallelism.

Although many works have tried to explore the
internal parallelism of SSDs, Qiu et al. (2021) con-
cluded that multi-level interleaving and cache mode
pipelining were still not well exploited. They pro-
posed an open-way NAND flash controller (oNFC)
to support all the four parallelisms and a dual-level
command scheduler that is integrated into the NFC
to enable fine-grained plane-level interleaving. Eval-
uation results show a 93% theoretical bandwidth and
1.9-3.1 times speedup on average in page reading and
programming latencies, respectively.
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4.4 1I/0 scheduling optimization

Due to the black-box design, SSDs lack seman-
Weak upper-
level scheduling policies may lead to hungry reads
and busy erases, resulting in long-tail latencies and
Although OCSSDs expose
their physical geometry, how to design rational I/O
scheduling policies according to I/O features is still
a challenge.

tic information of upper systems.

performance decline.

1. For overall throughput

To improve the I/O throughput, LOCS designs
four dispatching policies according to I/O requests
from LevelDB. When write requests are dominant,
the round-robin dispatching policy is selected, which
can assign the write requests evenly to all the chan-
nels to ensure the load balance of each channel
(Fig. 7a). The advantage of this policy is its sim-
plicity; however, when read/erase requests are in-
tensive (both are required to be specified to specific
channels), this policy will not work well, and the
least weighted-queue-length write dispatching policy
will be adopted (Fig. 7b). This policy maintains a
weighted length table and assigns different weights

Trace| 1|2 |3|4|5|6|7|8]9|10{11{12[13|14
Op | E EIRIR|IRIR|IRIRIWIW|W|W|W
Chan|{2|-|3|2|2|2|3|2|2|-|-|-1]-]-
Pri oj2(3 (111|111 ]|1|1|1]2]|]2]|2
W #14 Len = YWeightxSize;
W #11
R #9 W#14 | [ R#9
R #8 R#8 | | WH#13
W#3 | [Res W #12 w#z| [ree W #11
w#o | = #5 w0 | oo
R #4 R #7 R #4 R #7
W #2 E #1 E#3 W #2 E #1 E#3
Chan, Chan, Chan, Chan, Chan, Chan,
(a) (b)
E#3
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E# 1wz Rag | | W4
w#12 | [ R#9 W#3 | ["R#6
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Fig. 7 I/0 scheduling policies in LOCS and FlashKV:
(a) round-robin dispatching; (b) least weighted-
queue-length; (c) scheduling optimization for erase;
(d) priority-based scheduling. I/O: input/output; Op:
operation; Chan: channel; Pri: priority

to the read/write/erase requests to predict the pro-
cessing latency in channels. Using the weighted
queue length, the channels become more balanced
Based on
these dispatching policies, LOCS further considers

but not friendly to the read requests.

the dispatching optimization for write compaction
and erase operation, which delays the processing of
erase requests, and schedules them until there are
enough write requests (Fig. 7c). This optimization
is based on the idea that the erase process is not
on the critical path and that write requests can bal-
ance the queue length. Evaluation results show that
adopting the dynamic dispatching policy can better
improve the overall throughput.

ParaFS adopts a parallelism-aware scheduling
to schedule I/O requests in two phases under heavy-
write workloads. In the dispatching phase, as shown
in Fig. 8a, read and write requests are assigned differ-
ent weights (Wyead and Wiite are set to “1” and “8,”
respectively), and a channel with the smallest calcu-
lated weight will be considered as the least busy one,
which will be selected to dispatch the write request.
In the scheduling phase, time is sliced evenly between
read and write/erase requests to ensure predictable
read latency. In the write/erase time slice, an algo-
rithm is used to schedule write/erase requests. As
shown in Fig. 8b, the algorithm considers the used
space, free space (parameter f), and the percent-
age of processing the erase requests (parameter No).
When e is larger than 1, the scheduler will send write
requests in the corresponding channel; otherwise, it
sends erase requests. This balanced scheduling helps
ParaF'S achieve more consistent performance.

Wehan = ¥ (Wread *Sread: Warite *Swrite) e=axf+bxNe (a:2, b:1)
Wread: 1 Z:: ;Vrraltsee
Wore: 8 =

>1 <1 >1
16 Ne: 25%
9 Ne: 55%
w 2
R W f:70%
w R R f:30% f. 25%
Chan, Chan, Chan, Chan; Chan, Chans

(@) (b)

Fig. 8 The two scheduling phases in ParaFS: (a) dis-
patching phase; (b) scheduling phase. Chan: channel

2. For read throughput
Read requests may be blocked by write re-
quests, which will cause severe read throughput
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degradation. FlashKV designs an adaptive schedul-
ing mechanism to dispatch read/write requests in
compaction procedure by adopting two compaction
threads. When in write-intensive workloads, it uses
full write parallelism to accelerate the compaction,
while in read-intensive workloads, the compaction
threads will limit write requests to help improve the
read throughput. To better optimize the read op-
erations, FlashKV separates the read requests into
clients’ reads and compaction reads. Clients’ reads
are always small and discontinuous and can be man-
aged in pages, while compaction reads are always
large and localized and can be managed in batches.
Moreover, as seen in Fig. 7d, FlashKV designs a
priority-based scheduler (a smaller number means
a higher priority) that can execute high-priority re-
quests earlier according to the response time or the
available capacity; e.g., read requests are executed
before write requests and foreground requests before
backgrounds, which can ensure better performance
and user experience.

3. For latency

The transaction is latency-sensitive; however,
the slowest I/0 request determines the latency of the
transactions. OCStore designs a transaction-aware
scheduling policy with three strategies to achieve low
The
first strategy is balancing the stripe width (the num-

transaction latency and stable performance.

ber of parallel channels) and stripe length (the num-
ber of pages in one channel) to reduce latency jitter.
The number of channels is related to the parallelism,
while the latency affects the overall stability of the
performance in one channel, which means that the
larger the stripe width, the higher the parallelism
and the greater the performance jitter. The sec-
ond is finding the lightest-load (using an estimated
execution time) channel to dispatch the transaction
requests to maintain a balanced latency. The third
is assigning I/O requests in each channel the same
time slices and setting a deadline for each request to
make sure that every request is processed in time to
avoid long tail latency. However, this strategy may
not be friendly to the reads with high priority; al-
though it can achieve stable performance, the read
performance is limited.

Although the above-mentioned works can pro-
vide rational I/O scheduling strategies, they still suf-
fer from frequent synchronous I/O overheads under
partial-page writes and small hot/cold data group-

ing, which will incur severe WA and performance
degradation. Therefore, Lu et al. (2019a) proposed
a flash-friendly data layout and designed StageF'S to
provide balanced I/O scheduling with content- and
structure-separated data updating. StageF'S intro-
duces a staging phase to absorb synchronized writes
and a patching phase to lazily perform data alloca-
tion and grouping, especially in the staging phase.
Small writes are appended using byte-addressable
record units rather than page units to reduce WA.
Evaluation results show that StageFS can improve
performance by up to 211.4% and achieve lower GC
overhead under frequent I/0O synchronous workloads.

4.5 Garbage collection optimization

GC is an essential but expensive function for
flash devices since they do not support in-place up-
dating and must erase the original location before
writing data. Due to the serious asymmetry of write
and erase granularities, unreasonable small random
writes and data assignments may cause inefficient
GC operation, which may incur severe 1/O delay
and valid page migration overhead, resulting in se-
rious WA, performance jitter, and long tail latency.
Therefore, changing the write granularity, reason-
ably using data locality, reducing unnecessary erase
operations, and so on are effective ways to optimize
the GC mechanism.

1. Data locality

Writing data in a log-structured way can not
only increase write throughput but also reduce the
effects of random writes to achieve higher GC effi-
ciency. To eliminate interruption of sequential writes
by random writes, SSW proposes strictly sequential
writing that can differentiate random requests from
sequential requests by checking the metadata. SSW
caches the sequential writes and random writes into
different buffers and then dispatches them to dif-
ferent channels for concurrency while keeping them
separately (as shown in Fig. 9a, 0-11 are identified as
sequential writes and 13-16 as random writes). From
the figure, we can see that SSW tends to maintain the
data locality in the same flash block, which is ben-
eficial for GC and can reduce valid page migration
to improve the flash lifetime, but the channel-level
parallelism is not well exploited and the data stripe
is limited.

Different from SSW, AMF introduces a block
1/0 abstraction to dispatch the data to each channel
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Fig. 9 Data placement strategies in SSW (a) and
AMF (b). Chan: channel

for high parallelism (Fig. 9b). It can achieve a high
stripe bandwidth but will incur inefficient GC oper-
To fix this, AMF increases the number of
inode-map segments to facilitate inode-map blocks
to have more invalid data before being selected as
victims; meanwhile, AMF separates the hot-data
blocks from cold-data segments to improve the GC
efficiency by identifying data features.

ations.

2. Hotness grouping

Separating data according to their access/
update frequencies will leave data with the same hot-
ness in the same group, which brings two advantages.
First, data with the same hotness can be striped to
different channels in parallel and accessed concur-
rently (Fig. 6¢). Second, we can distinguish the data
lifetime by identifying their hotness, meaning that
data with the same hotness always have the same life
span and can be assigned to the same flash block to
reduce the migration of valid pages in GC process-
ing. This hot/cold data grouping can significantly
affect the GC performance.

Take Ext4 journaling file systems as an example;
journal and file data usually have different hotness.
In most cases, the journal may be deleted after the
corresponding file data are written; recording them
in the same block may increase extra GC overhead.
However, SSDs find it hard to separate journals from
file data. Thus, Son and Ahn (2021) proposed a
host-side FTL to distinguish the two data types and
reduce the GC overhead by writing journal pages to
separate blocks. However, this scheme is too simple
to identify the hotness of file data and improves only
limited GC performance.

In recent years, multi-stream SSDs (Bhimani
et al., 2017) have been developed to write data with
the same or similar lifetime to the same erase unit
according to the stream IDs, which can greatly im-
prove the efficiency of GC and reduce the WA. How-

ever, due to the unawareness of host data features,
multi-stream SSDs need to rely on the lifetime-based
stream IDs identified and generated by the host side.
Additionally, multi-stream SSDs are more like a com-
promise scheme between SSDs and OCSSDs; they
are not as efficient as OCSSDs because the OCSSD
FTL can directly identify the data lifetime and group
data into channels for parallel writing.

3. Write granularity

ParaFS also designs a large write segment whose
size and address are aligned to the flash block for
both memory allocation and GC. This equivalent de-
sign can avoid valid page migration in a victim block
to reduce WA and GC overhead. SDF adjusts its
write granularity to reduce the GC overhead accord-
ing to its large write workloads. It improves the write
granularity to be several times larger than the erase
size and makes the write units align with the erase
blocks. The benefit is obvious: during GC, one block
is impossible to contain both valid and invalid data
pages, so no extra valid pages need to be migrated
and the WA is eliminated. However, this strategy is
not friendly to small writes.

4. Coordinated GC mechanism

F2FS uses a foreground/background coordi-
nated GC mechanism to improve its overall GC effi-
ciency. The foreground GC adopts the greedy policy
which selects a section with the fewest valid blocks
to minimize the time latency, and the background
GC adopts the cost-benefit policy, which considers
both the number of valid blocks in a section and
the lifetime of the section. The foreground GC will
be triggered when there is not enough free space,
while the background GC is woken up periodically
by the kernel. ParaFS adopts the similar mechanism
at both the file system level and the FTL level to
better optimize the GC efficiency. It employs sev-
eral greedy foreground threads (one thread to each
channel) for write-intensive workloads to do block re-
cycling quickly and assigns a manager thread to wake
up these GC threads as necessary. The cost-benefit
background thread is triggered when the file system
is idle. Both the foreground and background GCs in
the file system migrate only the valid pages and mark
the victim blocks as erasable; it is the GC in the FTL
that directly does the erasing according to the trim
commands from the file system to avoid additional
copies. This coordinated GC in ParaF'S improves the
GC efficiency and also reduces performance jitter.
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5. GC-free optimization

A well-designed fine-grained GC mechanism on
OCSSDs can bring significant benefits for latency.
TTFLASH (Yan et al., 2017) introduces four key
strategies to remove GC blocking at all software
levels to achieve low tail latency. First, TTFLASH
adopts a plane-blocking GC (Fig. 10b) rather than
channel-blocking GC (Fig. 10a) to ensure that the
GC is exerted only on the affected planes using an
intra-plane copyback mechanism, and that the chan-
nel can continue to provide I/O service for other
non-GC planes. Second, by leveraging the idea
of redundant array of independent NAND (RAIN),
TTFLASH combines parity-based redundancy with
GC operations, called GC-tolerant read (GTR),
which can proactively regenerate the blocked read-
page content by reading the parity from another
plane to eliminate the waiting for GC completion.
For example, in Fig. 10c, if page 2 cannot be fetched
during the GC, its page content can be regenerated
by XORing pages 0, 1, and the parity page, which
is several orders of magnitude lower than waiting for
GC completion. In addition, TTFLASH designs a
rotating GC strategy to enforce that in each plane
group, only one GC is performed at one plane at
a time (planes with page 2/4/8 in Fig. 10c), which
brings a zero GC blocking overhead in plane-level

parallelism. Finally, TTFLASH introduces a GC-
tolerant flush (GTF) strategy to use the cap-backed
random access memory (RAM) to cache the writes
quickly and later flush them to flash pages at a GC-
tolerant proper time. GTR and rotating GC ensure
that the page eviction is not blocked by GC, which
makes GTF to flush N pages directly to flash media
in every N pages per stripe. These strategies bring a
nearly GC-free benefit and significantly reduce the
average and P99 latencies. However, TTFLASH
needs the support of intra-SSD copy-page command
and dedicates one channel for parity.

6. GC copyback scheme

The GC scheme at the host side brings many
benefits while reducing the device overloads. How-
ever, it may be frequently triggered under heavy
write workloads and may severely take up host
dynamic RAM (DRAM) bandwidth and space
(Fig. 11a). To reduce this consumption, AOCBLK
adopts a GC copyback scheme that deploys the GC
buffer in the OCSSD device and exposes its ad-
dress to the host side. By designing two copyback
read/write commands, the host side needs only to
send read/write commands, which takes nearly zero
bandwidth on the device side; it is the OCSSD de-
vice that controls the valid data copying from flash
memory to GC buffer or writing back from GC buffer
to flash memory (Fig. 11b). Meanwhile, AOCBLK
adopts a quota-based GC policy to coordinate the
host and GC write speed. In this way, AOCBLK
significantly reduces the impact of GC on host I/0O
performance. However, the in-device GC requires
expensive device resources and may bring a great
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burden to the device.

7. Postponed GC strategy

The GC in 3D NAND flash is different from that
in the 2D case, which needs to pay more attention to
thermal issues while keeping high efficiency. Ther-
mAlloc (Wang Y et al., 2019) proposes a postponed
GC strategy to achieve low heat production and
high efficiency. It maps the logical block into three
types of physical blocks (PBlk, RBlk, and BBIlk) with
enough distance, which brings the benefit that GC
can be done in different physical areas in parallel,
and that the heat can be scattered in different chips.
It also designs an algorithm to postpone GC, which
is triggered only when the RBIlk runs out of space,
and a temperature-aware strategy to decide where to
place the write requests.

The works above describe five main methodolo-
gies to improve the performance of an individual OC-
SSD. The overall achieved main optimization goals
can be seen in Table 4. In addition, it is meaningful
and challenging to optimize the flash disk array in
coordination using OCSSDs as the devices.

Existing works on traditional SSD-based RAID
(redundant array of independent disks) systems have
made a lot of optimizations for flash arrays, such as
FusionRAID (Jiang et al., 2021), and achieved high
consistency and low latency on commodity SSD ar-
rays. However, due to the FTL isolation, it can-
not fully take the advantages of flash disks and may
cause unstable throughput and latency under heavy
workloads. SOFA (Chiueh et al., 2014) proposes a
log-structured flash array architecture that abstracts
the FTL on top of the disk array management logic
layer to reduce redundant software overhead; it also
leaves a set of on-disk controllers to work with the
host-side FTL (Fig. 12), so that all raw flash disks
can be scheduled by the same FTL. Under the man-
agement of this global FTL, SOFA can reasonably
schedule all the flash resources to prevent some disks
from being worn out earlier than others and thus
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achieving global WL and load balance. The global
FTL also allows SOFA to do global GC and small
random writing aggregation while supporting I/0
aggregation and distributed logging. All these opti-
mizations significantly improve the performance and
resource utilization of flash arrays.

IODA (Li et al., 2021) leverages the “PLM (pre-
dictable latency mode) windows” notion (NVM Ex-
press, Inc., 2023), which alternates the working time
of flash devices between predictable and busy win-
dows and further takes this concept into the design of
flash arrays. As shown in Fig. 13, the working time
is equally divided into the time window (TW). In
the predictable TW, IODA guarantees that the de-
vice can do only reads or writes and no GCs will be
triggered, which can ensure a strong predictable per-
formance. In the busy TW, the device can perform
GCs to ensure enough space for writes later. IODA
alternates the busy/predictable TWs and guarantees
that at most one device is in the busy status to exe-
cute the GC process and the others can still provide
strong predictable performance. However, there is a
strict constraint that the GC must be controllable,
which needs OCSSDs to guarantee the deterministic
GC and implement the predictable performance in

[ Host-side FTL ]

¢ i I {

Built-in FTL Built-in FTL Built-in FTL Built-in FTL
0OCSSDO0 OCSSD1 OCSSD2 OCSSD3
Fig. 12 FTL abstraction in SOFA. FTL: flash trans-

lation layer; OCSSD: open-channel solid-state drive

0OCSsDOo OCSssD1 0OCssD2 0OCssD3

TO
TO+TW

TO+2TW
TO+3TW
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Fig. 13 Time window mechanism in IODA. OCSSD:
open-channel solid-state drive

Table 4 Main goals achieved by various optimization methods

Optimization method Throughput Latency Lifetime Isolation Resource utilization
Interface design v v v v v
FTL design v v v v v
Internal parallelism exploitation v v v v
1/0 scheduling optimization v v v
Garbage collection optimization v v v

FTL: flash translation layer; I/O: input/output
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the real flash array scenarios.

In practice, the above methods are often re-
lated to each other, since any individual optimization
method cannot fully exert the performance advan-
tages of OCSSDs, and researchers often adopt a com-
bination of multiple methods to maximize the ben-
efits. For example, LOCS adopts channel-level par-
allelism and I/0 scheduling policies to fully leverage
OCSSD’s features, thus increasing the throughput by
more than four times. Based on the exploitation of
internal parallelism, ParaFS adopts a hot/cold data
grouping layout, a parallelism-aware scheduling pol-
icy, and a foreground/background coordinated GC
mechanism to achieve high throughput. We should
fully leverage OCSSD’s advantages to achieve opti-
mization goals by rationally using these optimization
methods coordinately according to system and work-
load features in domain-specific scenarios.

5 Challenges and future directions
5.1 Challenges

OCSSDs have great advantages over SSDs in
terms of both performance and customizability due
to their openness. However, the built-in FTL moving
up to the host side and the exposure of the physical
layout also bring some challenges, limiting the fur-
ther research and application of OCSSDs.

1. Complexity and nonversatility of the FTL
design

Although the host-side FTL can bring many
advantages, such as providing rich functions, co-
designing with host applications, and achieving
higher performance, there are still three big chal-
lenges that should be faced. First, designing a host-
side FTL is complicated; the developers must con-
sider the design of the I/O interface, the behaviors of
applications, and also the physical features of the raw
flash memory to replace the already robust device-
side FTL, which requires a high designing ability for
them. Second, a host-side FTL requires high design,
maintenance, and management prices, and may not
be stable as the device-side FTL. Third, a host-side
FTL is customized for host-side software; it is not
designed for a generic purpose, which makes it hard
to generalize to other software in practice. As far as
we know, there is no universal host-side FTL for real
business.

2. Lack of standards

There have been two versions of standards for
OCSSDs, but sadly they both have failed. Until to-
day, OCSSDs still have no universal standards in the
storage industry (Picoli et al., 2020). On the other
hand, the open-channel specification in the context
of LightNVM simply defines the most universal part
of OCSSDs; the other parts that may involve sensi-
tive content and are inconvenient to be made pub-
lic are implemented by manufacturers and vendors.
These fragmented implementations introduce differ-
ent methods, making it difficult to unify the stan-
dards. The lack of standards severely affects the de-
velopment of OCSSDs, which is an urgent challenge
to be addressed in the future.

3. Flexibility, security, and universality

Yang LH et al. (2019) believed that SSDs’ in-
ternal physical layout should not be opened to ex-
ternal users, which would lead to unsecured access
and hurt their availability and flexibility. OCSSDs
are always co-designed with external applications to
achieve higher performance, and thus it is difficult
to directly apply them to other applications. More-
over, changes in the design of the upper software may
cause co-changes of OCSSDs. All these make OC-
SSDs to have low flexibility and extensibility. On
the other hand, for academic research, OCSSDs’
openness is conducive to innovation and technology
breakthroughs, but for engineering implementation,
this openness may bring more design and mainte-
nance risks, and a small mistake of the developers
may cause significant security problems. Besides,
due to the high complexity, low flexibility, and ex-
pensive nature of software development, OCSSDs
are studied mainly in academia and enterprise-grade
large-scale systems, mostly in domain-specific sce-
narios. Although LightNVM promotes the generic
support of OCSSDs from the Linux system, and li-
blightnvm (Gonzalez et al., 2016) provides a user-
space library to facilitate developers’ use of Light-
NVM, it still needs to make effort to make OCSSDs
more universal in practice than in research.

5.2 Future development

In recent years, with the rise and development
of NVMe, complex address transformations in OC-
SSDs could be avoided by zoned namespace (ZNS)
(Han et al., 2021), which provides LBAs instead of
PPAs, and the SSDs’ internal parallelism is exploited
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well. NVMe SSDs can achieve better performance
such as lower latency and higher I/O throughput,
and multi-stream SSDs can significantly improve GC
efficiency and reduce WA. Although their perfor-
mance is distant to that of OCSSDs, they earn a
great application prospect for their standard and
semi-open design, which can not only provide func-
tional interfaces that need to be opened to external
software but also hide access that degrades security
and increases complexity. NVMe SSDs have been
able to replace OCSSDs as underlying storage de-
vices in many specific scenarios.

Despite facing many huge challenges, we should
see that the open nature of OCSSDs makes them
a better prospect and has attracted many scholars
and developers to dedicate their works on them.
OCSSDs allow upper-level systems and applications
to customize their functions according to their own
needs, and users in different scenarios can have more
choices to leverage OCSSD'’s features for optimal per-
On the other hand,
the continuous improvement of general file systems

formance and specific goals.

such as LightNVM may enable the development of
OCSSDs in more application scenarios. Developers
should choose the most appropriate ones according
to their specific needs.

OCSSDs should learn from NVMe SSDs and
form their own standards and norms to better pro-
mote their research and application. Future research
efforts, especially in domain-specific areas, need to
take all factors, including standards, universality,
products, and performance into consideration, which
can further promote the development of OCSSDs.

6 Conclusions

By moving the FTL to the host side and co-
designing with host-side software, OCSSDs enable
SSDs’ inherent characteristics and functionalities to
be fully controlled, thereby achieving better perfor-
mance such as higher throughput, lower latency, and
better resource utilization. These advantages pro-
vide OCSSDs more opportunities in many domain-
specific scenarios. Existing studies give us many in-
sightful ideas such as rich FTL co-design at different
software layers, full parallelism exploitation at differ-
ent levels of parallelism, rational I/O scheduling poli-
cies to improve performance, and efficient GC mech-
anism to reduce performance overhead and long tail

latency. These studies make OCSSDs far better than
SSDs in many QoS- and latency-sensitive scenarios
and provide them a positive reference and guidance
for future research. However, some major challenges
remain unresolved, and some research issues are still
open for further investigation.
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