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Abstract: Non-volatile random-access memory (NVRAM) technology is maturing rapidly and its byte-persistence
feature allows the design of new and efficient fault tolerance mechanisms. In this paper we propose the versionized
process (VerP), a new process model based on NVRAM that is natively non-volatile and fault tolerant. We introduce
an intermediate software layer that allows us to run a process directly on NVRAM and to put all the process states
into NVRAM, and then propose a mechanism to versionize all the process data. Each piece of the process data is
given a special version number, which increases with the modification of that piece of data. The version number
can effectively help us trace the modification of any data and recover it to a consistent state after a system crash.
Compared with traditional checkpoint methods, our work can achieve fine-grained fault tolerance at very little cost.
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1 Introduction

Due to the increasing scale and complexity, com-
puter systems are becoming more prone to error.
Current high-performance computing (HPC) sys-
tems normally have a mean-time-to-failure (MTTF)
ranging from a couple of hours to hundreds of
hours, e.g., 50-158 h for IBM’s BlueGene/L (Adiga
et al., 2002; Liang et al., 2006, 2007), 7-72 h for
the Cray XT3/XT4 (Larkin and Fahey, 2007), and
6 h for TianHe-1. Fault tolerance mechanisms are
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introduced to guarantee the correctness of comput-
ing. For example, checkpointing is a widely adopted
fault tolerance mechanism in these systems. It peri-
odically dumps all the system states into non-volatile
medium and recovers the states after a system fail-
ure or power loss. It is simple and widely adopted
but introduces high overhead, especially for systems
with low MTTF. In some extreme cases, all the sys-
tem resources may be dedicated to making check-
point, leaving the real system utility at zero, which
is called the ‘reliability wall’ (Yang et al., 2012; Lu
et al., 2013). Given this trend, new fault tolerance
mechanisms are needed for future systems.

A recent fast-developing memory technology,
non-volatile random-access memory (NVRAM), can
open up some new possibilities for fault tolerance
(Badam, 2013). NVRAM, such as phase change
memory (PCM) (Wong et al., 2010) and memris-
tors (Venkataraman et al., 2011), represents a kind
of memory technology that shares the following fea-
tures: fast access, non-volatility, byte-addressability,
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and large capacity (Badam, 2013). It allows the cre-
ation of data structures that are persistent directly in
memory and accessible by the central processing unit
(CPU) via normal load and store instructions. This
feature, called ‘byte-persistence’, allows application
and system programmers to design new and efficient
fault tolerance mechanisms based on NVRAM.

Previous fault tolerance tools based on NVRAM
include mainly checkpointing (Dong et al., 2011;
Kannan et al., 2013) and durable transaction (Volos
et al., 2011). Checkpoint tools (Kannan et al., 2013)
achieve better performance by using memcpy to do
checkpoint and thus to avoid the software overhead
introduced by the traditional file system (Volos et al.,
2014). However, these tools simply regard NVRAM
as a traditional back-up storage. This type of de-
sign still cannot break through the reliability wall
(Yang et al., 2012) when the checkpoint interval is
small or the amount of data is large. Durable trans-
action tools (Volos et al., 2011) offer programming
interfaces for upper applications to update persistent
data in NVRAM. This calls for extra programming
efforts and is not compatible with legacy code. Most
importantly, all the previous checkpoint and durable
transaction tools based on NVRAM are focused on
only a part of the user-defined data (the heap data).
There has been no design to date that covers the
whole process state so that the process is fault toler-
ant natively on NVRAM.

In this study we propose the versionized pro-
cess (VerP), a new process model based on NVRAM,
which is natively non-volatile and fault tolerant. Our
idea is to run a process directly on NVRAM and
versionize all of its data (we give each part of the
data a special version number). Every access to the
data is versionized: (1) each update of the data is
given a new version number; (2) each access to the
data refers to the correct version number. Based on
the version numbers, we can always find a consistent
state of the whole process and thus recover the pro-
cess in the event of a system crash or power outage.
As we will show in this study, with VerP, achieving
fault tolerance and recovery is extremely lightweight
and introduces very little overhead (within 9% for
the Scheme language (D’Amorim and Rosu, 2005)).
Moreover, unlike traditional checkpoints, the VerP
introduces a fixed ratio (within 9% for the Scheme
language (D’Amorim and Rosu, 2005)) of over-
head that will not increase with an increase in the

program scale or checkpoint frequency, showing great
potential for breaking through the reliability wall
and achieving very fine-grained fault tolerance.

The traditional process runs directly on hard-
ware and is limited by the architecture of hardware,
which means that the traditional execution model is
shaped by hardware and the major limitation is that,
at any time, part of all the process states are in CPU
registers which are volatile and cannot survive a sys-
tem crash or power outage. To use the non-volatility
of NVRAM, the VerP process model introduces an
intermediate software layer between the traditional
process and the underlying hardware, which enables
us to put all the process states directly into mem-
ory and thus make all process states non-volatile na-
tively. This intermediate software layer is similar to
traditional dynamic interpreters or language virtual
machines (Vallée-Rai et al., 2000). A Scheme lan-
guage interpreter is introduced to demonstrate our
idea. We argue that with the intermediate software
layer, we can decouple the traditional process from
the underlying hardware (see details in Section 3)
and redesign the execution model of any program
written in any language. Overall, the contributions
of this work are listed as follows:

1. We design an operating system (OS) memory
management system to manage NVRAM and offer
support for upper applications to run on NVRAM
directly.

2. We introduce a new process model that intro-
duces an intermediate software layer, through which
we can decouple the traditional process from the un-
derlying hardware, run the whole process in memory
(NVRAM), and versionize the whole process states
for fault tolerance.

3. We propose a prototype system based on
a Scheme language interpreter.
process can achieve fault tolerance with very little
overhead (within 9%) and very frequent consistent
updates compared with traditional checkpoint tools
(more than 100x overhead with the same checkpoint
interval).

Our versionized

Our current VerP is proposed for Scheme lan-
guage and we argue that it can be generalized to
any other language. Applying VerP to native C or
binary code may introduce more overhead, but the
overhead ratio is fixed and will not increase with an
increase in the program scale or update (or check-
point) frequency (see details in Section 3), showing
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great potential in breaking through the reliability
wall (Yang et al., 2012).

2 Background and assumptions

2.1 Non-volatile memory and the proposed
architecture

NVRAM or persistent memory (Badam, 2013)
represents a kind of memory technology that has the
features of byte-addressability, non-volatility, fast
access, and large capacity. These features allow
NVRAM to be connected with the memory bus
and share the whole physical address space with
dynamic random access memory (DRAM) (Bailey
et al., 2011). From the view of CPU, part of the phys-
ical address is DRAM and part is NVRAM. CPU can
access both memories with traditional load and store
instructions. This architecture is proposed and ac-
cepted by most studies and industrial plans. Our
work is based on this architecture (Fig. 1). The ben-
efits of connecting NVRAM to the memory bus are
faster memory access with the CPU cache and di-
rectly persistent data structure designed in NVRAM
(Badam, 2013).

Operating system

DRAM [NVRAM
manager | manager

J/ Memory bus \l/

DRAM NVRAM

Fig. 1 NVRAM integrated architecture

PCM is a representative NVRAM technology
that is rapidly maturing recently and is very likely
to be released for industrial use in the near future
(Wong et al., 2010). The main advantages of PCM
are its high density and high read speed. The read
speed of PCM is almost as high as that of DRAM.
However, the write speed of PCM is lower (100-
1000 ns (Coburn et al., 2011; Volos et al., 2011)). In
this study, we mainly emulate PCM’s write latency
to show the overall performance of our proposed pro-
cess model (see details in Section 5).

2.2 Assumptions

As PCM is not widely available currently, simi-
lar to previous studies (Volos et al., 2011), we make
two assumptions in this study: (1) PCM should sup-
port atomic writes of 64 bits; (2) NVRAM-integrated
hardware should offer a mechanism to pause execu-
tion until all the previous PCM writes have reached
PCM (such as Intel’'s PCOMMIT). Other mecha-
nisms to order writings include cache flushing in-
structions (such as clflush) and memory fence (such
as mfence), which are currently available for DRAM
and thus we can use them directly.

3 Design

In this section, we first describe our new process
model that decouples the upper processes and the
underlying hardware, which enables us to put all of
the process states in NVRAM. Then we present our
design to versionize all the process states.

3.1 Process model

Traditional process code runs directly on hard-
ware (Fig. 2a), which means that the process running
model is defined and limited by the hardware. For
example, in the current x86 architecture, a process
has stack, heap, and other CPU states (CPU regis-
ters). The stack and heap are in the main mem-
ory and can survive system crash and power cut
if they are put into NVRAM. However, the stack
pointer (SP, bp) and other CPU registers (program
counter (PC), etc.) are in CPU and will get lost
after power cut. Although we have NVRAM inte-
grated into the underlying hardware, the traditional
process model cannot support fault tolerance na-
tively. Previous checkpoint tools (Kannan et al.,
2013) dump all of the CPU states into non-volatile
medium at the checkpoint time. We argue that CPU
dumping is an operation imposed by the checkpoint
tools rather than an operation native to the pro-
cesses, which may introduce high overhead in some
extreme cases where fine-grained fault tolerance is
needed (e.g., doing checkpoint at every or several in-
structions) and thus they cannot break through the
reliability wall. We have designed a new fault toler-
ance process model that could introduce a fixed ratio
of overhead no matter how large the program scale
is or how large the checkpoint frequency is.
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Fig. 2 VerP process model: (a) traditional process;
(b) our new process model
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Our new process model is shown in Fig. 2b. Be-
tween the upper processes and the underlying hard-
ware, we introduce an intermediate software layer
to decouple them. Thus, we can define freely that
the VerP process model does not have to be limited
by the underlying hardware. This intermediate soft-
ware layer is similar to the traditional interpreters,
such as the Python interpreter (Oliphant, 2007) or
language virtual machines (VM), such as the Java
VM (Liang and Bracha, 2000). We let the upper
program be executed on our intermediate software
layer and can offer some virtual resources to run the
upper applications, such as the virtual CPU (vCPU)
and virtual Stack (vStack) shown in Fig. 2b. Most
importantly, all of these virtual resources are stored
in the main memory (or NVRAM for non-volatility).
For example, the Java VM keeps an PC counter for
the Java byte code, and the PC counter is in mem-
ory instead of in the real CPU PC register. Above
all, the intermediate software layer offers two key
properties:

1. Run upper programs in an interpretive ex-
ecution way. Thus, the upper programs are fully
decoupled from the underlying hardware and we can
redesign all the process states and the process run-
ning model. In this study, we put all the process
states into NVRAM for fault tolerance. We now
define the new PC (actually the line number) and
the new stack pointer in the Scheme control block in
memory (NVRAM). After executing each operation,
the PC increases in memory, not in CPU. The stack
pointer behaves in a similar way and changes only
in memory. In the new process, all the volatile CPU
registers are similar to fast caches for the memory
states.

2. It is easy to trap every memory access to
guarantee the consistency of each update or read
access.

Interpretive execution is an old topic and has

several advantages and disadvantages: (1) It can be
adopted to execute any language (e.g., Java byte
code, Python, C (Luk et al., 2005), or even bi-
nary code) and offer great flexibility in redesigning
the process model. Other virtualization tools that
trap-and-emulate each instruction fall within the
same scope, and help any language code run on any
hardware. (2) Although interpretive execution in-
troduces more overhead than native execution, its
ratio of overhead is fixed. For example, if we execute
a binary program with interpretive execution, say
averagely each binary instruction is executed with
three more instructions due to interpretive execu-
tion, then with interpretive execution we introduce
4x overhead. Most importantly, we will always intro-
duce 4x overhead no matter how large the program
scale is. This is a very important feature that we can
use to break through the reliability wall. As we will
discuss in this study, to execute Scheme programs,
we introduce the fixed overhead (within 9%) with in-
creasing update (checkpoint) frequency while tradi-
tional checkpoint tools introduce over 100x overhead
increasingly.

In this study, we demonstrate our idea of new
fault tolerant process model based on a Scheme
language interpreter (TinyScheme (Surhone et al.,
2010)). Scheme is a functional programming lan-
guage. We choose Scheme language because: (1) It
has a simple syntax and is easy to interpret; (2) Its
data management mechanism is natively suitable for
fault tolerance (see details in Section 3.2). We argue
that our idea can be generalized to any other lan-
guage. For example, applying our idea to C or binary
code may introduce more overhead, but many studies
have overcome this, e.g., dynamic binary translation
tools (Luk et al., 2005) and hardware support for vir-
tualization (Uhlig et al., 2005). Applying our idea to
native binary code with the help of dynamic binary
translation (Luk et al., 2005) will be our future work.

3.2 Versionlized process of the Scheme lan-
guage

We design our fault tolerance process model on
the Scheme language. First we give a brief intro-
duction of Scheme language and its basic interpreter
framework (TinyScheme (Surhone et al., 2010)), and
then present our design of the versionized Scheme

process which can survive power loss natively.
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3.2.1 Scheme language and basic interpreter frame-
work

Scheme (Surhone et al., 2010) is a functional
programming language and a dialect of the Lisp
language (Rhodes et al., 2007). Its syntax is
simple and is based on blocks. All Scheme codes
have a uniform style (Fig. 3a): all codes are enclosed
in blocks (the ‘(” and )’) and all operations are pre-
fix operation. Fig. 3b shows a simple example of the
adding operation. Like other languages, we can de-
fine variables (Fig. 3c) and functions (Fig. 3d). The
blocks can be nested to achieve complex computation
(Fig. 3e).

| (Opvartvar2 ..) | | (+12) |

(a) (b)

| (Define a 1) | |(Define (plus x y) (+ xy))|
(c) (d)

| (Plus a (plus 1 2)) |
(e)

Fig. 3 Scheme code sample: (a) Scheme codes with
a uniform style; (b) example of adding operation; (c)
definition of variables; (d) definition of functions; (e)
nesting blocks

Interpreting Scheme is simple. We read the
source code and create a new stack frame (to exe-
cute a new code block) every time we encounter a
‘(’, and when we encounter a ¢)’, we evaluate the
block and return the value.

3.2.2 Scheme data management and versionization

Automatic garbage collection and data manage-
ment style: TinyScheme adopts a simple mark-and-
sweep garbage collection method, which determines
its data management style. As shown in Fig. 4,
each piece of data is assigned a handle in a han-
dle pool. Any access to the data should first re-
fer to the corresponding handles and then access to
the data. The handles act as proxies for all of the
data. The garbage collection happens in two steps:
(1) traversal accesses all data from a root point and
marks all reachable data; (2) the garbage collector
searches all handles and frees all unmarked data.
This mark-and-sweep method is adopted widely in
other languages such as some Java implementations.

The point is that, the indirect data access style is
completely based on pointers and could greatly help
us in trapping and redirecting every memory access.
We can store some meta-data information for each
piece of data in its proxy (handle) to guide data ac-
cess and achieve fault tolerance natively, which will
be described later.

Handle pool

Handle

N

Handle

Handle

Fig. 4 Scheme garbage collection

Environment and variables: Define the variables
in Scheme in two steps: define a symbol in the en-
vironment table and bind the symbol with a certain
value. For example, as shown in Fig. 3¢, the (define
a 1) code in Scheme is organized as shown in Fig. ba.
The environment is a hash table and in the hash ta-
ble we can find the symbol ‘a’ binded with a value ‘1.
The cells are the handles introduced before (Fig. 5).
Thus, any reference to symbol ‘a’ will return the
value ‘1’. Changing the variable’s value from ‘1’ to
‘2’ will first create a value ‘2’ and its handle (proxy
cell), and then update the link in the environment
hash table to its handle (similar to Figs. 5b and 5e).

Versionized variable updates: We introduce a
mechanism to versionize all data when we execute
a process on NVRAM. As shown in Fig. 5b, we in-
troduce a global version number ‘1’ and give each
piece of data a version number in its proxy (handle).
Then the update process of a variable is shown in
Figs. 5c-bf. If we want to change the variable ‘a’
from ‘1’ to ‘2’, first we allocate a new piece of mem-
ory to store ‘2’ and allocate a new corresponding
handle. We give the new value ‘2’ a version num-
ber 2, which is the current global version number
plus 1 (Fig. 5¢). Then before updating the variable
‘a’, we maintain a link to the old-version data (the
red link in Fig. 5d). Thus, the old-version data will
not be lost after the updating or system crash. The
next step is to update the variable ‘a’ from ‘1’ to ‘27,
which is done by linking the value ‘2’ to the variable
‘a’ (Fig. 5e). Finally, to concrete the update, we in-
crease the global version number by 1 (Fig. 5f). The
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(d) i(e) e

Fig. 5 Versionlized variable update:

I
0 a i(f)

(a) organization of code; (b) introduction of a version number; (c)

changing the variable ‘a’ from ‘1’ to ‘2’; (d) maintaining a link to the old-version data; (e) updating the
variable ‘a’ from ‘1’ to ‘2’; (f) increasing the global version number by 1 (References to color refer to the

online version of this figure)

entire version-number-based mechanism guarantees
the consistency (atomicity) when updating any data.
Under this version-based mechanism, for each ac-
cess to any data the version number should be first
checked to obtain the correct data. For example, if
the system crashes before step (e) in Fig. 5, which
increases the global version number, then after a sys-
tem reboot the process state is like that in Fig. 5e.
Any access to variable ‘a’ will first obtain the value
‘2’ with version number 2. The version number is
not equal to the global version number (which is ‘1’,
and all valid data should have a version number that
is not greater than the current global version num-
ber). Thus, we know ‘a = 2’ is not valid. Then we
will go through the old-version link (the red link in
Fig. 5e) to obtain most recent valid data, which is
‘1’ in this case, and thus we can recover the process
into a consistent state easily. As all data in Scheme
is organized based on pointers and handles, we can
versionize it in a similar way to achieve fault toler-
ance natively. The overhead is that, we need to add
a link field in each handle (the cell in Fig. 5) for each
piece of data to keep track of the old-version data.

Stack: The stack organization in TinyScheme
(Surhone et al., 2010) is also based on pointers
(Fig. 6a). The stack pointer points to the root of a
binary tree. Each left child of a node is a pointer to
any other data and each right child of a node points
to the next subtree. Stack pushing and popping are
straight forward. The popping needs to move the
stack pointer to the right child (right subtree) and
the pushing needs to add a new root to the tree and
move the stack pointer to the new root.

Versionized stack pushing and popping: The
versionized stack pushing process (Fig. 6) is similar
to variable updating. First, we give each handle (the
cell) a version number (Fig. 6b). The data that needs
to be pushed into stack is given a new version num-
ber, which is the current global version number plus
1 (Fig. 6¢). Then the new data is pushed into stack
as usual (Figs. 6d and 6e). Finally we increase the
global version number by plusing 1 to concrete this
stack push operation. For stack popping we just need
to check the version number. For example, if the sys-
tem crashes before step (f) in Fig. 6, then the system
state is like Fig. 6e. In this case, for stack popping
the version number will be checked and we find that
the first piece of data is not valid (its version number
is greater than the current global version number).
We can simply skip this invalid node and move the
stack pointer to the next subtree and then perform
popping again. The invalid node will be freed by the
automatic garbage collection mechanism. Thus, it is
simple to recover the stack state to a consistent state
after a system crash. The versionized stack popping
is a bit complex (Fig. 7). Normally, a stack pop needs
to move the stack pointer to the next subtree. How-
ever, we need to track all the popped data in case
of a system crash or recovery requirement. Here we
introduce a special handle to achieve this (the skip
node is shown in Fig. 7b). Each skip node acts as a
handle in the Scheme data organization and has two
pointers. One is for tracking the old-version data
(the red link in Fig. 7b) and the other for linking
with the rest of the sub-tree. When doing a stack
pop, we first create a skip node and give it a version
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Fig. 6 Versionlized stack push: (a) stack organization based on pointers; (b) giving each handle a version
number; (c¢) giving a new version number to data; (d) and (e): pushing new data into stack; (f) increasing the
global version number by 1 (References to color refer to the online version of this figure)

Fig. 7 Versionlized stack pop: (a) skip node with two pointers acted as a handle; (b) setting the two pointers
in the skip node; (c) increasing the global version number (References to color refer to the online version of

this figure)

number. The version number is the current global
version number plus 1. Then we set the two pointers
in the skip node properly (Fig. 7b). Finally we set
the stack pointer to the skip node and increase the
global version number to finish the popping opera-
tion (Fig. 7c). With the skip node in the stack, the
subsequent stack pop or access is ruled as follows:
check whether the current stack top is a skip node,
or whether the skip node is valid (its version num-
ber should be not greater than the current global
version number). If the current skip node is valid,
we jump to the next subtree to perform the stack
pop. Otherwise, we need to find and recover the old-
version data through the skip node and access the
old-version data with its version number. The over-
head for this mechanism is more space for the skip
node and more access time to skip the skip node.
However, we will show that this does not increase
the access time much in the experiments.

Other data management: Most data structures
in TinyScheme are organized based on pointers and
handles. Based on the indirect memory access
model, it is simple to manage all the data using our
versionized method to achieve fault tolerance. We

need to add a version number to each piece of data
and a link to keep the old-version data. For other
data structures that are not based on pointers, we
need to transform their data layout into a pointer-
based model. A typical example is the Scheme con-
trol block shown in Fig. 8a. It is just a normal
data structure that is accessed and updated normally
without relying on any pointer. Our transform for
the data structure is shown in Fig. 8b. We add an
indirect layer for the data structure and have to rely
on pointers or handles to access the data structure.
We can do the same to other similar data structures
and achieve fault tolerance easily. The point is that,
at the intermediate software layer (the language in-
terpreter), we have full control of the data layout
and can instrument any memory access easily. Thus,
we can handle any data structure in any language
in this way. The main contributions are our notion
of the fault tolerance process model and the idea of
versionizing each piece of data. In this study, we use
Scheme language to demonstrate this method. For
Scheme language and other languages that rely on
mark-and-sweep garbage collection (which is popu-
lar), the mechanism introduces little overhead be-
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cause most of the data structures are already based
on pointers. We may introduce more overhead for
other languages, but as we will show in the experi-
ment, our fault tolerance process introduces a con-
stant ratio of overhead, which does not increase with
the increase in the program scale or system complex-
ity, and this helps break through the reliability wall.

Scheme I Handles of Scheme Scheme
control structurel control structure control structure
pc (file line) | | [Root-pointer]-{ _Handle ip(file line)
File stack... | 1 Handle |—— File stack.. |
I
Flag |, Handle
Ret_code |, Handle
~ |
Nesting : Handle |——] Nesting |
i | “Sack
I

(a) (b)

Fig. 8 Transform for other data structures: (a)
Scheme control block; (b) our transform for data
structure

3.3 Garbage collection

Garbage collection for old-version data is sim-
ple. Original garbage collection works by walking
through all data and finding the unreachable pieces
to collect (see details in Section 3.2.2).
garbage collection for old-version data can be eas-
ily integrated into the original mechanism. For each
piece of data, it may have an old link with the old-
version data (in this case it means this piece of data
has been updated before). If it has an old link to the
old-version data, we need to walk through the old
link and collect all the old-version data except the
most recent old one. We keep the most recent ones

Our new

to guarantee that we can recover the state success-
fully after a power loss.

3.4 Recovery

As all the new process states are in memory, we
give each piece of data a version number and use the
version number to guarantee a consistent update of
any data. This makes it easy to recover from a power
loss. We need only to scan all the data and check
the data’s version number. If the version number is
invalid, we regard this piece of data as garbage and
restore the old data. The old data is always kept
through a link as shown in Figs. 5-7.

3.5 Discussions

Above all, to run a process on NVRAM and to
achieve fault tolerance natively, we first introduce a
process running model to run all the process states in
memory. Thus, we have the flexibility to organize all
the process’s data beyond the limitation of the un-
derlying hardware. Then we introduce an example
of interpreting the Scheme language and versionizing
all its data to achieve fault tolerance with very little
overhead. We argue that the fault tolerance process
model or our idea can be generalized to any other lan-
guage or any other hardware platform, which sheds
some light on breaking through the reliability wall
for future systems.

For supporting concurrency, we make the fol-
lowing discussions:

1. With regard to multithreading, our mecha-
nism of versionized data can support multithread-
ing natively: we give each thread a private buffer.
Before a thread modifies any shared data, it first
fetches the global version number and performs the
modification in its private buffer. After the mod-
ification, it increases the global version number to
validate its modification. Any further access to the
updated data would go to the most recent version
(either in the thread’s private buffer or in the shared
space). The mechanism is similar to previous work
read-log-update and OPTIK (Guerraoui and Trigo-
nakis, 2016).

2. With regard to distributing computing, it
is actually ‘many nodes executing many VMs’. To
support fault tolerance, we build a higher level of
protocol in which there is a single global version
number. Consider the whole distributed system as a
single process, where all the single process states are
in NVRAM and there is one global version number.
The situation is similar to what we have discussed
in this study. However, the implementation may be
complex and we leave it to our future work.

4 Implementation

In this section, we highlight the implementation
details of managing NVRAM in the operating sys-
tem kernel and emulating NVRAM using DRAM for
experiments.
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4.1 Memory management of NVRAM

The operating system should offer a mechanism
for upper applications to access NVRAM directly
and thus we can organize non-volatile data freely.
As shown in Fig. 9, we provide a new system call in
the kernel, nvmap, which is similar to the traditional
system called ‘mmap’. Upper applications can use
nvmap to allocate a region of virtual memory (we
call this the nv region) and the operating system will
map this nv region to the NVRAM physical pages
(Fig. 9). Thus, the upper applications can access
NVRAM and run on NVRAM directly. We keep all
the mapping information and the nv virtual region
information in NVRAM as metadata, and this in-
formation is all non-volatile. The metadata part in
NVRAM is kept in a fixed address, which is similar to
some previous file system designs. Thus, after each
system crash, we can use this metadata to recover
all the nv regions and the related virtual-physical
mapping relationship. The same mechanism is ap-
plied to previous file system designs where we adopt
a journaling mechanism to avoid corruption of the
metadata.

Process’ virtual

address space | |Vo|at||e reglon| | Non-volatile reglon| |
g 2
£ 3
[
o

Physical memory | DRAM

| Metadata | \VRAM |

Fig. 9 NVRAM management

4.2 Emulating NVRAM

As NVRAM is not commercially available now,
we use DRAM to emulate it during the experiments.
As shown in Fig. 9, we set apart several DRAM pages
to emulate NVRAM. At boot-up time of the operat-
ing system, when the kernel is probing the physical
memory, we set the NVRAM pages to be reserved
and then manage them using a free list. Then, every
time the upper applications access one virtual page
in the nv region and trigger a page fault, we will al-
locate one NVRAM physical page and construct the
mapping. The metadata for this mapping is then
updated accordingly. We emulate the non-volatility
by dumping all the NVRAM pages to disk before a
system shuts down and then copy them back after
the system reboot. The read speed of NVRAM is

almost the same as that of DRAM, but the write
speed is slower. We emulate the latency by adding
latency after every update of the non-volatile data
(see details in Section 5).

5 Experiments

In this study we introduce a new process model
based on NVRAM to achieve fault tolerance natively
and efficiently. In this section we mainly test and
show two aspects: (1) the overhead of OS manage-
ment of NVRAM compared with previous NVRAM
management systems; (2) the runtime overhead of
our Scheme language prototype. Delivering support
for other languages will be a part of our future work.

5.1 Methodology and benchmarks

1. To test and show the efficiency of our
NVRAM management system, we have performed
three stress tests and compared our management
system to two previous NVRAM management
tools: Mnemosyne (Volos et al., 2011) and PMFS.
Mnemosyne and PMFS both suggest using a file
system to help manage NVRAM. Mnemosyne backs
each virtual memory region of NVRAM with a file (in
a memory mapped way). PMFS builds a file system
directly on NVRAM and optimizes the block layer
of the file system. We argue that in case of mak-
ing a process run directly on NVRAM, our NVRAM
management is a more lightweight way for managing
the virtual regions than file systems, which typically
introduce much software overhead. There are three
stress tests: (1) region creation—we create differ-
ent virtual memory regions using nvmap and show
the overhead; (2) page fault—we create an NVRAM
virtual region and trigger all the page faults in this
region to force allocation of physical NVRAM pages
and construct all the virtual-physical mappings; (3)
normal access—after an NVRAM virtual region is
created and the mapping relationship has been con-
structed, we test the normal access overhead.

2. To test our new fault tolerance process model,
we choose some popular Scheme benchmarks (Table
1). In the experiments, we increase the version num-
ber after every update operation of any process data.
Thus, the process is highly fault tolerant. Any sys-
tem crash could entail only a very small data loss.

Our experimental platform is an AMD server
(2.2 GHz, 12-core CPU) equipped with 16 GB
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Table 1 Benchmark

Benchmark  Recoverable  Version number
Tak Y 25 881 732
Sort Y 22 736 172
Nboyer Y 129 483 838
Sboyer Y 143 723 421
Conform Y 138 472 617
Graphs Y 142 873 822
Nfa Y 23 727 162
Nucleic2 Y 112 392 384

DRAM running Linux kernel 3.11. We set apart
8 GB of DRAM to emulate NVRAM and emulate the
write latency of NVRAM to be 100 ns (Volos et al.,
2011). When we need to update the version number
to make the process jump from one consistent state
into another, we first flush the corresponding cache
line using clflush instructions and then pause the ex-
ecution for a certain interval to emulate the write
latency of NVRAM (Volos et al., 2011).

5.2 Results

1. The results of the stress tests are shown
in Fig. 10. We can see that our NVRAM man-
agement system (FP-Heap) performs much better
than Mnemosyne and PMFS in Region _creation and
Page fault test. The main overhead of Mnemosyne
and PMFS when creating a persistent region is set-
ting up some mapping structures with a backed file.
With respect to directly managing NVRAM, we find
that our work achieves better performance. More-
over, each page fault will result in complex searching
for a proper physical NVRAM page and setting up
the mapping relationship. PMFS optimizes the file
system for non-volatile memory and performs better
than Mnemosyne in Page fault test, while in our
work (FP-Heap), the NVRAM region based on orga-

nization of non-volatile memory makes it much eas-
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ier to obtain a new physical page and map the new
physical page. In Access_test, we can see there is
no obvious difference between FP-Heap, PMFS, and
Mnemosyne. This shows that the main overhead in
supporting direct access is setting up persistent re-
gions and handling page faults, and our management
system works well for this.

2. The overhead in running our fault tolerance
process model with the Scheme language is shown
in Figs. 11 and 12. Fig. 11 shows the runtime over-
head of our versionized process (vprocess in the fig-
ure) compared to normal execution (base in the fig-
ure). In the experiments we use DRAM to emu-
late NVRAM and do not emulate the write latency
of NVRAM. Thus, the results show the pure soft-
ware overhead of our versionized process. We can
see that our versionized process introduces only 2%—
9% overhead by introducing the versionized mech-
anism, showing great potential in achieving fault
tolerance with little overhead. Note that we update
the global version number after each single instruc-
tion in the Scheme language to make the process
jump from one consistent state to another, showing
an intensive case. We also perform a checkpoint dur-
ing this very short time interval for comparison. The
checkpoint introduces more than 300x overhead and
thus we do not show the detailed results here.

3. Fig. 12 shows the execution overhead when
emulating the write latency of NVRAM. In emulat-
ing the write latency, when we need to update the
version number to make the process jump from one
consistent state to another, we first flush the cor-
responding cache line using clflush instructions and
then pause the execution for a certain interval to
emulate the write latency of NVRAM. In the exper-
iments we set the write latency to be 100 ns. The
results show that our mechanism introduces less than

IFP-Heap 2.01 I FP-Heap
PMFS 1.8 PMFS
I Mnemosyne g 1.6 I Mnemosyne

0. -
256 512 1024 64 128 256 512
Size of region (MB)

(b) (c)

Size of region (MB)

Fig. 10 Results of the stress tests: (a) region_creation; (b) page fault test; (c) access test
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20% overhead at this intensive update frequency.
Comparing Figs. 11 and 12, we can see that the
hardware overhead of NVRAM is the main source
of overhead and could be further reduced by other
architectural level work (Qureshi et al., 2012), and
that the software overhead of our work is small and
completely acceptable.
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Fig. 11 Runtime overhead without write latency
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Fig. 12 Runtime overhead with write latency of 100 ns

We have done two experiments: one is without
writing latency (Fig. 11) and the other is with em-
ulating the latency of NVRAM (Fig. 12). In one
experiment where we emulate the latency of
NVRAM, every time after increasing the global ver-
sion number, we first use the clflush instruction to
flush the updated data’s cache line and then emu-
late the latency. Thus, Fig. 12 shows two parts of
the overhead: cache and latency. For the impact on
cache, we argue that it is not too high because we
flush only the updated data, and all other data that
is read but not written does not need to be flushed.
During execution, we still use the write-back cache
protocol.

Above all, we show that our OS management

of NVRAM is efficient and based on that, our ver-
sionized fault tolerance process model presents real
advantages over traditional fault tolerance mecha-
nisms, and our model can be generalized to other
languages, which show the light to break through
the reliability wall.

5.3 Comparison with C and discussions

In this study, we use Scheme to demonstrate our
idea of fault tolerance process model and argue that
our idea can be generalized to all other languages.
To better demonstrate that our idea can be used to
achieve fault tolerance under some intense scenarios,
we design a simple experiment to show the advan-
tages of our system over traditional C processes on
making checkpoint to achieve fault tolerance.

We have designed and implemented a simple in-
memory database system in both C and Scheme. The
in-memory database system is based mainly on a vec-
tor of [key, value], where the key and value are both
integer for simplicity. The database system supports
two operations, get (fetch) and put (insert), which
represent two main basic operations: write and read.
By adjusting the ratio of get and put operations,
we can actually change the write/read ratio in the
program. In the C-based database system, we write-
protect all pages to monitor updates to any data
and then at checkpoint time we back up the modi-
fied data page. We make in-memory copy to simu-
late the checkpoint progress and avoid involving the
overhead of dumping data to secondary storage. In
the Scheme-based database system, all modifications
to any data are done in a copy-on-write way with
the version number, and thus at checkpoint time we
need to increase the global version number. To show
an intense case, we do checkpoint after every put
operation. Thus, in our database system, any put
operation is guaranteed to be persistent after it is
returned. During the experiments, we randomly do
100 000 operations with different get/put ratios. The
results are shown in Fig. 13.

The baseline in Fig. 13 is the C program ex-
ecuted with 0% put operation and 100% get oper-
ations, which does not update data or checkpoint.
The z-axis indicates the ratio of put operations.
First, at ratio 0, our Scheme program is 10x slower
than the baseline and C program. This overhead
comes mainly from interpreting the Scheme lan-

guage. At this time, neither the baseline nor the
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C program writes and thus no fault tolerance over-
head is introduced. Furthermore, when we increase
the put ratio to 5%, we can see a significant increase
in overhead (about 10x) in the C process. This comes
mainly from the page fault which is used to monitor
updates. In comparison, the overhead in our Scheme
program increases only a little. If we continue to
increase the put ratio to 10%, we can see that our
Scheme process begins to show its advantage over
the C process in achieving fault tolerance. At this
time the C program introduces more than 20x the
overhead. We can see a clear trend that with the
increase of the update ratio, the C program intro-
duces much more overhead to achieve fault tolerance,
while the Scheme process performs well. Here we do
the experiments only with a put ratio from 0% to
30%, because the trend is already emerging clearly
and most programs have a write ratio less than 30%.
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Normalized execution time
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Fig. 13 Comparison with C (Baseline is the C pro-
gram executed with 0% put operation and 100% get
operations)

Note that we have conducted the experiment
under an intense scenario but we argue that this case
demonstrates well how our process model would work
in the case of big data applications and database
systems, or when we need high reliability. Moreover,
as we will discuss further, the Scheme language can
be optimized with sophisticated optimizations such
as just in time compiler (JIT) in Java to close the
performance gap with C.

Above all, for other languages, we make the fol-
lowing discussions:

1. As we have shown in the above experiments,
we can compare Scheme with traditional C programs
and the C programs must outperform Scheme by 10x
or more. However, when it comes to achieving fine-

grained fault tolerance, doing checkpoint for C pro-
grams at the same frequency as in our fault tolerance
Scheme (e.g., at each update of data or at every in-
struction) will introduce much more overhead (more
than 50x-100x). We have implemented one bench-
mark (the tak) in C. For the C-version tak, doing
full-sized checkpoint introduces more than 200x over-
head while doing incremental checkpoint introduces
Moreover, the checkpoint for C is
very sensitive to the program scale or system com-

more than 50x .

plexity, while our fault tolerance Scheme constantly
introduces a fixed ratio of overhead. This discussion
shows that even compared with C, our fault tolerance
model could be adopted in some fields to achieve high
reliability.

2. Our fault tolerance process model can be used
in other languages with more sophisticated optimiza-
tions, such as Java. Java also designs a new process
model that is different from C and runs on a Java
VM. We can also alter the Java VM to change the
data management and instrument every data access
instruction to achieve a similar goal. Again, using
Scheme is just a way to demonstrate our idea. Adopt-
ing our idea to Java or other languages is more com-
plex but we can obtain more benefits, which will be
the focus of our future work. Moreover, whether Java
or Scheme, the VM-based languages represent a new
fast-developing trend called ‘management runtime
systems’, which could greatly facilitate both pro-
gramming and resource management. Management
runtime systems are being considered for adoption in
many fields, including high-performance computing
and data base. Based on this, our fault tolerance
process model works perfectly for fault tolerance.

3. Scheme is not as fast as some traditional lan-
guages such as C/C++ because of its data manage-
ment and mostly its interpreting running model. In
other words, the Scheme process model is not directly
supported by current hardware architectures, while
the C/C++ process model fits the current hardware
architecture well. As we have discussed in this study,
the current process model does not support fault tol-
erance well, and thus we need a new process model
that is based on an intermediate software layer. We
argue that maybe in the future or in some fields
where high reliability is called for, certain hardware
could be modified to offer support directly. In this
study, we simply demonstrate the idea of the fault
tolerance process model.
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6 Related work

Using NVRAM to accelerate traditional check-
point has been proposed in many studies (Dong
et al., 2011; Kannan et al., 2013; Zhang et al., 2017).
They usually regard NVRAM as fast memory and
use the memcpy interface to do checkpoint instead
of using the file system interfaces. However, check-
point is a traditional data-based fault tolerant mech-
anism and none of the previous work has shown
considerations at altering the whole process model.
Our work introduces a new model that can achieve
fault tolerance with lower overhead compared with
checkpointing.

NVRAM is a new device that researchers have
been studying. Most researchers proposed to use a
file system to mange it (Dulloor et al., 2014; Volos
et al., 2014) and tried to optimize the block layer in
the file system to better use its byte-addressability.
Other researchers proposed to regard NVRAM just
as DRAM and supported direct access to it (Coburn
et al., 2011; Volos et al., 2011).

There have also been many studies trying to
tackle the slow write problem of NVRAM at the ar-
chitectural level, which could be used in our work.
Introducing a DRAM buffer in front of NVRAM is a
popular way to speed up NVRAM writes (Zhou et al.,
2009; Kannan et al., 2013). Pre-set (Qureshi et al.,
2012) improved the write speed of phase change
memory by pre-doing the set operation to the ini-
tialized not-currently-using memory and thus hiding
the high latency of the set operation.

7 Conclusions

We proposed the versionized the process, a new
process model for fault tolerance based on NVRAM.
Traditional processes run directly on hardware and
thus at any given time, some of the process states
are in CPU, which is volatile and cannot survive a
power loss. We also proposed an intermediate soft-
ware layer where we can run the new process. Then,
we can execute the process all in NVRAM and make
the process non-volatile natively. Based on that, we
proposed a versionized mechanism to versionize ev-
ery modification of the process data. Each piece of
the process data is given a special version number
and the version number increases with the modifica-
tion of that piece of data. The version number can

effectively help us trace the modification of any piece
of data and recover it to a consistent state after a sys-
tem crash. Compared with traditional checkpoint
methods, our work can achieve fine-grained fault tol-
erance at very little cost (less than 20% vs. 300x in
very intensive situations).
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