
Granberg et al. / J Zhejiang Univ SCIENCE A   2006 7(7):1134-1140 1134

 
 
 
 

Out-of-core clustering of volumetric datasets 

 
GRANBERG Carl J., LI Ling  

(Department of Computing, Curtin University of Technology, Perth, Australia) 
E-mail: granberg@cs.curtin.edu.au; ling@cs.curtin.edu.au 
Received Apr. 7, 2006;  revision accepted Apr. 19, 2006 

 

Abstract:    In this paper we present a novel method for dividing and clustering large volumetric scalar out-of-core datasets. This 
work is based on the Ordered Cluster Binary Tree (OCBT) structure created using a top-down or divisive clustering method. The 
OCBT structure allows fast and efficient sub volume queries to be made in combination with level of detail (LOD) queries of the 
tree. The initial partitioning of the large out-of-core dataset is done by using non-axis aligned planes calculated using Principal 
Component Analysis (PCA). A hybrid OCBT structure is also proposed where an in-core cluster binary tree is combined with a 
large out-of-core file. 
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INTRODUCTION 
 

The size of the average dataset used in the tech-
nical and medical community today is ever growing. 
It seems that the graphics capabilities of mainstream 
computers are always a few steps behind the re-
quirements for visualizing such large datasets. This 
dilemma creates the need for multiresolution render-
ing systems that allow the datasets to be rendered at 
multiple levels of detail (LOD). For datasets whose 
sizes range up to a couple of gigabytes, the main 
memory of mainstream computers is not enough to 
contain them. It then becomes necessary to store and 
render these datasets from secondary memory i.e. the 
hard drive. The methods dealing with such datasets 
are referred to as out-of-core methods. Much research 
has been done in this area, most often concerning very 
large triangular meshes. Our research however fo-
cuses on out-of-core volumetric scalar datasets and 
the construction of a multiresolution structure from 
them. Our primary focus is on medical datasets. The 
recently developed Ordered Cluster Binary Tree 
(OCBT) structure can be used to query the out-of- 
core dataset for a sub volume at a selected LOD ef-
ficiently. 

RELATED WORK 
 

Most research on the rendering of volumetric 
datasets is focused on various texture-based methods. 
Many of these techniques utilize octrees to divide 
volumes into smaller entities. However we chose to 
build our multiresolution system on another technique 
since octrees restrict the volume splitting to axis 
aligned planes. Our research is based on the hierar-
chical data structure and cluster algorithm instead. 
There are two approaches to hierarchical clustering: 
top-down and bottom-up. The top-down approach of 
hierarchical clustering starts with a cluster containing 
all data points that are split recursively until the whole 
cluster tree has been created. Heckel et al.(1999b) 
used this approach to cluster vector fields. The cluster 
with the highest error value was split into two sub 
clusters with the aim to reduce the error values of the 
resulting sub clusters. The bottom-up approach starts 
with all points as individual points and merges the 
two clusters with the least difference until one big 
cluster has been formed. Telea and van Wijk (1999) 
used this approach to simplify complex vector fields 
using an elliptic similarity function. They merged the 
pair of vectors with the least position, magnitude and 
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direction difference until all vectors have been 
merged into one single vector. In 1997, Heckel et 
al.(1997; 1999a) reconstructed meshes from scattered 
points using an adaptive clustering method that lo-
cates nearly planar points in the dataset. These subsets 
created tiles and the gaps in-between the tiles were 
filled using constrained Delaunay triangulation. In 
2003, Co et al.(2003a) presented a technique for 
clustering of volumetric scalar fields. They utilized a 
clustering method building on the work of Heckel et 
al.(1997; 1999a). Their algorithm split clusters using 
Principal Component Analysis (PCA) in a non-axis 
aligned fashion. The cluster’s error values were cre-
ated using a multiquadric Radial Basis Function 
(RBF). Initially all data points were added to a single 
cluster that was split iteratively in a top-down fashion 
to generate a Cluster Binary Tree (CBT). Recent work 
by Granberg and Li (2005) has improved upon the 
CBT structure presented by Co et al. to allow efficient 
spatial queries and faster clustering. This new data 
structure is called the OCBT. At each OCBT node the 
splitting plane calculated with PCA is stored and used 
for spatial queries. The tree structure is similar to that 
of a Binary Space Partitioning (BSP) Tree or a k-D 
Tree. For more in-depth details on the construction of 
these cluster binary trees please refer to (Co et al., 
2003a; Granberg and Li, 2005).  
 
 
ORDERED CLUSTER BINARY TREE OVER-
VIEW 
 

The OCBT is created with a top-down (divisive) 
clustering method. A cluster is defined as a set of 
points P, described as P={x, y, z, F} where x, y and z 
are the spatial dimensions and F is the scalar value 
associated with that position. Initially a single cluster 
is created containing all the points from a volumetric 
scalar dataset. This cluster is iteratively divided using 
non-axis aligned splitting planes calculated using 
PCA. Each splitting plane cuts through the volume 
and divides it into two sub clusters. This repeated 
splitting generates a hierarchical cluster structure 
where the cluster that was split is the parent of the two 
resulting sub clusters. Each cluster is assigned an 
error value which is calculated using for example a 
radial basis function. The clusters available for split-
ting are stored in a priority queue, which is ordered 

according the cluster error values. The cluster at the 
top of the queue (i.e. the cluster with the highest error 
value) is always selected for splitting. The cluster 
splitting increases the homogeneity of the resulting 
sub clusters, thus the average error value in the pri-
ority queue is decreased. The splitting can stop either 
when the queue is empty or the highest cluster error 
value is under a set threshold. For more information 
on the creation of cluster binary trees please refer to 
(Co et al., 2003a; Granberg and Li, 2005). 
 
 
SPLITTING LARGE DATASETS IN MANAGE-
ABLE PARTS 
 

As mentioned in the previous section, the OCBT 
cluster algorithm uses PCA to split clusters in a 
non-axis aligned fashion. The PCA calculates a split-
ting plane that divides a cluster through the cluster 
center so that the error value of the resulting children 
is decreased. However a problem appears when this 
operation needs to be performed on an out-of-core 
dataset. In order to allow this clustering algorithm to 
work out-of-core, the original dataset must be parti-
tioned into manageable parts. Each part can then be 
read in and processed in-core. At first glance it might 
seem a good idea just to partition the dataset into 
small regular cubes that fits in the internal memory 
(similar to Octree splitting).  

However such scheme produces undesirable 
results later during the construction of the cluster 
binary tree. Partitioning the dataset initially this way 
creates areas around the edges of the small cubes with 
much higher cluster error values than normal during 
the clustering stage. It results in a much higher 
number of points being distributed to the edges of the 
cubes that results in poor clustering, as shown in Fig.1 
(see page 1139) where both images show the virtual 
human foot dataset with approximately 8000 particles 
resulting from a level-of-detail query. Note that 
Fig.1b has a much more evenly distribution of points 
than Fig.1a as is the expected result from an 
LOD-query. It can be seen that using regular splitting 
is not suitable for such application to partition a large 
dataset into smaller parts, since it results in poor 
quality clustering. Instead, the splitting planes created 
by PCA are used when partitioning out-of-core data-
sets. However, by performing the PCA directly on an 
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out-of-core dataset, the dataset must be accessed an 
unfeasible number of times.  

The splitting planes are calculated from the ei-
genvectors of the clusters. These in turn are calculated 
from the cluster covariance matrices. This fact can be 
used to devise a scheme to partition large datasets too 
large to fit in internal memory. In Figs.2a~2d, all four 
images represent the same dataset at different resolu-
tions. Consider the covariance matrices of these im-
ages (for more information on the calculation of these 
covariance matrices please refer to (Co et al., 2003a; 
Granberg and Li, 2005)): 
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Note how covariance matrices CM(a), CM(b) 

and CM(c) are almost identical, and only CM(d) is a 
bit different. Fig.2d contains 100 data points com-
pared to the original image with its 90 000 data points. 
Even though Fig.2d contains only 0.11% of the 
number of data points compared to the original image, 
it still produces a fairly accurate covariance matrix. 
The splitting planes used in the cluster algorithms (Co 
et al., 2003a; Granberg and Li, 2005), are obtained 
completely based on the covariance matrix of a 
dataset. Therefore, calculating the splitting plane 
from a scaled down version of the dataset will gen-
erate a valid splitting plane applicable to the original 
dataset as well. The large out-of-core dataset is hence 
linearly scaled down to fit into the main memory, so 
that the splitting plane calculations can be performed 
on the in-core version of the dataset. These splitting 
planes can then be applied to the original out-of-core 
dataset. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
CREATING AN ORDERED CLUSTER BINARY 
TREE OUT-OF-CORE 
 

Large datasets must be divided into manageable 
parts that can be read into the main memory and 
processed there as presented in previous work (Co et 
al., 2003a; Granberg and Li, 2005). First the original 
dataset is read in and scaled down to fit into the main 
memory. The scale factor is stored, which represents 
how many voxels in the original dataset are repre-
sented by one voxel in the scaled down dataset. This 
scale factor is used to determine when enough splits 
have been performed so that all the divided parts fit 
into the main memory. Fig.3 provides an overview of 
the out-of-core clustering procedure. 

Fig.3 shows the process of dividing a large 
out-of-core dataset using non-axis aligned splitting 
planes generated from a scaled down version of the 
original dataset, instead of just using simple octree 
splitting. Due to the overhead of this data structure the 
resulting OCBT needs to be stored out-of-core as well. 
The structure of the out-of-core OCBT is shown in 
Fig.4 (see page 1139). Note that the fields A~D in 
Fig.4 represents the segmented fields shown in Fig.3 
respectively. 

300×300 

(a) 

Fig.2  (a) The original image, (b)~(d) The scaled down
versions of Image (a) 
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The out-of-core OCBT hence contains two parts 
as showed in Fig.4. One part is stored in-core and the 
other is stored out-of-core. The in-core part is saved 
as a normal OCBT with the slight difference that the 
leaf nodes are pointers to locations in a long con-
tinuous file stored out-of-core as shown in Fig.5 (see 
page 1139). The tree creation process can be very 
slow especially if the dataset is huge. The in-core part 
of the tree is stored in a separate file so that after the 
tree has been processed it can be reloaded in a matter 
of seconds. 

The in-core part of the structure should contain 
as many nodes as possible, since traversing the data 
structure in-core is 100~1000 times faster than trav-
ersing it out-of-core. During the initial partitioning, 
only a minimum number of splits are performed until 
each partition of the dataset to fit into the main 
memory. For large datasets this number of splits may 
range from 10~50 splits. However, ideally around a 
million OCBT  nodes  should be stored  in the finished  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
in-core part of the OCBT. This is done by cropping 
the OCBT for each partition at a certain depth. The 
cropping depth determines how many nodes is stored 
in-core, while the rest of the nodes are stored 
out-of-core. Once a small partition has been clustered 
into a sub-tree (for example the partitions A~D in 
Fig.4) it is cropped at a predetermined depth. All the 
nodes with depth greater than the cropping depth are 
stored in the out-of-core file, while the rest are stored 
in the in-core file. When the in-core part of the tree is 
traversed and a leaf node is reached, the search con-
tinues in the out-of-core file at the correct location. 
For each leaf node in the in-core tree a file position is 
saved indicating where the nodes of that particular 
sub tree start and the length in bytes, as shown in 
Fig.5. A sequential read of all the nodes in a sub tree 
is often faster to perform on the secondary memory 
than accessing only the nodes of interest at random. 
By cutting down the information stored in each of the 
out-of-core nodes the overhead for the data structure 

Fig.3  The procedure for dividing an out-of-core dataset into manageable parts 

Step 1: Load original dataset Step 2: Scale it down to fit in main
memory 

Step 3: Divide the in-core dataset so that the
corresponding parts in the out-of-core
dataset fits in the main memory 

Step 4: Use the splitting planes created for the
in-core dataset to split the out-of-core dataset 

Step 5: For each part, create bounding cube and read in this part from
the OOC dataset only. Use the splitting planes to extract all data
points belonging to cluster A. Perform the clustering presented in
Chapter 3 on this part. Repeat Step 5 for each of the remaining parts
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is greatly reduced. Splitting planes or the bounding 
sphere information are no longer stored in the out-of- 
core part of the tree. This saves 5 float values (20 
bytes) for each node, which has a huge impact when 
several million points are stored. It is not efficient to 
traverse the out-of-core OCBT file in the same fash-
ion as the regular OCBT since searching the regular 
OCBT relies on random memory access.  
 
 
OUT-OF-CORE QUERIES 
 

The out-of-core OCBT is queried in much the 
same way as the regular OCBT with a small number 
of changes made in the implementation to accom-
modate the new data structure. As stated in the pre-
vious section the splitting planes or the bounding 
sphere hierarchy are no longer stored in the out-of- 
core part of the OCBT. This means that any form of 
queries performed on the out-of-core file must check 
whether each point traversed matches the search cri-
teria. Without the information stored with the splitting 
planes and bounding spheres, there is no longer a 
good way to reduce the amount of nodes that must be 
searched, nor is there an early search termination. 
Instead a brute force method is relied upon. By cutting 
down the overhead of each out-of-core node the 
number of nodes that can be processed is increased 
significantly and as stated before, a sequential read is 
much more efficient than a random access read any-
way. This also means that many more nodes may be 
stored using the same disc space as before. 

The in-core part of the tree is queried exactly as 
presented in (Granberg and Li, 2005) using the split-
ting plane information stored in each node to divide 
the search space into two parts. This is done every 
time the search algorithm visits an OCBT node. The 
in-core part of the tree is the intelligent part where the 
search space is decimated to a very small part. When 
searching for a specific point, the in-core part of the 
OCBT divides the search space into as many parts as 
there are leaf nodes in the tree. At each leaf node there 
is an array (stored in the out-of-core file) containing a 
known number of points, among which one is the 
point of interest. The whole array in the out-of-core 
file is read sequentially and each point is compared 
against the search criteria. The more information is 
stored in the in-core part of the tree, the smaller the 

out-of-core arrays will be and the less information 
will have to be read from the out-of-core file to find 
the queried data points. As discussed before, random 
access is used to move the read position randomly to 
the correct start position in the out-of-core file (which 
is very slow). Sequential reads are then used to read in 
the entire array (i.e. all data points in a certain sub 
tree), which is much faster to perform on the secon-
dary memory. 
 
 
RESULTS 
 

The experiments were performed on a Pentium 
IV 3.0 GHz PC with 1 GB memory and a nVidia 
GeForce FX 5200. The out-of-core OCBT is visual-
ized as suggested in (Granberg and Li, 2005). This 
hybrid rendering method consists of a rough tex-
ture-based rendering for an overview of the dataset 
and a high-quality particle-based rendering method 
for the selected region of interest. 
 
Head dataset 

The Head dataset is a subset of the Virtual Hu-
man Female color dataset and consists of 618×674× 
603 voxels, all with 3 bytes of color data. From this 
we create a scaled down version with 1283 (ap-
proximately 2 million) voxels that we use for the 
texture-based rendering and to create the initial split-
ting planes. It took 7 h and 27 min to create the whole 
out-of-core OCBT. The original dataset is 735 MB in 
size and the resulting OCBT is 1.82 GB in size. Fig.6 
(see page 1139) shows the visual results of the Head 
dataset. The area of interest consists of particles cre-
ated from a spatial query performed during run-time 
from the out-of-core OCBT. The query took 4 s to 
perform and returned 525 000 voxels. This dataset can 
be visualized in interactive frame rates (5~20 frames 
per second). The frame rate depends on the number of 
voxels the query returns. The number of nodes in the 
created OCBT is approximately 116 000 000 nodes. 
 
Torso dataset 

Fig.7 shows the visual renderings of the Torso 
dataset (1608×785×300 voxels). From this Figure, it 
can clearly be seen how the 1283 texture-based ren-
dering provides a rough representation of the entire 
dataset while the particle-based rendering increases 
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the detail of the selected area. The number of nodes in 
the created OCBT is approximately 164 000 000. The 
clustering of this dataset took 11 h 19 min. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
CONCLUSION AND FUTURE WORK 
 

We have presented a method to create an 
out-of-core multiresolution data structure that can be 
queried and used to visualize large volumetric scalar 
datasets. With this method we can create a cluster tree 
from far larger datasets than presented by previous 
work. Co et al.(2003a) presented a cluster tree with 
600 000 nodes, which was clustered in 44 min using 4 
Pentium IV PCs (three 2.8 GHz, 2 GB memory, and 
one 2.2 GHz, 1 GB memory). Granberg and Li (2005) 
improved on the clustering speed and were able to 
cluster 1.8 million nodes in 27 min using a Pentium 
IV 3.0 GHz PC with 1 GB memory. By implementing 
the methods presented in this paper we have created 
cluster binary trees as large as 164 000 000 nodes. 
There is however still much room for improvement of 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
this clustering algorithm. One improvement would be 
to create a more visually pleasing rendering system of 
this data structure. This could for instance be a 
ray-tracing or a splatting system. Further optimiza-
tions of the clustering process and the out-of-core file 
structure should also be explored. 
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