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Abstract:    In this paper we describe how progressive download and adaptive streaming can be combined into a simple and 
efficient streaming framework. Based on the MPEG-4 file format (MP4) we use HTTP for transport and argue that these two 
components are sufficient for specifying an open streaming architecture. The client selects appropriate chunks from the MP4 file to 
be transferred based on (1) the header information (i.e. the “moov” box) in the first part of the file and (2) his observation of 
network throughput. The framework is completely client driven which allows for better server scalability and reduces signalling 
overhead. We discuss architecture and implementation issues such as complexity, interoperability and scalability and compare to 
3GPP PSS Rel-6 adaptive streaming when appropriate. Measurements from a simple MP4/HTTP streaming client are presented 
showing that appropriate chunks are selected such that increased reliability is achieved. 
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INTRODUCTION 
 

In recent years, significant progress has been 
made in the area of adaptive streaming, i.e., the ability 
of a streaming system to adapt to varying channel 
conditions. On the one hand, the challenge of trans-
mitting a continuous stream of data under a real-time 
constraint over a network with variable throughput, 
delay and loss has attracted considerable research 
efforts (Girod et al., 2002). On the other hand, the 
commercial need has led to a quick adoption of 
adaptive techniques in commercial streaming solu-
tions, see e.g. the SureStream technology by Real-
Networks (2004). 

However, the ultimate success of IP-based 
streaming depends on the existence of open streaming 
standards, such as produced by the Internet Streaming 
Media Alliance (ISMA) (http://www.isma.tv) or the 
3rd Generation Partnership Project (3GPP) (http:// 
www.3gpp.org) for mobile applications. The key goal 
of open standards is to achieve interoperability be-
tween various products from different vendors such 

that an open market without monopolistic lock-in is 
assured. Therefore, it is most important that adaptive 
streaming techniques disseminate from research into 
open standards in order to be of practical relevance. 
The lack of such functionality in standard based sys-
tems has been addressed most recently with the 
adoption of RTP retransmission (Ott et al., 2004) and 
adaptive bit-rate adaptation in Release 6 (Rel-6) of the 
3GPP Packet Switched Streaming (PSS) specification 
(3GPP PSS Rel-6). However, the specified solution 
has practical and conceptual limitations, especially 
when used outside the mobile domain where it is 
designed for. In particular for non real-time applica-
tions, where pre-encoded files are streamed to the 
client, we believe that the used architecture is far 
more complex than necessary. 

In this paper we therefore describe an alternative 
based on the MPEG-4 file format (MP4) (ISO/IEC 
14496-14, 2003) and HTTP (Fielding et al., 1999) 
and argue that these two components are sufficient for 
achieving an open but efficient streaming framework. 
In Section 2 we describe related work focus on the 
3GPP PSS Rel-6 specification and RD-optimal packet 
scheduling. Then, in Section 3 we describe the adap-
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tive MP4-streaming framework and discuss several 
architecture and implementation aspects. Finally, 
experimental results from a simple MP4/HTTP 
streaming client are presented in Section 4 showing 
that increased reliability can be achieved using the 
described framework. 
 
 
RELATED WORK 
 

Even though there is a wide range of related 
work in the area of adaptive streaming, we will focus 
on two items with particular relevance to our work. 
One is the 3GPP PSS Rel-6 specification which is 
used as an example of an RTP based adaptive 
streaming standard. The second is RD-optimal packet 
scheduling which provides a theoretical framework 
for our discussion. 
 
RD-optimized packet scheduling 

Recent work of (Chou and Miao, 2001; Chou 
and Sehgal, 2000) provides a flexible framework to 
allow rate-distortion (R-D) optimized scheduling of 
packetized media (http://www.imtc.org). For a lay-
ered media stream, providing different quality levels, 
the framework selects the optimal packet to trans-
mit/retransmit considering channel conditions. This is 
done by minimizing the Lagrangian cost function of 
rate and distortion and allocating time and channel 
resources. The framework shows that two basic 
components are required as input to the algorithm in 
order to derive optimal scheduling policies. First, the 
R-D structure of the media stream, i.e., the gain in 
quality when increasing the media rate in each tem-
poral segment and the dependencies of these. Second, 
the channel properties, i.e., the probability that a 
packet is received after N transmission opportunities. 
While the former is available at the server, the latter 
has to be measured at the client. Hence, either of both 
has to be signaled to the other side resulting in cli-
ent-driven or server-driven approaches. Though both 
approaches result in optimal solutions, a client-driven 
approach reduces the complexity at the server and 
provides better scalability. This is of importance since 
the algorithm has considerable complexity even after 
simplifications are applied (Chou and Miao, 2001). 

These findings are reflected in our work in that 
(1) we favour a client-driven approach and (2) use an 

available open standard to make the structure of the 
media available to the client, i.e., the “moov” box of 
the MP4 file. 
 
3GPP PSS Rel-6 

Release 6 of the PSS specification (http://www. 
3gpp.org) was approved by 3GPP in late 2004. It is 
based on the UDP/RTP/RTCP transport stack 
(Schulzrinne et al., 2003) along with SDP (Handley 
and Jacobson, 1998) and RTSP (Schulzrinne et al., 
1998) for signaling and control. For each media for-
mat a specific payload format is required, describing 
how the bit stream is put into packets. For example, 
the AVC payload format described in RFC 3984 
(Wenger et al., 2005) is used to build RTP packets 
from the H.264/AVC (ITU-T Recommendation 
H.264, 2003) bitstream. 

Adaptive streaming functionality is added in 
Rel-6 by two optional features. First, RTP retrans-
mission (Ott et al., 2004) is used to recover from 
packet loss. In addition, 3GPP has developed a new 
bit-rate adaptation mechanism in its specification. As 
part of this mechanism the client signals the total 
buffer size to the server during setup. Then, during the 
session the client reports free buffer space and the 
Oldest Buffered Sequence Number (OBSN) periodi-
cally to the server as part of RTCP receiver reports 
(RR). Together with the Highest Received Sequence 
Number (HRSN), which is always included in RTCP 
RRs, the server can obtain detailed knowledge about 
the buffer state at the client and perform bit-stream 
switching or thinning to counter variations in network 
throughput. 

The resulting streaming architecture has a con-
ceptual and practical problem. The conceptual prob-
lem is that the system is server-driven, i.e., the client 
is intentionally kept “stupid” while all necessary in-
telligence is moved to the server. If the server wants 
to exploit all features to obtain optimal performance, 
this is actually a quite challenging task. Besides kee-
ping track of the size and content of packets which are 
not yet acknowledged, the server has to analyze the 
file structure and reconstruct the state of the client 
buffer to make RD-optimal switching/thinning deci-
sions. In addition, constraints on the bit stream varia-
tions have to be met in order to stay compliant with 
negotiated profiles. Hence, the architecture does not 
scale well when several hundreds of clients need to be 
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served. 
A practical problem results from the multitude of 

specifications that need to be implemented simulta-
neously if interoperability between different vendors is 
to be achieved. The PSS specification contains more 
than 20 references directly related to the transport layer 
(e.g. not including codecs, etc.). Besides the fact that 
this simply becomes very difficult to implement, which 
of course can be solved by major players by investing 
many man months, true interoperability is at risk be-
cause any specification leaves room for interpretation. 
Though interoperability tests at IMTC (ITU-T Rec-
ommendation H.264, 2003) and ISMA (http://www. 
isma.tv) reduce this risk, true N-to-N interoperability 
requires an immense effort for such a complex system 
and faces practical limitations. For example, it is still to 
be seen how bit rate adaptation, RTP retransmission, 
and AVC interleaving is combined with hint-tracks in 
an interoperable way. 
 
 
ADAPTIVE MP4-STREAMING 
 

The RTP-based architecture as exploited in the 
3GPP PSS specification is very well optimized for the 
mobile domain and real-time applications. However, 
when pre-encoded files are transmitted on-demand 
over general data networks many requirements are 
void and the resulting architecture is more complex 
than necessary. 

For example, when sufficient time and band-
width is available for retransmitting lost packets, the 
delay and loss optimized RTP protocol is “over-de-
signed”. There is no need for time stamps and jitter 
calculation if the dejitter buffer holds several seconds 
worth of media. Furthermore, sophisticated packeti-
zation schemes ranging from video packets to 
interleaving are not required if retransmission pro-
vides a reliable link. 

The key to resolve many of the mentioned con-
cerns is a client-driven approach which allows 
avoiding many signaling and control issues. Fur-
thermore, simplicity is the key to interoperability. 
Hence we propose an alternative streaming architec-
ture that is based on (only) two open and widely 
adopted standards, namely the MPEG-4 file format 
(MP4) (ISO/IEC 14496-14, 2003) and HTTP (Field-
ing et al., 1999). The basic idea is related to progres-

sive download of an MP4 file using HTTP. However, 
the file is not loaded linearly from the beginning to the 
end. Instead, the structure of the MP4 file is used to 
dynamically select required parts from the file given 
channel characteristic and/or client capabilities and/or 
required play mode (play, fast-forward, stop, etc). 

In the initial HTTP transfer the client obtains 
knowledge about the structure of the media based on 
the MP4 header (i.e. the “moov” box). For each track 
or media stream in the file, the moov box contains all 
relevant metadata to decode, play, seek, etc. the media. 
First of all, this includes the sample description (stsd) 
which describes which codec is used and how it is 
configured. Then, the size of each sample (frame) is 
given in the sample size table (stsz), which can be used 
to find the location of the sample in the file. Further-
more, the time-to-sample table (stts) provides infor-
mation about when each sample is played. Hence, the 
mapping between time and byte-offset is known to the 
client. Finally, the sync-sample table (stss) indicates 
which samples can be used for random access and 
therefore tells the client where switching between 
tracks is possible. The basic file structure of an MP4 
file is illustrated in Fig.1. Note that many more boxes 
and features are supported in the MPEG-4 file format. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

moov: contains all meta data; trak: one track or 
stream; stsd: sample description (which codec is 
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Fig.1  Basic structure of an MPEG-4 file (MP4) 
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With the knowledge contained in the moov box 
and based on the continuous observation of the net-
work throughput, the client requests for the appro-
priate parts of the file that should be transferred next 
by specifying the byte range in HTTP requests. For 
this decision he may use an RD-optimized packet 
scheduling algorithm as mentioned above, however, 
the decision process within the client does not need to 
be specified and is open to the implementer.  

Data is received from the server through HTTP- 
GET requests with the support of byte ranges, which 
is the only interaction between client and server. In 
order to reduce the overhead of the HTTP header, the 
MP4 file is structured in relatively large chunks cov-
ering 3~10 s of media. This simplistic approach has 
several interesting consequences that are briefly 
mentioned below: 

(1) Server complexity: Since the server is a sim-
ple Web server implementing HTTP 1.1 with the 
support of ranges, it can be implemented with sig-
nificantly reduced hardware costs based on existing 
hardware and software solutions. The fact that indi-
vidual HTTP-GET transactions are completely state-
less also leads to the implementation of server farms. 

(2) Content distribution: Existing HTTP proxies 
can be used as a basis to build very effective Content 
Distribution Networks (CDN). Hence, an effective 
alternative to multicasting can be offered based on 
well established Internet components. 

(3) Reduced signaling and control: Since the 
framework is completely client driven, cumbersome 
signaling protocols during setup and streaming are 
avoided. The need for translating setup information 
from the MP4 file into SDP is avoided since the client 
reads the file directly. Instead of using an RTSP-pause 
request, the client simply pauses sending HTTP-GET 
requests. Even a fast-forward can be implemented by 
the client by selecting a low resolution track that can 
be received and decoded faster than real time— 
without the need of an extra control protocol. 

(4) TCP-friendliness and firewall traversal: 
Since HTTP is based on TCP, these practical prob-
lems are resolved implicitly. 

(5) Channel measurement: In adaptive RTP 
streaming the problem of channel measurement often 
arises. In particular the problem of estimating the 
available bit rate as required for switching to higher 
layers requires more than basic RTCP RR measure-

ments. During an HTTP-GET request, however, the 
channel is automatically probed for the available bit 
rate using TCP’s rate control mechanism. Interest-
ingly, server bottlenecks are treated in the same way 
as link bottlenecks which is very reasonable. 

(6) Media unawareness: No special RTP payload 
format has to be designed for each new adopted media 
format. 

As mentioned above, TCP-streaming has in-
herent limitations compared to RTP-streaming, espe-
cially when low delay and most effective usage of the 
available bit rate is of most importance. Wang et 
al.(2004) conclude that “TCP generally provides 
good streaming performance when the available TCP 
throughput is roughly twice the media bit rate”. 
However, this finding is derived from the assumption 
of a constant media bit rate and packet rate. In our 
approach, the media bit rate is adapted to the available 
bit rate, i.e., by selecting the appropriate track, the 
client can assure that the available TCP throughput is 
twice as big. Our experiments (see below) revealed 
that even a lower safety margin of 80% is sufficient 
for continuous media playout. 
 
 
EXPERIMENTAL RESULTS  
 

In the following we present experimental results 
from a simple MP4/HTTP client implementation. An 
example video sequence of 42 s duration is encoded 
with H.264/AVC at seven quality levels and stored in 
an MP4 file in separate tracks using alternate groups. 
We do not use any scalable encoding techniques but 
simply store redundant encodings at different bit rates 
using the same spatial resolution. Each track consists 
of 10 chunks (4 s each) which are started by IDR- 
Frames to allow switching between tracks. Fig.2 il-
lustrates the bit rate of each chunk showing the VBR 
nature of encoding. The MP4 file is served from a 
standard Apache Web server. 

The client implements the following simple 
track selection algorithm: During the previous trans-
fer of a chunk it estimated the available bit rate by 
dividing the total size of the received chunk by the 
measured time. This value is reduced by a safety 
factor (0.8) and the next biggest chunk which allows 
maintaining of a certain target time in the client buffer 
is selected for transmission. Note that, due to the VBR 
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characteristic of the file, this means a content adaptive 
switching between tracks when the link rate is ap-
proximately constant. 

Fig.3 shows the transmission of chunks. The 
width of each rectangle corresponds to the duration of 
the transmission while the height is proportional to 
the measured rate during the transfer. The narrow 
rectangles are from audio tracks which are also 
transmitted but are ignored here. The maximum link 
bit rate for this experiment is 1000 kbps. As can be 
seen, the stream is transferred in bursts during which 
the transmission rate is increased as much as allowed 
by the link rate. This allows us to probe the channel 
repeatedly for the available bit rate.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

This experiment was conducted for various link 
bit rates of 200 to 2000 kbps, i.e. the link bit rate was 
artificially limited to 200, 300, 400, … kbps. The 
resulting distribution of selected tracks for each link 

rate is illustrated in Fig.4 showing that tracks with 
higher numbers, i.e. higher quality, are selected more 
frequently as the link bit rate increases. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Finally, Fig.5 shows the probability of buffer 
under-run for different link bit rates. The figure 
compares a progressive download of a single track 
with the proposed adaptive download technique. Ob-
viously, the single track approach fails as the link bit 
rate drops below the average media bit rate. Only 
adaptive track switching avoids buffer under-runs 
over the complete range of link bit rates (at least as 
long as a small enough media bit rate is available in 
the file). 
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CONCLUSION 
 

For streaming applications where low delay is 
not of most importance, adaptive streaming tech-
niques based on RTP tend to be more complex than 
required. On the one hand the complexity of specifi-
cations poses a risk to interoperability. On the other 
hand, the computational requirements on the server 
are very high and hinder cost effective solutions. In 
contrast, a simple client-driven approach based on the 
MP4 file format and HTTP, has conceptual and prac-
tical advantages and is easily implemented as dem-
onstrated by initial experiments. 
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