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Abstract:    The 3rd generation partnership project (3GPP) has defined the protocols and codecs for implementing media 
streaming services over packet-switched 3G mobile networks. The specification is based on IETF RFCs on audio/video transport. 
It also adds new features to achieve better adaptation to the mobile network environment. In this paper, we propose an algorithm 
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higher video quality. 
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VIDEO STREAMING OVER CELLULAR NET-
WORKS 
 

Video streaming over mobile networks is at-
tracting a steadily growing user community and is 
more and more being perceived as a substantial ser-
vice for mobile entertainment. However, the devel-
opment of this trend is distorted by technical diffi-
culties such as low channel bitrates and service dis-
ruption caused by cell handovers and poor network 
coverage. The former technical difficulty can be cir-
cumvented by deploying highly efficient compression 
algorithms such as H.264/AVC video coding that 
achieves reasonable video quality at relatively low 
bitrates. Connection interruptions due to poor net-
work coverage can be detected and fixed by correct 
network planning measures performed by the mobile 
network operator. However, cell handovers are more 
difficult to address. In this paper, we study the effects 
of handovers on video streaming sessions and pro-
pose an algorithm to cope with handovers while 
achieving fairly constant video quality.  

During the lifetime of a streaming session, the 
mobile device may need to perform several handover 
operations. Fig.1 depicts a scenario where a user is 
moving between two cells, which results in a hand-
over. A handover can be initiated for several reasons, 
such as low signal quality in the active cell in uplink 
or downlink channel, detection of a better signal from 
a neighboring cell, inability to meet Quality of Ser-
vice requirements anymore by the current cell, or user 
mobility. 
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Fig.1  Example of an inter-system handover (between 
radio network controllers/base station controllers) 
initiated by mobility 
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A handover can be either seamless (soft or softer) 
or hard. Seamless handovers are transparent to the 
application. In other words, the connection interrup-
tion and the resulting packet delays and packet losses 
are insignificant to the application. Hard handovers 
usually take place when there is need to switch be-
tween frequencies and/or systems (e.g. when moving 
from 3G to 2G networks or vice versa). During a hard 
handover, the previous link layer connection is torn 
down and a new link layer connection is established 
in the target cell, although the application layer con-
nection is maintained. This usually will result in a 
significantly long connection interruption, which in 
turn will incur increased transmission delays and 
packet loss. The handover may last for several sec-
onds, during which no data is delivered to the receiver. 
The handover problem has been studied thoroughly at 
the data link and network layers (Banerjee et al., 2003;  
Wisely et al., 2002). However, little work has studied 
the effects of handover at the application layer. 

Coping with hard handover effects at the appli-
cation layer has been addressed by (Kampmann and 
Baldo, 2004; Schierl et al., 2005; Schierl and Wie-
gand, 2004). The proposed solutions use an estima-
tion of the receiver buffer duration and a threshold 
value to detect handovers. They then use a priority- 
based scheduling algorithm to achieve pre-configured 
levels for the different significance classes (inde-
pendent decoding refresh, reference, and non-      
reference pictures) at the receiver buffer. Pictures are 
sent in significance class order until the pre-        
configured buffer occupancy level of that significance 
class is reached, after which the next significance 
class is considered. 

Finally, if the buffer level is too low, stream 
switching is performed. The drawbacks of this ap-
proach are: 

(1) The handover detection is delayed compared 
to the method in this paper, as the buffer occupancy 
for the different significance classes decreases rela-
tively slowly as the consequence of a handover. This 
is especially the case in the absence of negative   
acknowledgement messages, possibly due to packet 
loss induced by the handover. 

(2) The priority-based scheduling algorithm may 
lead to a prolonged period of slide show presentation. 
This is mainly due to the usage of the interleaved 
transmission. During the time when a high signifi-

cance class buffer level is refilled, several lower class 
media units may have passed their display time and 
cannot be transmitted anymore. 

(3) When a long enough buffering delay is used 
as is typical in video streaming sessions, the server 
usually has enough time to retransmit some of the 
important lost media units. The priority-based 
scheduling does not make use of that available time to 
recover the media units that were lost during the 
handover. 

(4) Stream switching may be applied after a 
handover to achieve a reduction in the server output 
rate. This, however, may turn out to be unnecessary as 
the channel bitrate after the handover will usually not 
undergo significant changes. 

In this work, we address all of the previously 
mentioned drawbacks in a new proposal for a fast 
buffer refill algorithm. The rest of the paper is struc-
tured as follows. Section 2 outlines the proposed fast 
buffer refill algorithm and describes the scheduling 
algorithm. Section 3 discusses the experimental re-
sults. The paper is concluded in Section 4. 
 
 
FAST BUFFER REFILL ALGORITHM 
 

While performing a hard handover, the mobile 
device temporarily loses the connection to the net-
work. During this period, the network will buffer the 
data packets that are sent to the mobile device. This 
will ultimately lead to high transmission delays that 
affect the data packets sent during the handover pe-
riod. The network buffer may overflow and cause 
packet loss. 

The mobile receiver also maintains a receiver 
buffer to smooth out transmission delay jitter. In-
coming media packets are queued in the receiver 
buffer until the decoding time of the corresponding 
media units is reached. 

During a long handover period, the receiver 
buffer drains as no new media units are arriving. Fig.2 
depicts the receiver buffer level in bytes, in media 
units (network abstraction layer units, i.e. NAL units, 
in the case of H.264/AVC video), and its playout 
duration, during and after a handover. The buffer 
playout duration is calculated as the time span be-
tween the timestamps of the oldest and most recent 
media units in the receiver buffer. 
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The figure shows a drop in the buffer duration 
and occupancy, which is due to data consumption 
without data coming in at the receiver. Just after the 
handover, the buffer starts to fill up in a monotoni-
cally increasing manner, which reflects the picture 
freezing that takes place as a consequence of the data 
loss. Without taking the necessary measures to refill 
the buffer, those picture freezing actions may be an-
noying to the viewer and may also cause the receiver 
buffer to underflow. This by consequence will lead to 
a playout interruption for long periods of time and 
will trigger re-buffering. This is usually perceived as 
more annoying by the viewer than playout with a 
reduced frame rate.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Detection of handover 
In this paper, we propose a mechanism for de-

tection of hard handovers without referring to lower 
layer indications. In (ETSI TS 126 234 V 6.5.0, 2005), 
the 3GPP packet switched streaming (PSS) mandates 
the usage of the RTP profile for audio and video con-
ferences with minimal control (Schulzrinne and 
Casner, 2003). It also recommends the usage of the 
extended RTP profile for RTCP-based feedback 
(RTP/AVPF) (Friedman et al., 2003). Furthermore, 
3GPP PSS recommends the implementation of the 
RTP control protocol extended reports (IETF RFC 
3611) and also specifies the next application data unit 
(NADU) RTCP APP packet for client buffer feedback 
(ETSI TS 126 234 V 6.5.0, 2005). An overview of 
how to use the different feedback mechanisms de-
fined by 3GPP PSS can be found in (Kampmann and 
Baldo, 2004). 

RTP and the supported RTP profiles allow for 
periodic reporting sent to the sender by the receiver. 
The frequency of these reports can be adjusted by 
appropriately setting the bandwidth reserved for these 
reports in the session description using the RR 
bandwidth modifier. The receiver then estimates the 
average time between two consecutive RTCP reports 
as follows (where a single receiver is assumed), 

 

 RTCP_avg
RR_avg = ,

×( 1.5)
S

∆
RR e −

                    (1)  

 
where SRTCP_avg is the average RTCP packet size, and 
RR is the bandwidth reserved for reception reports as 
described before.  

We propose to use the RTCP receiver reports as 
an indication for hard handovers. Since hard hand-
overs may last for up to several seconds, the handover 
period will usually cause delay and loss of several 
consecutive receiver reports. Each time the server 
receives a reception report, it should calculate the 
time period between the reception of the current and 
last reception reports. If the time period exceeds a 
predefined threshold value, the server should assume 
that a handover took place. The threshold value 
should be selected appropriately to take into account 
packet delays and losses due to other factors that 
could hinder in-time reception of reception reports. 
The threshold value could e.g. be set as follows: 

Fig.2  Receiver buffer during and after a hard hand-
over operation. (a) Receiver buffer duration; (b) 
Amount of NAL units in the receiver buffer; (c) Re-
ceiver buffer occupancy 
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                      Tthr=m×∆RR_avg,  (2) 
 

where m can be adjusted according to the expected 
channel conditions in order to cover long enough 
delay and loss burst periods.  

The server may also use the feedback messages in 
the RTCP compound messages to make a more pre-
cise decision to detect the position of a handover 
within the transmitted packet sequence. This may e.g. 
be performed using negative acknowledgement 
(NACK) feedback messages or the loss fraction in-
formation. The RTP retransmission payload format 
(Rey et al., 2005) can be used to signal the packet 
losses to the streaming server using feedback mes-
sages within extended receiver report blocks. 

It is recommended that enough bandwidth is re-
served for receiver reports, so that the time gap be-
tween two consecutive reports is fairly short (in the 
order of a few hundred milliseconds). This will allow 
for frequent reporting to the server and more accurate 
estimation of the interruption period. 
 
Rate adaptation after handover 

During the setup of a streaming session, the re-
ceiver may inform the server about the conditions of 
its wireless link using the “3GPP-Link-Char” header 
field, which may be conveyed to the server in SETUP, 
PLAY, OPTIONS, or SET_PARAMETER RTSP 
(Schulzrinne et al., 1998) messages. The parameters 
included in the “3GPP-Link-Char” header field in-
clude the guaranteed bit-rate and the maximum 
bit-rate of the link. 

Furthermore, the server can use the RTCP re-
ception reports and the feedback messages from the 
receiver to estimate the available channel bandwidth. 
Curcio and Leon (2005) summarized the tools and 
feedback mechanisms available in 3GPP PSS for rate 
adaptation. Bouazizi and Wenger (2004) presented a 
rate estimation algorithm based on RTCP feedback 
information that can be deployed for rate adaptation.  

The information on the channel bandwidth is then 
used by the server to increase its output rate after a 
hard handover period in order to refill the receiver 
buffer at a faster pace. The aim is to restore the buffer 
duration to its state before the handover took place. 

Fig.2a depicts the buffer duration during and after 
a hard handover. The buffer duration starts decreasing 
during the handover, as the receiver is only consum-

ing data. After the hard handover is over, the receiver 
starts receiving new RTP packets, which have a sig-
nificantly larger playout time than the media units 
already present in the receiver buffer. In consequence, 
the buffer duration is suddenly increased. This, 
however, does not reflect the amount of data in the 
receiver buffer as shown by figures (Figs.2b and 2c). 
The buffer duration drops down to a low level after all 
the media units that were received prior to the hand-
over are consumed. The result is then a long picture 
freeze period, where the receiver has nothing to 
playout, as the corresponding media units were lost 
during the hard handover. If the handover period lasts 
longer than the receiver buffer duration prior to the 
handover, the receiver buffer will underflow and the 
playout will be completely interrupted for a long 
re-buffering period. 

The fast buffer refill algorithm, introduced in this 
paper, aims at recovering from the handover by re-
ducing the playout interruption and bringing the re-
ceiver buffer duration to its original level prior to the 
handover. This will allow us to cope with future hard 
handovers while providing a reasonable video quality 
after the handover period. The fast buffer refill is 
essentially done by partially retransmitting the iden-
tified missing media units at a maximum data rate, as 
indicated with the maximum bit-rate parameter in the 
“3GPP-Link-Char” header field or concluded by the 
server otherwise, during a short time period. The fast 
buffer refill period can be adjusted to be long enough 
to achieve reasonable video quality and short enough 
to end up before the next handover. It should also not 
be too long so that it does not incur a high traffic load 
and cause network congestion by sending at higher 
bitrate for a long period of time. 
 
Optimal scheduling for fast buffer refill 

Whenever a hard handover is detected, the server 
triggers the fast buffer refill algorithm. The server 
calculates in a first step the output rate as described in 
Section 2.2. It then selects a set of media units out of 
the look-ahead period and schedules them for trans-
mission at the calculated output rate.  

In this section, we describe the scheduling algo-
rithm used to achieve optimal video quality when 
deploying the fast buffer refill algorithm. Even 
though the described algorithm is presented only for 
video, it can be extended to cope with other real-time 
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media types in the same streaming session. 
The presented scheduling algorithm uses the 

temporal scalability features of H.264/AVC coding, 
which are introduced in this paragraph. 

There are two temporal scalability methods in 
H.264/AVC, which complement each other. First, 
non-reference pictures are such that they are not used 
as prediction reference for any other pictures in the 
bitstream and hence they can be disposed of without 
affecting the decoding of the remaining pictures. 
Non-reference pictures can be of any picture coding 
type (e.g. inter predicted pictures or bi-predicted 
pictures). 

Second, the sub-sequence technique provides 
means for hierarchical temporal scalability, in which 
pictures are arranged in sub-sequence layers and 
sub-sequences within those layers. A sub-sequence 
consists of a number of inter-dependent pictures that 
can be disposed of without affecting the decoding of 
any other sub-sequence in the same sub-sequence 
layer or any sub-sequence in any lower sub-sequence 
layer. Fig.3 presents an example of a sub-sequence 
consisting of a bi-predicted reference picture and two 
bi-predicted non-reference pictures. The sub-          
sequence technique enables easy identification of 
disposable chains of pictures when processing 
pre-coded bitstreams. Sub-sequence layers are ar-
ranged hierarchically based on their dependency on 
each other. The base layer (layer 0) is independently 
decodable. Sub-sequence layer 1 depends on some of 
the data in layer 0, i.e., correct decoding of all pictures 
in sub-sequence layer 1 requires decoding of all the 
previous (in decoding order) pictures in layer 0. In 
general, correct decoding of sub-sequence layer N 
requires decoding of layers from 0 to N−1. It is rec-
ommended to organize sub-sequences into sub-   
sequence layers in such a way that discarding of en-
hanced layers results in a constant or nearly constant 
picture rate. Picture rate and therefore subjective 
quality increase along with the number of decoded 
sub-sequence layers. The sub-sequence technique is 
presented in more details in (Tian et al., 2005). The 
paper also concludes that both temporal scalability 
features are beneficial in terms of compression effi-
ciency when compared to non-scalable bitstreams and 
that certain sub-sequence structures improve com-
pression efficiency compared to the use of non-   
reference pictures. 

 
 
 
 
 
 
 
 
 

 
The proposed scheduling algorithm is based on 

assigning the pictures of the video stream into sig-
nificance classes according to their sub-sequence 
layers. If no sub-sequence layering is defined for the 
stream, all reference pictures are considered to be in 
sub-sequence layer 0. The significance of a 
sub-sequence layer is further refined as follows. For 
the base layer, i.e. sub-sequence layer 0, the following 
order of significance, from highest to lowest, is used: 

(1) Pictures starting a base layer sub-sequence 
and which are coded as a response to scene or shot 
change. Various methods have been proposed for 
detection of scene changes. Wang et al.(2003) de-
scribes a method to detect scene changes from coded 
sequences using scene information Supplemental 
Enhancement Information messages. 

(2) All other pictures starting a base-layer sub- 
sequence. 

(3) All other pictures in a base-layer sub-         
sequence. 

Non-reference pictures are always classified in 
the lowest significance class below the significance 
class of any reference pictures. This classification 
coarsely reflects the significance of the pictures to the 
decoding process and the perceived visual quality. 

Based on this classification method, the sched-
uling algorithm is aimed at achieving a receiver buffer 
duration D after a fast buffer refill period ∆refill<D. As 
discussed in Section 2.2, ∆refill should be selected 
carefully. A value approximately equal to the length 
of the handover period is generally a good choice for 
the length of the refill period. 

During ∆refill, the server is sending at an increased 
rate Rrefill, as indicated in the previous section, in order 
to achieve a fast buffer refill.  In order to do so, the 
server adjusts the gap between every two consecutive 
packets to match the target rate Rrefill. 

The total amount of data sent during the fast refill 
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Fig.3  Example of sub-sequence usage 
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period can then be calculated as follows: 
 

             Stotal=Rrefill×∆refill.                       (3) 
 

Given this constraint on the total amount of data 
to send during the fast buffer refill period, the server 
performs a look-ahead operation of at least ∆refill+D 
seconds, to select a set of pictures (or NAL units) to 
be transmitted during the buffer refill duration ∆refill, 
in order to reach the target receiver buffer duration 
time D and at the same time to maximize the playout 
quality. For this purpose, the server builds up a set of 
pictures that belong to the timeframe starting at the 
last correctly received picture before the handover 
and ending after ∆refill+D seconds. Let us assume that 
this operation results in n pictures. 

This optimization problem can be formulated as 
follows: 

 

 
1 ( )

max ,
n

i i j
i j references i

c x x
= ∈

⋅ ⋅∑ ∏                  (4) 

where 

   total
1

,
n

i i
i

s x S
=

⋅ ≤∑        (5) 

and 
tmax−tmin≥D+∆refill,                      (6) 

where 

max (1,..., )
= max { },i ii n

t t x
∈

⋅                        (7) 

min (1,..., )
= min { | =1}.i ii n

t t x
∈

             (8) 

 
xi∈{0, 1} defines whether the ith  picture is scheduled 
for transmission or not. references(i) indicates all 
(direct and indirect) reference pictures to picture i. ci 
indicates the significance class of the ith picture and si 
the size of that picture. The tmin and tmax are the 
smallest and largest picture display timestamps of 
pictures selected for transmission respectively. 

The following algorithm is then used to solve this 
problem: 

(1) Set all xi to 0; Set the current significance 
class C to the highest significance class; set current 
picture index i to n; set total size S to 0; 

(2) Check if picture i belongs to significance class 
C and xi=0 and S+si≤Stotal and the reference pictures of 
picture i, if any, are scheduled for transmission; 

(3) If true, schedule the picture for transmission 

by setting xi=1. Update S to be S←S+si, goto Step 10; 
(4) Check whether all pictures of the current sig-

nificance class are handled; 
(5) If not, update i to be the index of the next 

picture. Go to Step 2; 
(6) If all pictures of the current significance class 

are handled, check whether all significance classes 
are handled; 

(7) If all significance classes are handled, go to 
Step 10; 

(8) Else, set C to the next lower significance class 
and set the current picture index i to be either n for 
significance classes containing Independent Decod-
ing Refesh (IDR) pictures and other INTRA coded 
pictures or 1 for other  significance classes. Go to Step 
2; 

(9) Check that the receiver buffer duration satis-
fies the constraint. If true then terminate the search 
algorithm; 

(10) If not increase the look-ahead and restart 
from Step 1; 

(11) Else, terminate the search algorithm. 
This algorithm selects IDR and INTRA coded 

pictures in reverse order starting from the end of the 
look-ahead buffer, in order to maximize the prob-
ability of in-time arrival of the transmitted pictures. 
The NAL units are, however, transmitted to the re-
ceiver in the decoding order. This will allow for pic-
tures, whose playout time is earlier, to arrive in time 
at the receiver. 

It then picks up other pictures in the decoding 
order, to assure that all decoding dependencies are 
considered correctly. The algorithm can be improved 
further by trying to achieve equal distribution of the 
transmitted pictures among the different sub-       
sequences. This can be easily achieved by modifying 
the search algorithm for pictures (other than INTRA 
and IDR pictures) to select pictures sequentially from 
each sub-sequence (i.o.w. the algorithm would select 
one picture and jump to the next sub-sequence). 
 
 
EXPERIMENTAL RESULTS 
 

In this section, we discuss the experimental re-
sults obtained using a mobile network emulator and 
running a streaming session. In the used mobility 
scenario, a mobile device is receiving a streaming 
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session from a fixed streaming server. The mobile 
device is moving back and forth between 2 base 
stations. Each time the mobile device crosses the 
boundary of the other cell, a hard handover takes 
place. 

The used video sequence is a looped Foreman 
sequence of length 4 min. The video sequence is en-
coded using H.264/AVC at a bitrate of about 48 kbps 
with two non-reference pictures between each two 
consecutive reference pictures. The IDR frequency 
rate is at one in every 32 pictures and the frame rate of 
the sequence is 15 fps. 

During the simulation, the streaming session is 
initiated manually, which explains the slight dis-
crepancy in the starting time of the handover period in 
the studied cases. However, this does not reduce the 
reliability of the results as the mobility scenario is 
exactly the same and the difference is lower than 1 s.  

The results for the streaming scenario without 
handover detection are shown in Fig.2. Fig.4 depicts 
the same results for the scenario where the fast buffer 
refill algorithm is activated. The buffer level curves 
(buffer occupancy and number of NAL units) show 
the difference in the playout behavior between the 
two different algorithms. In the case of no handover 
detection, the buffer level keeps increasing without 
any data being consumed shortly after the handover. 
This reflects the period when a long picture freeze 
took place. In the case of fast buffer refill, the receiver 
is simultaneously receiving and consuming data units 
shortly after the handover period. This shows that no 
playout interruption took place, as the receiver con-
tinuously had media units to playout, although it was 
not playing at the original frame rate. On the other 
hand, the buffer duration after the fast refill period is 
on the same level as in the case where no handover 
detection occurred. 

Fig.5 compares the PSNR curves for the corre-
sponding pictures. The PSNR curve of the fast buffer 
refill scenario reflects the decisions of the fast buffer 
refill scheduling algorithm. It shows a longer degra-
dation period than the no-handover-detection scenario, 
where the video quality loss is significantly smaller. 
The causative reason for the longer degradation pe-
riod is the scheduling algorithm which picks up a 
subset of the pictures for transmission out of a period 
that lasts longer than the handover period. The aver-

age PSNR values are 32.55 dB for the fast buffer refill 
algorithm and 31.71 dB for no handover detection 
scenario. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig.4  Receiver buffer during and after a hard handover
operation with fast buffer refill activated. (a) Receiver
buffer duration; (b) Amount of NAL units in the re-
ceiver buffer; (c) Receiver buffer occupancy 
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Fig.5  PSNR curves for the cases of no handover detection
and handover detection with fast buffer refill algorithm
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CONCLUSION 
 

In this paper, we presented a fast buffer refill 
algorithm for 3GPP packet-switched streaming com-
pliant servers, which copes with hard handover 
situations. The algorithm achieves significant im-
provements in terms of the video quality at the cost of 
slightly higher transmission bitrate during the refill 
period. 
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