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Abstract:  In a mobile/pervasive computing environment, one of the most important goals of monitoring continuous spatial
queries is to reduce communication cost for location-updates. Existing work uses many cellular wireless connections, which would
easily become the performance bottleneck of the overall system. This paper introduces a novel continuous KNN query monitoring
method to reduce communication cost in the hybrid wireless network, where the moving objects in the wireless broadcasting
system construct the ad-hoc network. Simulation results prove the efficiency of the proposed method, which leverages the wireless

broadcasting channel as well as the WiFi link to alleviate the burden on the cellular uplink communication cost.
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1 Introduction

With advances in wireless technologies and the
widespread use of hand-held computing devices, the
trend toward mobile/pervasive computing has gained
momentum (Akyildiz et al., 2002). Since location
(e.g., 2D coordinates) is one of the most important
properties in a pervasive computing environment,
various location based services (LBSs) have emerged
as the promising applications (Lee et al., 2002; Jun-
glas and Watson, 2008). Accordingly, a large number
of mobile clients are expected to access a variety of
valuable information from anywhere and at any time.
According to eMarketer.com, the number of mobile
phone based LBS subscribers will be 486 million by
2012.

Recently, monitoring continuous k-nearest
neighbor (KNN) queries over moving objects attracts
considerable attention for the support of LBSs (Hu et
al., 2005; Mouratidis et al., 2005a; 2005b; Xiong et
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al., 2005; Yu et al., 2005). Given a collection of
moving objects and a long-running continuous kNN
query ¢, issued from a client, kNN monitoring
continually computes and updates the closest k
objects from a given query point g.p until g expires. A
straightforward strategy, namely a centralized
continuous kNN monitoring strategy (Mouratidis et
al., 2005a; Xiong et al., 2005; Yu et al., 2005), is to
have each moving object periodically report its
current location. Then, the server keeps re-evaluating
g and informing the client whenever the result of g
changes. However, where the server involves a large
number of moving objects and/or continuous kNN
queries, the performance may degrade quickly due to
the overwhelming workload as well as a severe
communication bottleneck.

To remedy the problem mentioned above, some
recent researches (Hu et al., 2005; Mouratidis et al.,
2005b) have followed a distributed continuous kNN
monitoring strategy, where each moving object (1)
monitors a number of the associated queries and (2)
sends its current location to the server only when the
results of those queries are influenced by its move-
ment. This leads moving objects to communicate with
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the server much less frequently. Nevertheless, the
server involves the frequent dissemination of the
relevant information to support the monitoring tasks
at the moving object side. As a result, a more scalable
solution with regard to communication cost is required.

Wireless broadcasting (Imielinski et al., 1997;
Lee et al., 2002) is considered to be an effective so-
lution for the communications between the server and
moving objects, since it accommodates an unlimited
number of moving objects simultaneously at a con-
stant cost. In this paper, we propose a new distributed
continuous KNN monitoring method in the hybrid
wireless network, where moving objects construct the
wireless ad-hoc network in the wireless broadcasting
system. All the moving objects in the system are as-
sumed to be location-aware and have two radio in-
terfaces, one for WiFi and the other for cellular net-
works. Using WiFi links, the moving objects send
their current locations to some designated moving
objects, which aggregate these locations and send the
message to the server through the cellular uplink
channels. Consequently, instead of having many
cellular links as performed in the previous work
mentioned above, our proposed method uses WiFi
links together with a few cellular links to send the
current locations of the moving objects to the server.
In addition, the server sets aside a wireless broad-
casting channel to periodically disseminate query
information to the moving objects. The geographical
area covered by the system is mapped onto a 2D
regular grid of cells. Whenever a moving object
moves from the current cell to another cell, it accesses
the broadcasting channel to download the associated
information for a query monitoring task without
contacting the server.

2 Related work

Traditional research (Roussopoulos et al., 1995;
Papadopoulos and Manolopoulos, 1997; Cheung and
Fu, 1998; Hjaltason and Samet, 1999; Bohm, 2000) in
spatial databases focused on processing the kNN
query that finds the k closest data objects to a given
static query point from a static dataset. They assumed
that the data objects are indexed with spatial access
methods, e.g., the R-tree (Guttman, 1984), and used
some pruning heuristics to confine the search space.

Various methods have been proposed that deal
with KNN query processing under dynamic environ-
ments, where objects/queries are constantly moving,
(Tao and Papadias, 2002; Zhang et al., 2003). These
methods commonly use the spatial and/or temporal
validity information to answer kNN queries. However,
they deal only with efficient processing of one-time
snapshot KNN queries, and thus cannot support the
queries running continuously over the database.

Motivated by LBSs, Mouratidis et al. (2005a),
Xiong et al. (2005), and Yu et al. (2005) addressed
the continuous KNN queries and focused on main-
taining the up-to-date results of multiple long-running
continuous KNN queries. They followed the central-
ized KNN monitoring strategy, and used the grid index
structure. In addition, they did not assume the specific
motion patterns of the moving objects. Specifically,
in their approaches, the server (1) partitions the data
space into a regular grid of cells to index moving
objects, and (2) periodically re-evaluates the result of
continuous kNN queries at each update cycle based on
the location-updates received from the moving objects.

Yu et al. (2005) proposed two main-memory
indexing methods with different scenarios for con-
tinuous KNN monitoring on moving objects, namely
object indexing and query indexing. For the object
indexing method, the overhaul query re-evaluation
and the incremental query re-evaluation were intro-
duced. Query indexing, which is suitable only for the
small number of continuous kNN queries, indexes
query points instead of moving objects. The authors
also introduced the hierarchical version of the object
indexing to improve the overall performance when
the moving objects are not uniformly distributed.

Xiong et al. (2005) presented the shared execu-
tion algorithm for evaluating a large set of continuous
KNN queries continuously (SEA-CNN). SEA-CNN
uses an incremental KNN monitoring method, where
the query re-evaluation algorithm considers only the
moving objects that may affect the current results of
continuous KNN queries. SEA-CNN assumes that the
moving objects are indexed with a grid index in the
secondary memory and focuses only on incrementally
re-evaluating the query results without considering
the initial query evaluation.

The best known method for continuous kNN
query monitoring is the conceptual partitioning
method (CPM) proposed by Mouratidis et al. (2005a).



Kwon et al. / J Zhejiang Univ-Sci C (Comput & Electron) 2011 12(3):213-220 215

CPM virtually organizes the cells of the grid into
rectangles based on their proximity from each con-
tinuous KNN query point g.p. With the help of the
virtual rectangles, the query re-evaluation algorithm
visits the minimal set of cells.

Some recent research (Hu et al., 2005; Mourati-
dis et al., 2005b) followed the distributed computa-
tion strategy for monitoring continuous KNN queries,
where the server pushes some monitoring tasks to the
moving objects’ side. This approach achieves sig-
nificant savings in terms of server load as well as
communication cost when compared with the cen-
tralized kNN monitoring strategy.

Hu et al. (2005) presented the first distributed
monitoring method for continuous kNN queries,
where they employed the concept of ‘safe region’.
Specifically, each moving object o was assigned a
circular/rectangular area, such that o should report its
current location to the server only when o exits from
this area. Otherwise, 0 does not need to report its
location since its movement does not affect the result
of any continuous kNN query.

Mouratidis et al. (2005b) proposed a threshold-
based distributed monitoring method. The basic idea
is to categorize the moving objects into two sets for
each continuous KNN query qg: the inner objects and
the outer objects. Specifically, the objects that cur-
rently belong to the result of q are called the inner
objects and the remaining objects are called the outer
objects. In addition, for each object o, a threshold was
calculated so that as long as o is within the range
defined by the threshold, its movement does not affect
the result of g. Consequently, this method minimizes
the communication cost between the moving objects
and the server.

Although the methods proposed in Hu et al.
(2005) and Mouratidis et al. (2005b) reduced the
communication cost to a limited extent, they used
many cellular links, which became the communica-
tion bottleneck in the system.

3 The proposed method
3.1 System overview

The system consists of a centralized server, a
base station, and a large number of moving objects.
Each moving object has two wireless interfaces, one

for WiFi and the other for cellular networks (e.g., 3G
cellular networks), which enable each moving object
to operate in both the ad-hoc mode and the cellular
mode.

The server can periodically broadcast informa-
tion through a public wireless broadcasting channel
accessible to all moving objects in the system. Also,
the server plays a role of a mediator for monitoring
tasks at the server side and the moving objects side.
We assume synchronized time between the server and
the moving objects. Consequently, the server can
broadcast messages to the moving objects at the
pre-scheduled time slots, while the moving objects
periodically access the broadcasting channel at these
time slots. Fig. 1 shows the general architecture of the
system.

Wireless broad‘cast channel Broadcast query information
gis={q.p, k, g.result, best_dist}
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Fig. 1 General architecture of our proposed system for
monitoring KNN queries

When a moving object o needs to report a loca-
tion-update message to the server, instead of sending
it directly to the server via the cellular uplink channel,
0 sends it to the designated moving object, referred to
as the header object, via the WiFi link. The header
object is responsible for (1) receiving the loca-
tion-update messages from a number of moving ob-
jects, (2) aggregating these messages, and (3) sending
them to the server via the cellular uplink channel. The
routing of the messages from the moving objects to
the header object is accomplished by using one of the
location aided routing (LAR) protocols (Giordano et
al., 2003).

3.2 Grid index and the notion of the influence
region

The geographical area covered by the system is
assumed to be a unit space, i.e., [0, 1)x][0, 1), and is
mapped onto the regular grid of cells. The extent of a
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cell on each dimension is 1/6 so that the cell c(i, j) at
column i and row j (starting from the low-left corner
of the grid) maintains the information of all the
moving objects with x-coordinate in the range [ix(1/6),
(i+1)x(1/6)] and y-coordinate in the range [j*(1/9),
(j+1)x(1/9)]. Note that ¢ is the system parameter set at
the system initialization period. Among the moving
objects in each cell c(i, j), the object superior to the
other objects in terms of computational capability and
memory capacity is selected as the header object.
One important concept for monitoring continu-
ous KNN queries is the ‘influence region’. Intuitively,
although there are numerous objects that move in
arbitrary directions with arbitrary velocities in the
system, it is sufficient to consider the objects whose
movements may affect the results of some continuous
kNN queries. For the remainder, we no longer need
the up-to-date location information. According to the
methodology of Babcock and Olston (2003) and
Mouratidis et al. (2005b), we can avoid continually
sending a large number of location-update messages.
The influence region of each continuous kNN query q
enables the possibility of minimizing the communi-
cation cost. It is the circular-shaped region centered at
the query point g.p with its radius being equal to
best_dist. Here, best_dist is the distance from q.p to
the kth object in the current result of g. The influence
region guarantees that the result of g is not changed if
no location-update occurs inside this region. For
example, Fig. 2a illustrates the initial influence region
of a query g with its result being {01, 02, 03}. Assume

[ ]
[ ]
[ ]
Fig. 2 Influence region of a query with three nearest
neighbors

() Initial influence region; (b) Changed moving object;
(c) Re-evaluated influenc region

that an object 0, changes its location as depicted in
Fig. 2b. Since the location-update occurs inside the
influence region of q, the result of q is influenced, and
thus it must be re-evaluated. After re-evaluation of g,
a new influence region is assigned to o; (Fig. 2c).

3.3 The proposed KNN monitoring method

The whole monitoring procedure consists of two
phases: the initial evaluation phase and the subse-
quent continual re-evaluation phase. In the initial
evaluation phase, the server retrieves the initial result
of a continuous kNN query. Then, the continual
re-evaluation procedure, which keeps the query result
up-to-date, is launched.

3.3.1 Initial evaluation

The server maintains the following data struc-
tures (Fig. 3):

Query table QT: QT stores queries with their
coordinates, the values of k, current results, and the
values of best_dist.

Grid index G: The server maps the geographical
area onto grid G of cells, each of which is 6% square
area. Each cell c(i, j) of G is associated with (1) the
list of continuous kNN queries whose influence re-
gions intersect c(i, j) and (2) the information of the
header object that lies within c(i, j).

Local query

Q1

[¢F]

Moving Local Xe, Ye>
object query list ///, K
RER 4 Y best_dist
h current result
On-1
Grid

On

Fig. 3 Data structure maintained at the server

Once a continuous KNN query q is registered, the
server first updates QT accordingly. Because the
server does not know the initial result of g, it sets the
result of g to . Assuming the server knows only the
cardinality |O| of a set of moving objects O={04, 02, -,
0|o|} but not its distribution, it sets qg.best_dist=

k / (n|Q|). The rationale is that for the uniform dis-

tribution of the moving objects in the unit space, the
circular region centered at g.p with its radius equal to
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Jk/(n|O]) is expected to contain k objects (Bohm,

2000).

On each moving object o, a local query table
o.lgt is maintained to store the information of the
queries whose influence regions intersect the cell in
which the object resides. Each entry in Igt has the
following format: <q;, g.coordinates, q.best dist>,
where g; is the identifier of the query g. Based on
g.coordinates and q.best_dist, o easily determines the
influence region of g. Only the location-update af-
fecting the influence region may change the result of g.

In existing methods, when a moving object o
moves from the old cell to the new cell c(i, j) of grid G,
0 contacts the server to request the queries whose
influence regions currently intersect c(i, j). In contrast,
in the proposed method, the server periodically dis-
seminates the query information through the dedi-
cated broadcasting channel. Fig. 4 illustrates the
broadcast stream. Instead of directly contacting the
server, o just accesses the broadcast channel. Then, it
downloads and monitors the associated queries, and
sends the location-update message (if necessary) to
the corresponding header object via the WiFi link. We
use one of the LAR protocols (Ko and Vaidya, 1998)
for simplicity and efficiency. The header object re-
ceives the location-update messages from a number
of moving objects, aggregates these messages, and
sends them to the server through the cellular uplink
channel.

Query list
Cm,n

CO,O <X, Ye, K, current result, best_dist>|

el [ B[]

Current broadcast stream

O

0,0

Fig. 4 Broadcast stream of query information

After receiving the aggregated messages from
each header object in each cell, the server checks if,
for each continuous kNN query ¢, the number of the
objects that lie within the circular region, centered at
g.p with its radius equal to q.best dist (e.g.,

Jk/(mO]) ), is equal to or larger than k. If so, the

server simply evaluates the result of g, and updates G
since it has sufficient information. Otherwise, it sets

larger g.best_dist based on the density information
received from the header objects and updates the G
accordingly. Note that the initial result can be evalu-
ated when the server collects at least k moving objects.
Algorithm 1 presents the algorithm of this process.

Algorithm 1 Initial evaluation phase
(a) Server side algorithm
Data structure: Query table QT
Input: Query q
1. Update QT;
Set g.result=gj;

2.
3. Setq.best_dist=1/k / (nO]) ;
4.

Update broadcast stream S;

(b) Client side algorithm

Data structure: Local query table o.lgt
Input: A broadcast stream S

1. ifitis not a header object then

2. if its movement affects some influence region then

3. Send a location-update message to the header
object (via a WiFi channel);

4. end if

5. else //itisaheader object

6. Aggregate messages from other moving objects;

7. Send the messages M to the server

(via a cellular uplink channel);
8. endif

3.3.2 Continuous re-evaluation

The continuous re-evaluation phase for a query
is launched after the initial result of the query is re-
trieved to keep the query result valid when the mov-
ing objects in the system cause a change to the current
query result. The core idea of the continuous
re-evaluation is to leverage the computational capa-
bility of the moving objects to avoid constant loca-
tion-updates. The moving objects are allowed to
monitor their movement directly against their associ-
ated queries. Each moving object performs the fol-
lowing process based on its movement:

If a moving object has moved within its previous
cell c(i, j), the moving object (1) accesses the broad-
cast channel and retrieves the information of the
queries whose influence regions intersect c(i, j), (2)
checks the queries affected by its movement, and (3)
notifies its new location (if necessary) to the header
object in c(i, j) using the WiFi link. The header object
collects the location-update messages from moving
objects and sends them to the server through the cel-
lular uplink channel.
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If a moving object has moved out of its previous
cell c(i, j), the moving object (1) accesses the broad-
cast channel and retrieves the information of the
queries whose influence regions intersect the current
cell c(i', j"), in which it resides, (2) checks the queries
affected by its movement, and (3) transmits a loca-
tion-update message to the header object in c(i', j).
Note that it is not necessary for the moving object to
notify its movement to the header object in the pre-
vious cell c(i, j).

After receiving the messages from the header
objects, the server must update the result of each
query q affected by the movement of the moving
objects. Let |oin| and |0out be the numbers of incoming
objects (e.g., the outer objects that move into the
influence region of g) and outgoing objects (e.g., the
inner objects that move out of the influence region of
q), respectively. For each query q in the query table
QT, based on the cardinalities of |oj)| and |Ooy, the
server distinguishes the following two cases:

If |0in|>|00u|, the influence region of q guarantees
to contain at least k objects. Therefore, the server can
retrieve the new result incrementally without
re-evaluation.

If |oin|<|0out|, the server re-evaluates q using the
density information received from the header objects.

Finally, the server updates the grid G accord-
ingly since the influence region of each query g may
shrink or enlarge. Algorithm 2 presents the algorithm
of this process.

Algorithm 2 Continual re-evaluation phases

(a) Server side algorithm

Data structure: Query table QT and grid index G

Input: Aggregated location-update messages M

1. for each affected query g do

2. if the number of moving objects in the previous
influence region of q is greater than k then

3. Retrieve the new result of g;

4. else

5. Retrieve the new result of g using the density
information (easily obtained from M);

6. endif

7. Update G accordingly;

8. end for

(b) Client side algorithm

Data structure: Local query table o.lgt

Input: A broadcast stream S

1. if it has moved within its previous cell c(i, j) then

2. Invoke (b) Client side algorithm in Algorithm 1;

3. else /I it has moved out of its previous cell c(i, j)

4.  if its movement affects some influence region then

5. Send a location-update message to the header object
in its current cell c(i’, j') (via a WiFi channel)

6. endif

7. endif

4 Performance evaluation

In this section, we present the performance
comparison of the proposed method, the threshold-
based algorithm (Mouratidis et al., 2005b), and the
centralized monitoring method (Mouratidis et al.,
2005b; Xiong et al., 2005; Yu et al., 2005) with re-
gard to the overall communication cost. The overall
communication cost is defined as the sum of (1) the
number of messages sent by the server to the moving
objects and (2) the number of messages sent by the
moving objects to the server. All the experiments
were conducted on a Pentium 1V 3.2 GHz machine
with 1 GB RAM. The testbed for the performance
comparison between the proposed method and the
threshold based algorithm was implemented in Java
language.

We conducted the performance analysis on a
dataset consisting of moving objects and query points,
generated by a pseudo-random number generator.
The 64x64 grid index setting showed the best per-
formance for all methods, and thus we set the granu-
larity of the grid index G to 64x64. We varied (1) the
number of moving objects from 10000 to 100000,
(2) the number of queries from 1000 to 10000, and
(3) the value of k from 1 to 16 in the experiments.
Table 1 illustrates the parameter settings used in the
experiments.

Table 1 Parameter settings used in the experiments

Parameter
Number of moving objects
Number of queries
Value of k

Setting
10k, 20k, 40k, 80k, 100k
1k, 2k, 4k, 8k, 10k
1,2,4,8,16

Fig. 5 illustrates the impact of the number of
moving objects on the communication cost. We set
the number of queries to 4k and the value of k to 4,
and measured the communication cost by varying the
number of moving objects. In the centralized method,
the communication cost was proportional to the
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number of moving objects since each moving object
periodically sends a location-update message to the
server. In contrast, the communication costs of both
methods slightly increased. The proposed method
outperformed the threshold method. On average, the
proposed method incurred 88% of the communication
cost of the threshold method.

—B— Threshold based method

100 —©— Proposed method

< —— Centralized method

% 80r

(0]

[=))

a

@ 60

(0]

£

S 40t

(0]

E

S 20

z

O 1 1 1 1 1
0 20 40 60 80 100

Number of moving objects (k)

Fig. 5 Effect of the number of moving objects on the
communication cost with 4000 queries and k=4

Next, we set the number of moving objects to
40k and the value of k to 4, and measured the com-
munication cost by varying the number of queries
(Fig. 6). Note that the number of queries did not affect
the communication cost of the centralized method
since each moving object periodically reports its lo-
cation without considering the query information. In
contrast, the communication costs of the proposed
method and the threshold based algorithm increased
as the number of queries increased. As expected, the
proposed method achieved a better performance than
the threshold based method. This is due to the fact that
the proposed method uses the WiFi link as well as the
wireless broadcasting strategy. The proposed method
incurred 75% of the communication cost of the
threshold method.

Finally, we studied the effect of k on the per-
formance of the methods (Fig. 7). We set the number
of queries to 4k and the number of moving objects to
40k, and measured the communication cost by vary-
ing the value of k. Again, the value of k did not affect
the communication cost of the centralized method for
the same reason as above stated. As k increased, the
performances of both the proposed method and
threshold based algorithm deteriorated. This is be-
cause the larger k leads to the more query results

being changed. The proposed method clearly out-
performed the threshold based algorithm. In com-
parison with the threshold based algorithm, the pro-
posed method required only 63% of the communica-
tion cost on average.

55
—e— Threshold based method
= 50F —e—Proposed method
% 45| — Centralized method
S 0
® 40F +— ; i ;
]
e 35F
> 30t
[
Qo
£ 25}
2
20
15F
1 1 1 1 1
0 2 4 6 8 10

Number of queries (k)

Fig. 6 Effect of the number of queries on the communi-
cation cost with 40000 moving objects and k=4
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—6— Proposed method

50| —— Centralized method

—

40F  ++— :

30

20

Number of messages (k)

0 2 4 6 8 10 12 14 16
Value of k

Fig. 7 Effect of the value of k on the communication cost
with 4000 queries and 40000 moving objects

5 Conclusions

In this paper, we address the problem of moni-
toring continuous kNN queries on moving objects in a
distributed approach. Given a large number of clients,
the main purpose of our work is to continuously
manage the result of each client with minimum
communication cost. Since wireless broadcasting has
been widely accepted for disseminating information
to a large number of moving objects, we assume an
environment where moving objects construct ad hoc
networks in the wireless data broadcasting system,
and propose the method that leverages the WiFi link
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to reduce the burden on the cellular uplink commu-
nication cost. Simulation results showed the effi-
ciency of the proposed method. We expect that
monitoring continuous KNN queries will play a criti-
cal role in a variety of real-life applications in mobile/
pervasive computing environments. For future work,
we plan to extend our proposed method to other query
types like reverse nearest neighbor queries.
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