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Abstract:  The network-on-chip (NoC) architecture is a main factor affecting the system performance of complicated multi-
processor systems-on-chips (MPSoCs). To evaluate the effects of the NoC architectures on communication efficiency, several
kinds of techniques have been developed, including various simulators and analytical models. The simulators are accurate but time
consuming, especially in large space explorations of diverse network configurations; in contrast, the analytical models are fast and
flexible, providing alternative methods for performance evaluation. In this paper, we propose a general analytical model to esti-
mate the communication performance for arbitrary NoCs with wormhole routing and virtual channel flow control. To resolve the
inherent dependency of successive links occupied by one packet in wormhole routing, we propose the routing path decomposition
approach to generating a series of ordered link categories. Then we use the traditional queuing system to derive the fine-grained
transmission latency for each network component. According to our experiments, the proposed analytical model provides a good
approximation of the average packet latency to the simulation results, and estimates the network throughput precisely under
various NoC configurations and workloads. Also, the analytical model runs about 10° times faster than the cycle-accurate NoC
simulator. Practical applications of the model including bottleneck detection and virtual channel allocation are also presented.
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1 Introduction

As a type of communication infrastructure, the
network has been widely used in various systems and
domains, such as biological systems, computer en-
gineering, and electronics systems. The network
structures are particularly popular in large systems.
This may be because these architectures could keep
design complexity extremely well under control and
facilitate modular reuse (Marculescu and Bogdan,
2009). The network architectures have the inherent
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superiority to implement divide-and-conquer strate-
gies. Also, many network problems can be abstracted
and resolved by mathematical analysis, such as graph
theory, queuing systems, and stochastic modeling.
The theory provides reliability in analyzing the
communication prototypes and network behaviors.
As more and more systems-on-chips (SoCs)
adopt network communication paradigms, many de-
sign and evaluation methods in macro networks are
gradually transferred to on-chip networks. However,
the models developed for macro architectures cannot
be applied in SoCs directly, since on-chip intercon-
nects cannot be scaled down simply. The NoC fabric
not only has to satisfy the requirements of transmis-
sion delay, but also is strictly limited by resource and
energy consumption. Therefore, it is necessary to
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create a specific performance evaluation model for an
on-chip network according to system features and
traffic patterns. The separation of communication and
computation components in the design process
(Keutzer et al., 2000) further enhances the necessity
of an individual model to evaluate the exact commu-
nication efficiency.

Many approaches, targeting various types of
network architectures and traffic patterns, have been
proposed for NoC performance estimation (Marcu-
lescu et al., 2009). The wormhole routing technique
(Ni and McKinley, 1993) has the merits of minimal
communication delay, low buffer requirement, and
simple hardware implementation; hence, it is the most
popular in modern NoCs. In wormhole routing, a
packet (i.e., aworm) is divided into a sequence of flits,
which traverse along the path in a pipeline manner. As
opposed to store-and-forward switching, the basic
unit transmitted and buffered is a flit, and a long
worm may stretch across several routers and links.
The successive links occupied by the same packet
have a certain relationship in terms of transmission
latency. For example, when a packet is blocked, the
waiting time of all links it occupies will increase. In
the modeling process, the link dependency has to be
decoupled before each link is analyzed. Moreover, the
problem becomes even more complicated when vir-
tual channel flow control (Dally, 1992) is considered.
To mitigate the head-of-line blocking and increase
channel utilization, virtual channels are usually im-
plemented on top of a wormhole routing mechanism.
The virtual channels associated with one physical
channel are allocated independently to different
packets, but they compete with each other for link
bandwidth. It is not appropriate to apply merely a
single queuing model or multiple-input multiple-
output (MIMO) model to emulate the router’s be-
havior. To solve this problem, some researchers re-
sorted to the iterative methods based on routing pri-
ority in different dimensions (Draper and Ghosh,
1994) or topological sorting to obtain a computation
order of links (Hu and Kleinrock, 1997). However,
these approaches are complicated and do not explain
how to handle the situations when multiple virtual
channels are used.

In this paper, a novel simple method of routing
path decomposition is proposed to deal with the link
dependency exhibited in wormhole switching. Here,

the concept of ‘routing path’ means the only available
path between the specific source and the specific
destination in a deterministic routing algorithm. All
source-to-destination paths are composed of an or-
dered list of unidirectional links in the network. First,
we assume that no virtual channels are used, and
decompose the routing paths to obtain the physical
links labeled with routing orders. According to this
order, all links are classified into several categories. It
is easy to eliminate the link dependency by choosing a
proper computation order of link categories. Mean-
while, each link delivers traffic along different paths
to different destinations. Considering the overlap of
multiple routing paths on one physical link, we derive
the modeling parameters from the weighted average
over these of every path. Each link is modeled using
the traditional queuing systems to compute the
one-hop forwarding delay and blocking delay. Af-
terwards, the model is extended to consider virtual
channel flow control. Since the modeling method is
not limited to certain topologies or traffic patterns, a
more general analytical model can be provided for
assorted network architectures. The flexibility in
configuration makes the model much more appealing
in various situations, such as iterative optimization
and large design space exploration.

2 Related works

Given an initial NoC design specification, a
performance evaluation model is often used to iden-
tify reasonable configurations, congestion points, or
redundant resources. The model also needs to be
tractable for acceptable accuracy and fast evaluation
speed.

One type of performance model widely used is
the simulator, including Worm_sim (http://www.ece.
cmu.edu/~sld/software/worm_sim.php), PopNet (Li
et al., 2003), NIRGAM (http://nirgam.ecs.soton.ac.
uk/), and NoCSim (http://research.cs.tamu.edu/code
sign/nocsim/). These simulators are usually imple-
mented in high level modeling languages, such as C,
C++, and SystemC. To obtain the desired precision,
these models are mainly cycle accurate, and their
simulation processes are time and resource consum-
ing. Simulation models are usually developed for
specific hardware structures and applications; thus,
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most of them are poorly scalable in topologies and
traffic patterns. Since they provide very accurate
estimations, the simulators typically engage in the late
design phases when exploration space has been low-
ered to only a few choices.

Conversely, the analytical models have the
competitive advantages of good flexibility and high
efficiency. They are based on mathematical formulae
and theories, and expose the impacts on performance
of different structural parameters from the statistical
aspect. Due to much faster evaluation speed, ana-
lytical models are often used in the early stages for
design optimization and design space reduction.

Classical and valuable work about analysis tech-
niques for wormhole routing comes mainly from tra-
ditional macro-network studies (Ciciani et al., 1997;
Ould-Khaoua and Sarbazi-Azad, 2001; Sarbazi-Azad
et al., 2001). Much research in NoC field refers to
methods widely used in macro networks and parallel
computing domains. Moadeli et al. (2007a; 2007b)
used the methodology proposed in Draper and Ghosh
(1994) to generate the analytical models for mesh and
Spidergon architectures, respectively. The mesh
model does not support virtual-channel flow control.
The Spidergon routing scheme uses two virtual
channels only to avoid deadlock, and the model ne-
glects the effect of multiple virtual channels. Hu et al.
(2006) presented a performance model based on
queuing theory to solve the buffer allocation problem.
However, it is applicable only to store-and-forward or
virtual cut-through switching mechanism without
virtual channels. Ogras and Marculescu (2007) pro-
posed a general router model for arbitrary topologies
and provided three useful performance metrics for
design and optimization purposes. Regrettably, the
virtual-channel configuration was not included in
their model. Moraveji et al. (2008; 2009) used
Duato’s methodology to build an exhaustive mathe-
matical model for fully adaptive routing in irregular
networks, and evaluated the system performance at
the message level. Duato’s methodology requires two
classes of virtual channels separately for the imple-
mentation of fully adaptive routing and the deadlock-
free routing function, and the model massively cal-
culates the probability that each virtual channel is
traversed by the given source-to-destination message.
Another mathematical model of deterministic worm-
hole routing (Sarbazi-Azad, 2003) also considers the

effect of virtual channel multiplexing on network
performance for the hypercube structure.

The major contribution of this work is to dem-
onstrate a cost-effective technique of performance
evaluation for NoCs with wormhole switching and
virtual channels, and the method of routing path de-
composition is proposed to clarify the link depend-
ency. An analytical model for any type of topology is
constructed conveniently based on the traditional
queuing systems. Useful information about network
throughput and average packet latency is provided for
designers.

3 Link modeling by queuing systems

In this section, the analytical method for per-
formance estimation is presented, and the modeling
flow is demonstrated extensively. We first apply the
approach of routing path decomposition to decouple
the link dependency under wormhole routing
mechanism, and then build the performance evalua-
tion model based on the traditional queuing system.
Finally, a simple extension of the model is presented
to include the virtual-channel configuration.

3.1 Basic assumptions and notations

The system under consideration is composed of
unidirectional links, routers, and processing elements
(PEs). Routers are interconnected by links, and PEs
are attached to routers, sending data to and receiving
data from the network. The local buffers in PEs are
commonly regarded as infinite, while the routers have
finite-size input buffers. The latter are typically very
small to reduce silicon area and energy leakage, es-
pecially for NoCs using wormhole routing. Determi-
nistic routing and no cycle of link dependency are
assumed in our modeling analysis. Cycle of link de-
pendency is as defined in Hu and Kleinrock (1997),
and it may induce deadlock situations. For example, a
set of messages have reserved a cycle of links, and
each is requesting a channel held by another message
in the set. As none of these links is available on re-
quest, the messages reach a deadlock. No cycle of link
dependency ensures deadlock-free routing. More
importantly, this unidirectional feature helps us de-
compose the routing paths. Buffer organization of the
virtual channels is not included at first. Later, the
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model is extended to support multiple virtual channels.

In terms of traffic characterization, a ‘Poisson’
distribution of the packet arrival rate at each input
port is assumed to employ the Markov process,
similar to most previous works (Guz et al., 2006;
Bahn and Bagherzadeh, 2008; Arjomand and Sar-
bazi-Azad, 2009; Krimer et al., 2009). For simplicity,

we assume that all packets have a fixed size, namely L.

The packet length and buffer depth are both measured
by flits to facilitate the computation.

The notations used throughout this paper are
listed in Table 1. The detailed descriptions are pre-
sented in Section 3.3 and Fig. 3.

Table 1 Notations used in this paper

Symbol Description
B The buffer depth in terms of flits
K The port number of a router
L The packet size in terms of flits
lip Link i of path p; 1<i<d,, where d, is the number

of hops in path p

Oip The occupancy time of link I; , traversed by a
packet, during all its flits” transmissions

Aip The packet arrival rate of link I; ,

fip The one-hop forwarding delay for a header flit
through link 1,

Nip The propagation delay for a flit to pass link I; ,

bip The blocking delay for a header flit to wait in
the buffer of link I,

Wip The waiting time of the queuing model based on

link I

Sip The service time of the queuing model based on
link I,

Tp The average packet latency of path p from

source PE to destination PE

3.2 Routing path decomposition

As mentioned previously, in wormhole routing
mechanism, a packet stretching over multiple links
has established a certain relationship between the
links it occupies. Apparently, the number of links a
packet can spread is determined by the ratio of packet
length to buffer depth, that is, L/B. From another point
of view, the specified link is occupied by a packet
until the header flit reaches the next [L/BTth link.
However, if the packet is absorbed by the destination
PE not far away, links behind that PE will not be
counted in this range. More precisely, assuming a
packet has just obtained access to link i of path p,

there are still N;, links it must traverse before link i
can be thoroughly released, and N;, is given by

N; p=min( L/B, d,—i), (1)

where d; is the total number of links in path p. Eq. (1)
implies that if link i locates too close to the destina-
tion so that buffers in the residual path are not large
enough to accommodate a whole packet, the number
of links to be considered is truncated.

Consequently, we compute the occupancy time
of link i as follows:

77i,p + r-i,p' Ni,p =0’

qi 5 — Ji+N;,
Z (WJ+1,p +bj+1,p +77Lp)+ri+N.,p,p’ Ni,p 21,
j=i
()
where 1, represents the residual time during
ipr

which the packet traverses the last link involved,
either accepted by the subsequent buffer or sunk into
the destination PE. Since the residual time is very
small compared with the link occupancy time, we
neglect it for simplicity.

Eqg. (2) means that the occupancy time of link i is
equal to the time interval that the packet spends in the
routers and channels along the path, before it reaches
link i+N; .

More importantly, from Eqg. (2), we observe that,
to calculate the occupancy time of link i, the trans-
mission time on the N;, subsequent hops should first
be obtained. It is regarded that link i is unidirection-
ally dependent on the finite N;, links downstream,
and the nearer it is to the destination, the fewer links it
relies on. This is a simple instance in only one of the
routing paths. In the real network, the paths overlap
and interlace each other to share the physical links,
further aggravating the difficulty in decoupling the
link dependency.

To solve this problem, we analyze the routing
paths and label each link with a routing order. Then it
is possible to find the specific links that locate at the
tail of all paths through them. Keeping tracks, the
last-but-one link and similar others can be easily
picked out in sequence. Note that the original routing
paths have been decomposed and the physical links
are classified into a series of categories in a reverse
order of routing. That is, the last links are assigned to
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Category 1, and so on. Any link in a class certainly
relies on at least one link in the previous classes, and
this leads to a direct relationship between the succes-
sive categories. In the modeling process, links inside
the same category have no dependency and can be
computed in parallel, while those from different
categories should be resolved in a numbered order if
recursive calls are not desired.

In the sorted link categories, one link may de-
pend on multiple links in the previous categories. This
is because the physical link is shared by several
routing paths, and the packets through it are for-
warded to different branches in a given probability.
We use the weighted average method to calculate the
transmission time in the physical link. In other words,
the modeling parameters are derived for each relevant
path, and weighted by the traffic forwarding prob-
ability respectively. Then the results are summed up.
The ultimate value is used to evaluate the overall
latency of the physical link.

An example of the decomposition steps is illus-
trated in Fig. 1. An arbitrary network topology (Ogras
and Marculescu, 2007) is selected to apply the de-
composition process. The routing table for the spe-
cific topology is shown at the right side in Fig. 1a, in
which ID of the first column gives the source node,
and ID of the first row gives the destination node. The
table represents the subsequent router to be traversed
from the specified source to the specified destination,
with ‘- meaning that no path exists between the two
IDs. We derive all the routing paths from the routing
table and the corresponding four sorted link catego-
ries through the decomposition process. In particular,
two of the last links and a last-but-one link L;, are
depicted in this figure, and their original routing paths
are situated in the dashed ellipse. To resolve link Ly,
in Category 2, the unidirectional last links of L3 and
L,; should be computed in precedence. The traffic in
L, can be split into three parts, namely packets to
PE1, PE2, and PE3. Then the modeling parameters
are computed separately and finally averaged.

3.3 Modeling flow based on the queuing systems

The complete modeling flow for NoCs without
virtual channels is illustrated in this subsection. The
block diagram of the modeling method is shown in
Fig. 2.

(a) Topology Routing table
D|1|2(3|4]|5|6|7]|8
1|-12|2|4]|-]14(8]|38
211|-13 -l -7 7
3122 - 5| -1-1-
4 (1] 1|1 - 6 -
513|3]|3 6 -
6|4|4|5(4|5]|-]7]|-
712|122 -8
8|1]|5] - 7 -

Last-but-one link

(b) All routing paths l’L
Lio-->Los Lai—->L12 Lea—->La1->L1o
Lig—->Lae Lar—->Lio-->Lo3 ’LG_S_:)LSL
Lig-->Leg7 Ls3-->La2 / 7 Lecla Y N\
Lo7-->L7g Ls3-->L3o->Los N - L7o-->Los 7
Lar-->Lax Les—->La1 Lgs-->Lsg->L%2

Link categories l/L

3 4

Lea
Les
Les

Fig. 1 An example of applying the routing path decom-
position method

(a) An arbitrary network topology and the routing table; (b)
The decomposition and classification process of the routing
paths

Given a specific NoC and its application map-
ping, we obtain inputs for the modeling algorithm
including architecture and application parameters.
The former contain the routing function and propa-
gation delay in a router, and the latter contain traffic
injection rates of PEs and forwarding probabilities to
different branches. With the help of the decomposi-
tion method in Section 3.2, we successfully decouple
the link dependency from the routing paths (Step 1 in
Fig. 2), and then the queuing model could be applied
to the separate physical links. As links from different
categories have a computational order, it is necessary
to use two loops for the iteration of all links, that is,
Loop 1 for different categories and Loop 2 for links in
the same category.

Next, we use the Markov models of M/M/1/K
and M/M/1 systems to calculate the packet waiting
time of each link. There are three key parameters to
determine in the queuing models, namely the traffic
arrival rate, the system service rate, and the waiting
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buffer size. The system service rate is derived as the

average of all branches’ service time (Step 2 in Fig. 2).

The non-blocking transmission delay is resolved in
Step 3, and the blocking delay is calculated by an
M/M/1 system (Step 4). These two delays are two
parts of the total waiting time for a single hop. Finally,
after links in all categories are resolved, the average
packet latency of network is computed for each
source-to-destination path (Step 5). The highlighted
blocks represent the intermediate results derived from
the preceding steps. Steps 2—4 are all associated with
the computation of queuing models.

Architecture
parameters

Application
parameters

Routing path
decomposition
& link classification

<

Ordered categories
& links

Loop1)—— =
. oop 2= —>
| /' Y
I' p Average service
. ./ time on branches
F [ ¥ A

Computation of M/M/1/K gqueue for normal
transmission

L] L]

Computation of M/M/1 queue for blocking

1]

Individual link parameters
Average on latency of all paths
from source to destination

Average latency of
network

\
D
\

N,

Fig. 2 Block diagram of the analytical modeling flow

In the modeling process, we choose the physical
link as the modeling target, other than the router. It is
because the router locates at the cross point of several
transmission paths and the packet rate changes along
any direction. Therefore, we refer to the method
presented in Hu and Kleinrock (1997) and develop the
model in abstraction of elements around a link, in-
cluding the upstream crossbar and the downstream

buffer (Fig. 3). Also, the packet, instead of the flit, is
regarded as a customer in the queuing system, since a
packet’s transmission cannot be interrupted even
though it is divided into units of flit.

1he physical link
v I E‘é

Queue buffer " =

8] Queue N,

T~ o .-

Fig. 3 Notations used in the link model and the corre-
sponding delay parameters

To calculate the non-blocking transmission delay,
we employ an M/M/1/K system to analyze the link
model shown in Fig. 3. It has three input parameters,
namely the traffic arrival rate, the system service rate,
and the buffer size. The traffic arrival rate 4;, of each
link is calculated from the amount of data exchange in
the application and its mapping. As assumed, the
distribution of the packet arrival rate follows a Pois-
SoNn process.

The second parameter is the reciprocal of the
service time, i.e., the duration in which a packet is
transmitting along the specific link. It is similar to the
link occupancy time mentioned previously, and here
we use a simpler expression to approximate it. For
simplicity, we assume the packet service time follows
an exponential distribution. More precisely, it is de-
fined as follows:

Ni p

Sip = Z fi 3)

j=i+l

where fj, represents the one-hop transmission time in
the subsequent link j.

If the physical link has multiple subsequent
branches, the service time is calculated for each
branch. Assuming branch z is traversed by a packet at

a given forwarding probability P{Z , the average ser-

vice time is weighted by the probability and summed
up eventually; that is,
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Se = Z(Pi,fz ' NZ fj,z]‘ 4)

z j=i+l

As far as the buffer depth is concerned, the
gueuing model has a different capacity from the ac-
tual buffer in the router. As shown in Fig. 3, all
packets before the crossbars have an influence on the
waiting time of the physical link considered. That is,
packets requesting this physical link are all regarded
as customers waiting for the queuing server. There-
fore, the queue buffer is extended to (x—1)+ B/L] in
size of packets, where x is the port number of a single
router. The crossbar has « inputs and x outputs re-
spectively, but packets from a certain input will not
turn back to the output in the same direction, so only
xk—1 inputs in crossbar can request for the unidirec-
tional link.

For an M/M/1/K system with the three variables
mentioned above, the average waiting time is com-
puted by (Lu, 2009)

— pi,p _ Kpi},<p
/’li,p(l_pi,p) /’li,p(l_pi’fp)'

(®)

Wi

where pi,=Zipluip reflects the traffic load of the
queuing system. It is notable that Eq. (5) is applicable
only in the situation where the network is not over-
loaded (pip<1, Vlip). uip=1/sip is the average service
rate.

This M/M/1/K queue has another important pa-
rameter, the blocking probability, which is given by

(1= p,)A
Ph = ——2—F, (6)

In an ideal queuing system, when an arriving
customer finds the buffer full, the customer is lost and
the system is blocked. However, in many real net-
works, packets are not rashly discarded but keep on
waiting in the upstream routers until the next buffers
are available. Therefore, when the network is severely
congested, the average waiting time will increase
sharply. To emulate this phenomenon, we use an
M/M/1 queue to calculate the blocking delay. We
name it the blocking model, and it has the same
packet arrival rate and service time as the corre-
sponding link model. The average waiting time of the
infinite queue is achieved as (Lu, 2009)

inf _ Pip ) 7
hP /’i’hp(l_pi,p) "

The blocking delay b;,, is induced by the situa-
tion where one of the downstream buffers is full. Its
value is small when the subsequent N;, links are not
congested, and increases as the blocking probability
becomes high. Thus, the blocking delay is approxi-
mated as

N, _
bi,p =(Pi,bp + Z (PlfJ ) Pjt?p)JWil?;’ (8)
j=i+l

where Rfj represents the packet forwarding prob-

ability from link i to link j.

In the above computations, the packet transmis-
sion time w;, and the blocking delay b;, are derived
separately from solutions of the two queuing models.
We observe that the single-hop forwarding time be-
tween two adjacent routers is composed of three parts:
the non-blocking transmission time, the propagation
time, and the blocking delay. Hence, it has the fol-
lowing relationship:

fip =11 p Wi p D . 9)

This parameter is used to analyze the links dependent
on it, such as in Eq. (3).

After links in all categories are resolved, we
re-organize them into the source-to-destination rout-
ing paths for the computation of end-to-end packet
latency. This latency is the time interval seen by
packets originating from the source nodes to their
individual destinations. For a routing path, the time
span is naturally cut into several one-hop forwarding
times by the routers. Thus, the average latency for
path p is expressed as

dp

T =2 fip, +(L-D),

i=1

(10)

where d, is the number of links in path p, and the last
item in Eq. (10) denotes that each body flit takes one
time unit to sink into the destination PE.

Finally, the overall packet latency Tg for the
specific network is averaged over all routing paths:
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1
Te :N_ZTP’

G peG

(11)

where G represents the set of routing paths in the
network, and Ng gives the number of elements in this
set.

3.4 Extension for multiple virtual channels

In the previous analysis, we assume that no vir-
tual channels are used and that each input port con-
nects to only one physical channel of the router. In
this subsection, the analytical model is extended to
support multiple virtual channels, as the buffer or-
ganization of virtual channels is widely used with
wormhole routing mechanism to improve the com-
munication performance. Typically, for routers with
virtual channels, incoming packets are independently
allocated to different channels. When one virtual
channel is blocked, packets in another channel may
still traverse to their outputs. Conversely, in routers
without virtual channels, the packet blocked at the
head of channel will hinder all the transmissions from
this single queue, leaving the physical link idle. Also,
the virtual channels associated with one physical
channel compete with each other for physical band-
width. To summarize, this organization does not
change the channel bandwidth, but helps to increase
the utilization of the physical link.

Consider the effects of virtual channel multi-
plexing on the five steps of the modeling approach
presented in Fig. 2. As we use virtual channels for
performance reasons other than avoidance of dead-
lock routing, the routing strategy and the decomposi-
tion method in Step 1 are not affected. For Step 2,
computation of the service time is dependent on the
parameters of possible subsequent links. The effects
of virtual channel multiplexing are limited in a single
link, and thus Step 2 stays unchanged. Similarly,
virtual channel multiplexing also has no influence on
Step 5.

For the link model in Step 3, we still take the
physical link as a single queue as in the original
model. Limited by the physical bandwidth, only one
packet can be transmitted at a time unless it encoun-
ters blocking. Thus, the physical link serves packets
from different channels in a time-multiplexed manner.
When no blocking occurs, the integrity of all virtual
channels is approximate to one physical buffer, except

for the first-come-first-served (FCFS) rule. Assuming
that the packets are allocated independently to each
virtual channel and that the round-robin arbitration is
applied in the crossbar, the effect of non-FCFS situa-
tions is negligible.

Fig. 4 shows the block diagram of virtual chan-
nel modeling. Assuming V. and B, denote the number
and depth of virtual channels in each input port re-
spectively, we have

B=B,V

v "¢’

(12)

Also, the number of dependent links given by Eq. (1)
changes to

Ny, =min([L/B,7, d, —i) )
=min([V,-L/B7, d, -i).

Moreover, because of virtual channel multiplexing,

the port number of crossbar increases, and the buffer

size of the queuing system changes to

K=V {(x-1)+[B,/L]] (14)

i The physical link
7

[P R B .|

VC control
logic

! ! |
i .

Cross-
bar

-0

s

Router

Fig. 4 Block diagram of virtual channel modeling

With these modifications, the extended link
model has the same parameters as the original one.
The traffic arrival rate remains the same as 4;p, and
the service time is given in Step 2. Again, Eq. (5) is
applied to compute the average waiting time w;, in
this physical link.

From the above analysis, we notice that the
buffer depth of the M/M/1/K system increases by V.
times, and that the blocking probability given by
Eq. (6) reduces consequently. Therefore, the blocking
delay estimated by the M/M/1 system also decreases
for the same packet arrival rate. Virtual channel flow
control improves utilization of the physical channels.
In other words, when a virtual channel is blocked,
other virtual channels associated with the same
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physical channel can establish another transmission.
The probability that all virtual channels happen to be
blocked is greatly reduced. It is reported that adding
virtual channels to a network has little effect on la-
tency at low traffic rates, but greatly improves the
overall throughput (Dally, 1992). It is easy to under-
stand this fact, since virtual channels have a strong
effect on the system performance under blocking
conditions.

At heavy traffic load, the multiplexing trans-
mission is limited by the bandwidth capacities of links,
and the blocking probability increases rapidly. The
M/M/1 queuing system is still suitable to estimate the
waiting time when the network becomes congested.
Thus, the blocking model in Step 4 is adopted directly
in the extended model.

In addition, extra control logic of virtual chan-
nels is added and the packet transmission delay in one
hop slightly increases.

Note that the extension of the analytical model is
compatible with the original one, in which the number
of virtual channels is equal to one. Also, the analytical
method of virtual channels is modeled at a fine
granularity of the router level, and configurations of
virtual channels can be different from router to router.
Hence, the extended model can explore the virtual
channel allocations in heterogeneous architectures.

4 Experimental results

In this section, we report the accuracy and run-
time of the analytical model, and present two case
studies of performance evaluation used in the NoC
design process. The model was implemented in C
language. For comparison, the cycle-accurate simu-
lator Worm_sim was employed to generate simulation
results under the same configurations and workloads.
All experiments were tested on a DELL 2950 server
running Linux OS.

For configurations of the network tested in the
experiments, the link bandwidth was 64 bits/cycle.
Packets from PEs were divided into 64-bit flits before
being injected into the network. In the absence of
contention, the router service time was four cycles.
Each simulation experiment was run for 2x10° cycles,
and statistics was not gathered for the first 2x10*
cycles to avoid distortions due to start-up transient.

Besides, multiple simulations with different seeds
were undertaken to collect relevant averages.

4.1 Average latency and throughput

First, the common tests of uniform traffic in a
regular network were undertaken with our model and
with the simulator Worm_sim operating at the flit
level. For configurations, 2D mesh topology and XY
routing were used. Each PE injected packets at the
same rate and the message destinations were ran-
domly selected to ensure uniform traffic. The network
parameters were comprehensively regulated to equal
values for fair comparison.

To obtain the simulation results at the specified
injection rate, the Worm_sim simulator was run 50
times with different seeds; the results were averaged
such that the measured value is within one standard
deviation of the actual latency with 95% confidence.
For different injection rates, the number of packets
gathered ranged from 5x10* to 2x10°. Also, we can
find the network throughput, which is a packet injec-
tion rate at which the average latency increases
sharply. The traffic load was normalized relative to
the derived throughput, and the relative error between
analysis and simulation results was calculated for
different load percentages.

Detailed results for the average latency predicted
using the analytical model against those from the
simulator, as well as the corresponding errors, are
plotted in Fig. 5.

As can be seen in Figs. 5a and 5c, the proposed
model presented a good approximation of the average
network latency in a wide range of traffic loads, and
estimated the saturation point accurately. The mean
relative error between the analysis and simulation
results was about 13%, with obvious deviations in the
presence of heavy traffic. At the low traffic load, the
analytical model worked very well when the blocking
situations rarely occur. As the injection rate increased,
the relative error between the analysis and simulation
results increased slowly. At the high load, the differ-
ence further enlarged. The slight deviations between
the analysis and simulation results may be induced by
the approximations made in the analysis process,
including the exponential distribution for service time
and packet arrival rate. Also, the traditional queuing
system is applicable only to stable systems with p<1,
and congestions may cause some links to become
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Fig. 5 Average packet latency as a function of the injec-
tion rate derived from analysis (Anal) and simulation
(Sim) and the relative error

(a) Configuration: 4x4 mesh, buffer depth B=4 flits, packet
length L=4, 8, 12, and 16 flits separately; (b) Relative error of
analysis to simulation results from 30% to 100% load for
different L/B ratios in 4x4 mesh; (c) Configuration: 8x6
mesh, buffer depth B=4 flits, packet length L=4, 8, 12, and 16
flits separately; (d) Relative error of analysis to simulation
results from 30% to 100% load for different L/B ratios in 8x6
mesh

overloaded, leading to incorrect predictions. However,
for some configurations, the analytical model still
performed well with heavy traffic load. This may be
attributed to the blocking model, which predicts the
blocking delay accurately.

Figs. 5b and 5d show the relative error as a
function of the traffic load for different configurations.
The analytical model performed well in various con-
figurations under light and medium traffic loads. The
relative error grew as the load percentage increased
and the model lost its accuracy at very high load. In
spite of this, the error was acceptable for coarse-
grained estimation and the results still revealed the
increasing trend of latency as a function of workloads.
Conversely, the analytical model took only 1.69 s to
complete the experiments in 4x4 mesh and run by five
orders of magnitude faster than the simulator, which
cost 6 h to collect all the sample data. The analytical
method with fast speed is especially helpful in ex-
ploring the large design space and searching for the
optimal configuration.

4.2 Latency distribution in channel

Next, we apply the proposed model to hotspot
traffic pattern and illustrate the fine-grained estima-
tions when performance degradation and bottleneck
may exist.

Hotspot traffic is very common in real embedded
applications, and designers need to know the per-
formance degradation induced by local congestion.
Again, taking a 4x4 mesh network as an example, we
chose routers (1, 0) and (2, 2) respectively as the
hotspot, and compared their average latency with that
of uniform traffic pattern. For the hot-spot node, the
PE connected to it sent and attracted an extra propor-
tion of the total traffic, and other PEs still received
packets with an equal probability. For configurations,
the buffer depth was four flits, and the packet length
was eight flits; the hotspot proportion was set to
6.25%. The packet latency under three traffic patterns
is shown in Fig. 6.

The hotspot traffic degraded network throughput
slightly, and the position of hotspot also had an in-
fluence on system performance. However, this figure
gives us little information on congestion in space and
the performance bottlenecks. The latency distribution
in different channels is desired in some situations.
With the help of our model, the latency in four
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channels around a router can be derived. Fig. 7 plots
the latency distribution in all channels under the
above three traffic patterns at the same traffic injec-
tion rate of 0.025 packets/(PE-cycle).
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Fig. 6 Average packet latency as a function of the injec-
tion rate derived from analysis (Anal) and simulation
(Sim) under uniform and hotspot traffic pattern
Configuration: 4x4 mesh, buffer depth=4 flits, packet length
=8 flits, hotspotl=router (1, 0), hotspot2=router (2, 2), hot-
spot traffic=6.25%

For uniform traffic, the latency in channel was
symmetrically distributed; for example, latency in the
south channel of router (0, 0) was equal to that in the
north channel of router (3, 0). Latency in the local
buffers was much larger than that in the surrounding
channels. This is because an infinite buffer is used in
PE. When the traffic injection rate increases, the local
buffer stores more and more packets, and its latency
increases significantly. On the contrary, the traffic
arrival rate of each link changes more slightly, and
latency in these links is relatively small.

Compared to uniform traffic, the hotspot led to
asymmetrical latency distribution, and even local
congestion. For the hotspot in router (1, 0), latency in
the local buffer increased notably. This is because the
extra traffic generated by the source PE induces
contention at the local buffer. Also, contention
propagates along the west channels and makes links
far away from the hotspot also have high latency. For
the hotspot in router (2, 2), channels with high latency
were mainly the east channels, and fewer channels
were congested. We conclude that the hotspot is prone
to causing congestion in the local buffers. Moreover,
the hotspot in the middle region had less effect on the
overall throughput than that in the boundary. The
reason may be that the hotspot in the boundary in-
duces an even worse imbalance of the traffic distri-
bution in the whole network.
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Fig. 7 Packet latency distribution in each channel
(a) Uniform traffic; (b) Hotspotl=router (1, 0), hotspot traf-
fic=6.25%); (c) Hotspot2=router (2, 2), hotspot traffic=6.25%.
Configuration: 4x4 mesh, buffer depth B=4 flits, packet
length L=8 flits, injection rate=0.025 packets/(PE-cycle)
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Additionally, the latency distribution reveals that
congestion often occurs at the local buffer, while
latency in other channels is relatively small. It is easy
to understand since the infinite buffer at the source PE
adjusts the traffic injection rate. At light traffic load,
few links are blocked, and the arrival rate of each
channel increases with the total injection rates.
However, at heavy load, many links could not accept
new packets, and congestion first occurs at the source
buffer. That is, the arrival rate at the links is limited by
the blocking phenomenon and is no longer propor-
tional to the total injection rates.

4.3 Virtual channel allocation

Another case study of virtual channel allocation
is shown herein. To mitigate the head-of-line blocking
phenomenon in wormhole routing, the virtual channel
technique is widely employed in NoCs. We evaluate
the performance improvement of adding more virtual
channels to the physical channels with the analytical
method. In the previous experiment with the hotspot
in router (1, 0), we observe that its overall latency is
relatively high. In this experiment, we used two vir-
tual channels for the whole network to reduce its
latency. The buffer depth of each virtual channel was
equal to four flits to keep the number of dependent
links (given by Eq. (1)) constant. Moreover, packets
had to select one of the virtual channels before en-
tering the router; thus, the actual service time was
assumed to increase by one time unit, that is, five
cycles. Then we repeated the pervious experiment.
Fig. 8 shows the latency distribution.

Compared to Fig. 7b, packet latency in all
channels was reduced efficiently with the help of
virtual channels. Also, we notice that the local buffer
at the hotspot benefited much from the use of virtual
channels, and local contention was alleviated.

5 Conclusions

High-level modeling and simulation methods are
necessary for the evaluations of various options in
NoC architectures, in order to meet the stringent re-
quirements of the increasing complicated future
MPSoCs. An analytical solution is proposed in this
paper, and a performance model based on the routing
path decomposition and the traditional queuing
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Fig. 8 Packet latency distribution with virtual channels in
the specified channel

Configuration: 4x4 mesh, buffer depth=4 flits, packet length=
8 flits, hotspot=router (1, 0), hotspot traffic=6.25%, injection
rate=0.025 packets/cycle, VC number in the east channel of
router (3, 1)=2

system is presented in detail. The analytical model
features comprehensive and elaborate performance
estimation for a variety of networks under different
configurations.

We validate the reliability of the proposed model
through extensive experiments and demonstrate its
usefulness in performance prediction, including
computation of the overall packet latency for the
network and the latency distribution in different
channels. The analytical model benefits from the
unique modeling method and presents a good ap-
proximation to the actual communication perform-
ance. With acceptable accuracy and fast evaluation
speed, it is quite suitable for early-stage estimation
and large space exploration.

In future research, we will improve the model in
the presence of heavy workload and validate the re-
liability of the proposed model when multiple virtual
channels are considered.
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