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Abstract: Peer-to-peer (P2P) botnets outperform the traditional Internet relay chat (IRC) botnets in evading detection and they
have become a prevailing type of threat to the Internet nowadays. Current methods for detecting P2P botnets, such as similarity
analysis of network behavior and machine-learning based classification, cannot handle the challenges brought about by different
network scenarios and botnet variants. We noticed that one important but neglected characteristic of P2P bots is that they
periodically send requests to update their peer lists or receive commands from botmasters in the command-and-control (C&C)
phase. In this paper, we propose a novel detection model named detection by mining regional periodicity (DMRP), including
capturing the event time series, mining the hidden periodicity of host behaviors, and evaluating the mined periodic patterns to
identify P2P bot traffic. As our detection model is built based on the basic properties of P2P protocols, it is difficult for P2P bots to
avoid being detected as long as P2P protocols are employed in their C&C. For hidden periodicity mining, we introduce the
so-called regional periodic pattern mining in a time series and present our algorithms to solve the mining problem. The
experimental evaluation on public datasets demonstrates that the algorithms are promising for efficient P2P bot detection in the

C&C phase.
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1 Introduction

Botnets have become the primary culprits for
launching distributed denial-of-service (DDoS) at-
tacks, sending out spam messages, and collecting
sensitive information on the Internet. In this paper, we
define a botnet as a cluster of compromised hosts,
being controlled by unified commands. The owner of
the botnet is called the botmaster which sends com-
mands, and the compromised hosts are described as
bots for executing the commands unconsciously.
Botnets possess remote control functions similar to
Trojan horses, and they can automatically propagate
like Internet worms. Researchers also find that bot-
nets can be formed by e-mails, social networks
(Athanasopoulos et al., 2008), and peer-to-peer (P2P)
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networks (Starnberger et al., 2008; Nappa et al.,
2010).

Botnets are usually classified into three catego-
ries by different communication patterns: (1) The
Internet relay chat (IRC) botnet. This type of botnet
uses IRC channels to issue/receive commands once
the bot programs have been planted into compro-
mised hosts. (2) HTTP botnet. In this botnet type, the
botmaster utilizes websites to publish commands and
the bots will receive commands by HTTP requests.
(3) P2P botnet, a novel type of botnet which uses a
distributed architecture. The command-and-control
(C&C) mechanism within P2P botnets is imple-
mented with P2P protocols, such as Overnet
(Grizzard et al., 2007), KAD (Starnberger et al.,
2008), and WASTE (Fisher, 2007).

Due to simple structure and easy implementa-
tion, IRC botnets have been the most predominant
type in the past decade. However, the IRC protocol
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can be easily recognized by traffic analysis, so hackers
utilize HTTP as a botnet C&C mechanism to mix the
malicious traffic with regular web browsing. How-
ever, both IRC and HTTP botnets suffer from the
‘single point of failure’, which can be attributed to the
centralized control structure. Such a deficiency means
that the entire botnet can be destroyed just by target-
ing the bot controller manipulating the IRC channel,
or by shutting down the website where commands are
published.

Nevertheless, hackers are also constantly im-
proving their strategies to operate their botnets. In
2007, a P2P-based botnet ‘storm’ appeared (Holz et
al., 2008). It is resilient to defensive countermeasures
for traditional botnets as it has no control hub and can
survive even if some parts are demolished. Some
researchers predicted that P2P-based botnets are the
most promising as next-generation botnets (Wang et
al., 2010a) and proposed a series of P2P botnet
structures, such as the hybrid P2P botnet (Wang et al.,
2010b), super P2P botnet (Vogt et al., 2007), and
Overbot (Starnberger et al., 2008).

The emergence of P2P botnets has stimulated
various detection methods in recent years. Research-
ers have considered similar methods that work for
detecting IRC- or HTTP-based botnets, such as pay-
load inspection, hunting similar traffic between hosts
(Gu et al., 2008; Villamarin-Salomon and Brustoloni,
2009; Kang et al., 2011), or machine-learning based
methods (Perdisci et al., 2006; Masud et al., 2008;
Saad et al., 2011). However, these methods fail in
many situations: payload inspection can be evaded by
encrypting the traffic; traffic similarity between hosts
is not so common in P2P botnets; machine-learning
methods cannot easily handle the churn of normal
P2P traffic.

In this paper, we propose a novel method for the
detection of P2P botnets traffic based on the nature of
P2P applications. We investigate some normal P2P
applications (such as eMule and BitTorrent) and mali-
cious P2P botnets (such as the Storm botnet and the
improved P2P-Zeus botnet). One of our discoveries is
that periodicity is an inherent feature through the P2P
communication activities, such as periodical search
for nodes, periodical finding for buddy-node, and pe-
riodical detection for firewalls. Although some
non-P2P network applications also exhibit such a
feature, like software updating per hour or per day,

periodic behavior in P2P is more intensive. Conse-
quently, it is possible to identify P2P botnets traffic by
mining such periodic patterns.

However, even though periodicity might be ob-
vious throughout a particular period of time, it is not
trivial to identify the activity from the total traffic due
to two reasons. First, the time span of the periodic
behavior is not fixed. P2P bots can send node requests
at various spans, which makes it challenging to locate
where the periodic behavior occurs and determine
how long the behavior lasts. Second, the period iden-
tification can be interfered with by the traffic gener-
ated by some other network applications at the same
time.

In this study, we build a detection model based
on mining the periodic patterns of traffic datasets and
propose an evaluation function to distinguish between
the non-P2P application traffic, normal P2P applica-
tion traffic, and malicious P2P botnets traffic. The key
contributions from our work can be summarized as
follows:

1. We employ regional periodicity as an evalua-
tion criterion to detect P2P botnets traffic and propose
a novel detection model named DMRP based on this
criterion together with a formal description. To the
best of our knowledge, this criterion is novel in P2P
botnet detection.

2. We propose three algorithms for mining re-
gional periodic patterns in an event time series.

3. We evaluate the performances of DMRP and
three related algorithms using real world network
traffic datasets.

2 Related works
2.1 P2P botnet detection techniques

P2P botnets pose severe threats to the security of
the Internet. Therefore, this area has received a lot of
attention in research communities, and many different
concepts and techniques have been proposed for P2P
botnet detection. Gu et al. (2008) proposed a general
botnet detection framework referred to as BotMiner,
which is independent of the structure and the protocol
of the botnets. BotMiner defines bots as coordinated
malware that exhibits similar communication patterns
and similar malicious behaviors. Based on this defi-
nition, the authors detected P2P bots with similar
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behaviors and validated the idea using campus net-
work traces. However, it is common that only a small
portion of the compromised hosts within a big botnet
are being monitored. In such situations, BotMiner
does not work well.

Similarly, Noh et al. (2009) introduced a P2P
botnet detection technique using a multi-phased flow
model, in which P2P botnets are identified by ob-
serving similar flows occurring between a group of
hosts in the network. The two contributions (Gu et al.,
2008; Noh et al., 2009) mentioned above and similar
techniques adopted in Kang et al (2011) use the
similarity property as the key to detecting P2P bot-
nets. These methods are helpful but all require a
complete view of the resources that form coordinated
hosts, which is not feasible in many real-world
scenarios.

Saad et al. (2011) studied the abilities of five
commonly used machine learning techniques to meet
P2P botnet detection requirements. The results
showed that it is possible to effectively detect botnets
during the botnet C&C phase. But a major limitation
for machine learning techniques is that the learning
phase needs datasets with a low level of noise, which
is hard to satisfy in many cases.

2.2 Behavior detection based on periodicity

Lee et al. (2008) proposed a method to search for
malicious HTTP botnets by using the degree of pe-
riodic repeatability. However, the periodic behavior
in this work was identified manually by observation
and the authors assumed that the traffic of HTTP
requests is pure and not tangled with the traffic of
other network applications. Bartlett et al. (2011) used
a discrete wavelet method to identify low-rate period
network traffic and changes in regular communica-
tion. This method is helpful in finding the periodic
activities with a long-time span, but it cannot locate
where the periodic behavior happens or determine the
exact span of such behavior. We have studied the
periodic patterns in parasite P2P botnets, but the
method in our previous work (Qiao et al., 2012) can
identify only the existence of periodicity and we ap-
plied this method only in parasite P2P botnets. In the
current work, we aim to propose novel methods to
accurately justify the span, position and degree of
periodic behavior in all kinds of P2P botnets.

2.3 Periodicity mining methods

Mining periodic patterns from time series has
been studied for a long time. Scientists have proposed
many interesting methods to address this problem.
For instance, apriori is a famous technique in frequent
pattern mining which can significantly reduce the
computing cost, stating that (Agrawal and Srikant,
1994): A k-itemset is frequent only if all of its
sub-itemsets are frequent. Scientists extended this
technique to periodicity mining (Han et al., 1999):
each subpattern of a frequent pattern of period p is
itself a frequent pattern of period p. This is rational
because patterns are stricter than their subpatterns.
This principle implies that periodic itemsets can be
mined by first scanning the database to find the pe-
riodic 1-itemsets, then using the periodic 1-itemsets to
generate candidate periodic 2-itemsets, and then
checking against the database to obtain the periodic
2-itemsets. This process iterates until no more peri-
odic k-itemsets can be generated for some k. How-
ever, this principle is used for mining full periodic
patterns firstly, where every point in time contributes
(precisely or approximately) to the cyclic behavior of
the time series.

Another kind of periodicity looser than full pe-
riodicity is partial periodicity (Han et al, 1999;
Berberidis et al., 2002), where only some of the points
in each periodic segment contribute to the cyclic be-
havior. Han et al. (1999) proposed a very efficient
data structure called the max-subpattern hit set and
other related algorithms for efficient mining of partial
periodic patterns.

Many more methods have been proposed to
solve related questions, including mining periodic
behavior of object movement (Li et al., 2010), mining
partially periodic event patterns with unknown peri-
ods (Ma and Hellerstein, 2001), mining asynchronous
periodic patterns in time series data (Yang et al.,
2003), and mining event periodicity from incomplete
observations (Li et al., 2012). These methods can
solve problems like the fluctuation of periods, the low
efficiency of mining partial periodicity, and the loss
of sampling data. However, none of them consider the
question of mining the periodic patterns existing in a
limited time scope without any prior knowledge. The
research in Sheng et al. (2006) that proposed to
mine dense periodic patterns is closer to our work.
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However, the definition of the dense fragment set in
Sheng et al. (2006) is not suitable for a fast mining
algorithm, since its length is not a multiple of the
period.

3 P2P botnet detection model: DMRP
3.1 Motivation

P2P bots periodically search nodes to refresh
their local peer lists and to receive the latest com-
mands from their botmaster. This is due to the basic
demands of the P2P structure and the pre-programmed
behavior of bots. Meanwhile, P2P botnets always
employ Kademlia-like protocols to construct their
own C&C protocols just like popular P2P applications
such as eMule (http://www.emule-project.net/) and
BitTorrent (http://www.bittorrent.com/). In Kademlia
(Maymounkov and Mazieres, 2002), the self-updating
mechanism maintains the valid status of applications
by periodically sending node search requests to up-
date their node lists in order to obtain closer and more
stable neighbors. In P2P botnets, similarly, bots pe-
riodically send node search requests to obtain updated
commands and neighbors. This phenomenon suggests
that if we can capture the specific periodic behaviors
in traffic and distinguish them from other activities or
other periodic behaviors, we will be able to detect P2P
bots.

According to the above analysis, we propose a
P2P botnet traffic detection method by mining the
regional periodic patterns. ‘Regional’ indicates that
the periodic pattern might exist only within a limited
range rather than in the whole time series. A formu-
lated definition of regional periodic pattern will be
given Section 4.

Mining potential regional periodic patterns from
the time series of traffic features alone is not enough
for P2P bot detection. The existence of periodic pat-
terns is not a sufficient condition for the presence of
P2P bot traffic, as normal P2P applications and some
other network applications may also trigger periodic
behavior. Therefore, further steps are needed. In this
paper, we introduce an evaluation function to score
these mined patterns in order to recognize the P2P bot
traffic.

3.2 Detection model

As illustrated in Fig. 1, our P2P bot detection
model DMRP (detection by mining regional perio-
dicity) is composed of three major components: time
series extraction, regional periodic pattern mining,
and evaluation of traffic.

Time series

A Regional periodic Evaluation
abstraction pattern mining of traffic
Capture suspicious
network traffic Search probable Evaluation

periods

Traffic filtering ¢
Classify traffic by =
host IPs
Obtain feature
time series

IObtain event time series|

function

P2P bot
detection

Fig. 1 P2P bot detection model: DMRP (detection by
mining regional periodicity)

i

Mine regional
periodic patterns

Three J

l algorithms

The workflow of DMRP can be summarized as
follows:

1. In the time series extraction phase, to reduce
redundant and noisy packets, only suspicious traffic
will be retained and then classified by internal hosts’
IP addresses. For each IP’s traffic, a time series of
traffic features will be extracted. At last, based on our
later definition of event types, the feature time series
will be transformed into an event time series.

2. In the second phase, for an event time series,
the circular autocorrelation function is first used to
search for candidate periods. Then, as the most im-
portant step in our model, we need to recognize re-
gional periodic patterns from current time series
based on the candidate periods.

3. In the final phase, the mined regional patterns
will be evaluated by an evaluation function. Detection
results of P2P bots are determined given the scores of
corresponding periodic patterns.

In Section 3.3 we will describe the time series
extraction method. The latter two phases about re-
gional periodic pattern mining and the evaluation
process will be explained in detail in Sections 4 and 5,
respectively.

3.3 Time series extraction

As shown in Fig. 1, the first module of DMRP
includes five steps:
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1. Capturing suspicious network traffic

Capturing suspicious network traffic needs to be
maintained for hours in order to obtain valid data. A
long-span large dataset should be split into multiple
datasets by day, since the activities of P2P bots like
C&C and attacking are barely longer than one day.

2. Filtering

After capturing the suspicious network traffic,
redundant packets should be deleted first to reduce
noise. Since we focus only on the requests sent by
internal hosts, IP packets that are apparently not re-
quests should be discarded first, like incoming packets,
domain name system (DNS) packets, and ping pack-
ets. Under normal conditions, the payload part in
request packets of P2P applications carries only nec-
essary messages, like the specific type of the current
packet, the host’s node ID, the target’s node ID, and
some other information. So, it is reasonable to assume
that the average packet size of bots’ requests falls
within a limited small range based on the observation
of normal P2P applications. Hence, we set a possible
range to filter the packets empirically between 60 and
120 bytes. This step is very important for improving
the performance of our detection module as redundant
dirty data can largely affect the performance of re-
gional periodic pattern mining.

3. Traffic classification

Our detection module works on internal hosts
one by one. A traffic dataset with more than one in-
ternal IP address will be split into multiple portions,
one for each internal IP.

4. Obtaining time series of traffic features

In this step, we need to choose suitable traffic
features to construct a feature time series that can be
measured by numerical values and be capable of re-
flecting the periodic behaviors of P2P botnets during
request sending. In addition, the feature candidates
should be counted at equal time intervals. We employ
the number of packets per second (PPS) to construct
the feature time series. Each value at a time point
represents the total number of packets during one
second. Based on our observation, when P2P appli-
cations periodically send requests, there will be a
peak of PPS at the first moment. Since P2P applica-
tions will continue to send requests to respond to the
incoming responses from other nodes, the PPS will be
fluctuated for a period of time. There is an obvious
fluctuation tendency of PPS at each periodic segment

of P2P botnet traffic. That is why we choose PPS as
the target feature to represent periodic behaviors.

5. Transformation to event time series

As different periodic segments may not have the
same PPS, we cannot directly use the feature time
series to run periodicity mining. Here we choose to
transfer feature values into event types. Different
feature values in a certain range will be regarded as
the same event type and the resulting event type can
roughly describe the current frequency of sending
requests. Specifically, we use single characters, like
‘a, ‘b, ‘¢, ‘d, ‘e’, to represent different levels of
frequencies. Letter ‘a’ stands for very few packets per
second, while letter ‘e’ stands for a very high value of
PPS; other letters will represent the intermediate lev-
els of PPSs sequentially. Based on the above trans-
formation rule, a feature time series will be trans-
formed into an event time series, denoted by a string
like ‘ebcbaabec...’.

4 Regional periodic pattern mining
4.1 Formulation of regional periodic patterns

In this part, we formally define the concept of
regional periodic patterns for event time series. Let S
be the set of events (transformed from features)
sampled at equal time intervals:

S=e,e,...e, ecl,ic[ln], (D)

where n is the length of the time series and L is the
underlying set of events. Let p be the period of S.
Then the number of periods will be C=| n/pJ. So, S can
be divided into C segments with equal length and
without intersection (the remaining part after C pe-
riods in S will be discarded). These segments are
called periodic segments and each segment will be
E =ley:€p05€,,,1 1€[0,0). 2
We define a pattern s=sy, s, ...
empty sequence over (2L—{J})u{*}. The wildcard
“*’ can match any single event from L. Let the
L-length of pattern s be the number of s; which con-
tains letters from L. A pattern with L-length j is also
called a j-pattern. For example, a pattern s=a*c*d has
three letters which are from L, so we call s a 3-pattern.

, S, as a non-



Qiao et al. / J Zhejiang Univ-Sci C (Comput & Electron) 2013 14(9):682-700 687

Moreover, a subpattern of a pattern s=sy, s», ..., s, 1S a
pattern s'=s/’, s7', ..., s, such that s and s’ are of the
same length, and s;/=s; or s5,/=*.

The frequency function freq(s, S) and confidence
function conf{(s, S) of a pattern s in a time series S are
defined as

freq(s, S) = imatch(s, E), 3)

i=0

freq(s,S)
C b

conf(s,S) = 4)

{1, if E; matches s,
where match(s,E,) =
0, else.

We say periodic segment E; matches pattern

§=S1, ..., 5j, ..., Sy if, for each positionj (=1, 2, ..., p),
either s; is * or the letter in s; equals the jth letter in £;.
Meanwhile, if s’ is a subpattern of s and a periodic
segment E; matches s, E; also matches s'.
Example 1  Set S=abcdabccabedabedabddac and S
has a period p=4. Then S can be divided into five
periodic segments E\=abcd, E,=abcc, Es=abcd, E4=
abced, Es=abdd. The last two letters ‘ac’ will be
dropped. Now if we define string s=abcd as a pattern,
then freq(s, S)=3, conf(s, S)=3/5=0.6; if we define
string s=ab *d as a pattern, then freq(s, S)=4, conf(s, S)
=4/5=0.8.

Next we will define different periodic patterns

based on the concepts described above.
Definition 1 (Full periodic pattern and partial peri-
odic pattern) For a given time series S with length n
and an underlying set of values L, we define min_conf
as the minimum confidence and min_freq as the
minimum frequency count. Assuming p is a period of
S:

1. If a pattern s=sy, ...
satisfies

s Sjy e Sp (s5€L, i€[1, p])

conf(s,S)>min_conf, %)
freq(s,S) > min_freq, (6)

we say s is a full periodic pattern of S.

2. Ifapattern s=sy, ..., s), ..., S, (s;eLU{*}, ie[1,

p]) satisfies

conf(s,S)>min_conf, @)

freq(s,S) = min_freq, ®)

we say s is a partial periodic pattern of S.

Example 2 Given a time series S=abcdabccabed
abcdabddac where S has a period p=4. We define
min_conf=0.6 and min_freq=3. Thus, we have L={a,
b, c, d}. If there is a pattern s=abcd, we can see that
each letter s; in s satisfies s;eL (i€[1, p]). Based on the
analysis in Example 1,

conf(s,8)=0.6 > min_conf, )

freq(s,S) =3 2> min_freq, (10)
so pattern s=abcd is a full periodic pattern of S.
However, if we increase min_conf to 0.8, pattern s
will not be a full periodic pattern due to

conf(s,S)=0.6 <min_conf. (11)
Meanwhile, if there is a pattern s=ab *d, then

conf(s,S) = 0.8 > min_conf, (12)

freq(s,S) =42 min_freq. (13)

Thus, pattern s=ab*d is a partial periodic pattern of S
but not a full periodic pattern as s contains “*’.
Definition 2 (Regional periodic pattern) For a given
time series S with length » and the underlying set of
values L, we define min_conf as the minimum con-
fidence, and min freq as the minimum frequency
count. Here we define a new time series Sub which is
a subsequence of S:
Sub={E E

B 120,7<p. (14)

We say Sub is a region of S. Assuming p is a period of
S and Sub, if a pattern

§ =885, S, € LUl p]  (15)
satisfies

conf(s,Sub) > min_conf, (16)

freq(s,Sub) > min_freq, 17)

based on Definition 1, s is a partial periodic pattern of
Sub, and here we call s a regional periodic pattern of S.
Example 3 Given a time series S=abcabcabcabcab
dccdadaaaaccbecbecbecac and period p=3, min_conf
=0.6, min_freq=4, if we define a pattern s=ab*, then
C=37/3J=12 and freq(s, S)=5, and thus
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conf(s, S)=5/12<min_conf, (18)
s0 s is not a partial periodic pattern of S. However, if a
subsequence sub_S of S is sub_S=abcabcabcabcabd,
then we have

conf(s, sub_S)=5/5=1>min_conf,
freq(s, sub_S)=5>min_freq.

(19)
(20)

Based on Definition 1, pattern s=ab* is a partial pe-
riodic pattern of sub_S. Meanwhile, based on Defini-
tion 2, s is a regional periodic pattern of S.

Analysis: The only difference between a full
periodic pattern and a partial periodic pattern is that
the later can use ‘*’ as part of a pattern. However, both
a full and a partial periodic pattern need to calculate
the frequency count and confidence for the whole
time series. A regional periodic pattern further relaxes
the condition of periodic pattern recognition, by re-
quiring only the periodic patterns occur at regional
parts of the whole time series. So, a time series may
have multiple regional periodic patterns. For instance,
in Example 3, ‘cc™® is also a regional periodic pattern
of S.

4.2 Search for candidate periods

Since we are not clear of the period used in the
sending of requests in a given P2P botnet, in order to
discover regional periodic patterns in an event time
series, we need to determine the period of the time
series first. In general, the autocorrelation function
(Bracewell and Bracewell, 1986) can be used to find
periods in the time series. In our work, we search for
possible periods of a time series through the analysis
results returned from the autocorrelation function.
This method can be explained in the following three
steps.

1. Obtaining the binary vector for each event
type

Assume a time series

S=e,e,,....,e, eclL,ic[ln], (21)
where # is the length of the time series and L is the
underlying set of events. We need to create a binary
vector of size n for every letter in L. The value of each
occurrence of the corresponding letter will be set to 1,
and 0 for every other letter. For instance, given a time

series S=abceabccabacabcb, the binary vector for

letter a will be
bv(a,S)=1000100010101000. (22)

2. Computing the autocorrelation function

For each binary vector bv with a length of N, we

calculate the circular autocorrelation function #(k)
using the following equation:

r(k)= %ﬁ:bv(x) -bv(x+k), ke[0,N-1]. (23)

x=1

The average computing complexity for (k) will
be O(N?), which can be quite expensive, especially
when N is a large number. Fortunately, the Wiener-
Khinchin theorem (Cohen, 1992) states that “the
autocorrelation function of a wide-sense-stationary
random process has a spectral decomposition given
by the power spectrum of that process”. According to
this theorem, we can calculate the autocorrelation
function by computing the inverse Fourier transform
of the power spectrum, which can be directly com-
puted using the Fourier transform of #(k). By means of
a fast Fourier transform (FFT) and an inverse fast
Fourier transform (IFFT), the computation cost can be
reduced to O(Nlog N). The processes are shown in the
Eq. (24).

Suppose a discrete function fix)=bv(x), where
F(w) is the Fourier transform of f{x). Then

r(f () «—"—R(F(@)) « F(@)—— [ (x), (24)

where R(F(w)) = %F(w) -F(o).

However, in practical applications of the auto-
correlation function, the calculation always needs to
be adjusted in two ways: first, the vector should de-
duct the mean value; second, the autocorrelation co-
efficients need to be normalized in order to easily
discover the correlation.

3. Filtering out candidate periods

As shown in Fig. 2, the normalized autocorrela-
tion coefficients of the above binary vector bv(a, S)=
1000100010101000 is given. The first value of the
normalized autocorrelation coefficients is the dot
product of the binary vector with itself. Since the
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shifting lag is 0, the value will always be the maxi-
mum value of 1. The real peak value is obtained at
k=4, which means there is probably a period of 4 and
a value of 0.5 at this position, which is an estimation
of the degree of correlation. Here we choose 4 as one
candidate period. The fact that the following peaks
are obtained at positions 8 and 12 (multiples of 4) also
verifies the selection of 4 as a possible period.

1.00,

0.75

0.50f

Autocorrelation coefficient

8 9 10 11 12 13 14 15 16
K
Fig. 2 Normalized autocorrelation function

The above example is employed to explain how
the autocorrelation function can be utilized for our
detection purpose. In general, we can pick out the
candidate periods by two methods as listed below:

1. When searching for periods by analyzing the
autocorrelation coefficients artificially, if consecutive
local peaks appear at equal intervals, then we can
easily identify this interval or the first position of the
peak value as a period. As in the previous example,
the peaks appear at 4, 8, 12, which is why we choose 4
as the candidate period. In other words, the greatest
common divisor (GCD) of the positions of consecu-
tive peaks will be a choice as a candidate period.

2. To identify the period automatically, we first
need to find the local peak value with the lowest &
value, and then verify whether local peaks appear at
positions 2k and 3% (if they exist). If three consecutive
peaks are verified as well, we can directly identify &
as a candidate period.

In general, we will obtain multiple periods; some
of them might have the same value as the events may
be interrelated. Meanwhile, the periodic patterns we
want to find here are active only in some regional
parts and thus there may be different periods in dif-
ferent regional parts. We will exclude the duplicated
candidate periods and then pass them to the next step
for regional periodicity mining.

It is a common practice to identify the periods of
a time series through a Fourier transform method.
Berberidis et al. (2002) and Li et al. (2010) also used
this method to determine periodicity. Our above work
further gives an automatic method to search for po-
tential periods.

4.3 Mining algorithms

Traditional methods for periodic pattern mining
are not suitable for regional periodic pattern mining, as
they are working on the whole time domain. Never-
theless, partial periodic patterns and regional periodic
patterns are similar in many aspects as demonstrated
above. So, the methods used in partial periodic pat-
terns can be helpful for regional periodic pattern
mining with appropriate modifications.

In this section, we propose three different algo-
rithms for regional periodic pattern mining. We in-
troduce a brute-force method based on the classic
method for mining partial periodic patterns. Then we
introduce two alternative novel methods: apriori-like
and RBI (recommendation of regions based on
1-pattern intensities).

Note that in our three algorithms, if a pattern / is
aregional periodic pattern in both region 4 and region
B with AcB, we save only the larger region B.

4.3.1 Brute-force algorithm

Based on the definition of a regional periodic
pattern, the regional periodic pattern mining is
equivalent to partial periodic pattern mining if we can
provide the region of the time series. So, the problem
can be transferred to how to provide regions or
sub-sequences of the entire time series to be analyzed.
A simple way is to use an exhaustive method that
enumerates all possible regions in the entire time
series, and then use the partial periodicity mining
method to search for partial periodic patterns. In this
study, we adopt the partial periodicity mining method
proposed by Han er al. (1999), termed the max-
subpattern hit set algorithm (MSHS). Based on Defi-
nition 2, mined partial periodic patterns in a certain
region of the time series are the regional periodic
patterns of the entire time series.

However, this method is computationally inten-
sive. Given a time series with maximum periodic
segments of C, and the minimum frequency
k=min_freq, the amount of possible subsequences
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will be

Num=(C—-k+1D)+---+2+1

=0((C—k+1)). (23)
Compared with C, k is always relatively small. Thus,
the total number of possible sub-sequences is ap-
proximately O(Cz). Meanwhile, the periodic pattern
mining algorithms like MSHS always need complex
operations, both in time and space, and the time for
running MSHS processes O(C”) times is not accept-
able for practical applications.

4.3.2 Apriori-like algorithm

As described in the related works section, a
popular key idea for efficient computation in periodic
pattern mining is the apriori property (Han et al.,
1999; 2007): each subpattern of a periodic pattern of
period p is itself a frequent pattern of period p. This
allows us to use periodic patterns of size i as filters for
candidate patterns of size i+1. In regional periodic
pattern mining, the property supporting the apriori
still holds.

Theorem 1 Each subpattern of a regional periodic
pattern of period p is itself a regional periodic pattern
of period p.
Proof Suppose a pattern s with confidence conf{(s,
Sub) and frequency freq(s, Sub) (Sub is a region of S)
is a regional periodic pattern of time series S with
minimum confidence min _conf and minimum fre-
quency min_freq, which means
conf(s,Sub) > min_ conf, (26)
freq(s,Sub) > min _freq. 27)
For any sub_s which is a subpattern of pattern s, based
on the definition of a sub-pattern and considering Eqs.
(26) and (27), we can easily infer that

conf(sub _s,Sub) > conf(s,Sub)
= conf(sub _s,Sub) > min_conf,
freq(sub _s,Sub) > freq(s,Sub)

= freq(sub_s,Sub) > min_ freq.

(28)

(29)

According to Definition 2, sub s is also a regional
periodic pattern of S. The proof is completed.

Therefore, based on the improved apriori property
in Theorem 1, we propose our apriori-like algorithm
for mining regional periodic patterns. The algorithm
consists of two steps:

1. Finding the set of regional frequent 1-patterns
of period p, F

The detailed processes are listed in Algorithm 1.

Algorithm 1  Finding the set of regional frequent
1-patterns of period p

Input: S, p, mc=min_conf, mf=min_freq

Output: I

1 E =[e,,1,€,,:€,,), 1 €[0,C) <C :I_‘S‘/pJ
2 forj—1to p do

J =[E,,E,,....E_;] // events in position j

LJ=distinct(J) // distinct letters in J
for /in LJ do /'l is an event type
TP=J(I) /I TP records the time points of / in J
TS<Transfer TP to multi-segments by putting the
successive time points in one segment
8  for start—1 to LEN=|TS| do
9 for end«—LEN to start do
10 R=TS [start to end]
11 freq(/, R)<the number of events in R
12 Span=Endtime(TS)—Begintime(TS)+1
13 conf(/, R)=freq(/, R)/Span
14 if freq(/, R)>mc and conf(/, R)>mf do

~N N B W

// descending
// selective region

15 if Rzregions in FJL do

16 FIL+={R, conf(/, R)} //add pairs
17 end // end line 15
18 go to line 8 for next start
19 end // end line 14
20 end // end line 9

21 end // end line 8

22 FI+={FJL} // add FIL to FJ
23 end // end line 5

24 F\+={FJ} // add FJ to F;
25 end // end line 2

We use a structure F; to store the region and
confidence for each regional 1-pattern, and then for
each position j in the periodic segments and each
letter /, we try to check every potential region and
justify whether / is a periodic pattern based on condi-
tions like min_conf and min_ freq.

In the process of finding F), we employ two
strategies to reduce the computation cost.

First, we transfer the time points to segments by
putting the successive time points in one segment
(line 7). This step can efficiently reduce the number of
potential regions as the number of segments is much
smaller than the number of time points in most cases.
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Second, when looping over the regions, we set
the end border of one region from the farthest seg-
ment to a closer one (line 9). This helps terminate the
current loop as soon as we find one region (line 18) to
make / a pattern of F. This is because if a wider re-
gion is verified, there is no need to check the shorter
one again.

Based on the above two strategies, we can
greatly reduce the computation time spent for
looping over the potential regions to find regional
1-patterns. Furthermore, if we have verified a region
for current / that satisfies the current conditions, we
further check whether the current region is contained
in any other region that has already been added to our
existing regions (line 15). If yes, we do not submit the
current region to assure that the regions returned for
current / always have the largest span.

2. Finding all regional periodic i-patterns of pe-
riod p

Once we have obtained Fi, the set of regional
1-patterns, and the coordinated regions for patterns,
we need to find the i-patterns (i>2) and terminate
immediately when the candidate frequent i-pattern set
is empty, based on the idea of apriori.

However, the regional 1-patterns here at each
position of periodic segments may cover multiple
letters in different regions (Fig. 3a). In the worst case,

each letter in L could be a feature in each periodic

position. So, if we do not consider the activity ranges
for every (i—1)-pattern when we create the candidate
i-patterns (7>2) from (i—1)-patterns, we will obtain a
gigantic set of candidate i-patterns, which will in-
troduce a huge amount of computational cost.

In our algorithm we consider the coordinated
region for every sub-pattern. Two sub-patterns are
allowed to compose a candidate pattern with larger
L-length only when they have the intersection be-
tween their regions. After obtaining the candidate
i-patterns, we can use a similar method introduced in
Algorithm 1 to check the regional periodicity of each
candidate i-pattern. Note that the potential sub-regions
are limited to the cross region within the whole time
domain (the range between the horizontal lines as
shown in Fig. 3a).

4.3.3 RBI algorithm

In this subsection, we propose a new algorithm
that quickly recommends regions that may be used to
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Fig. 3 The regions of 1-patterns and the candidate regions
based on intensities of 1-patterns

(a) The 1-pattern regions for event types; (b) The intensities
of 1-patterns

mine for periodic patterns with a large L-length. This
algorithm is composed of three steps as listed below:

1. First, we need to obtain the set of regional
periodic 1-patterns F in the time series, similar to the
first step in the apriori-like algorithm. Note that the
confidence of each 1-pattern is needed and important
in the current algorithm.

2. Second, we introduce a function called IFP
(intensity function of periodicity), as shown in
Eq. (30), which indicates the intensity of periodicity
at every time point. The intensity is calculated by
summation of the confidence from 1-patterns with
coordinated regions that pass the current time point.

IFP()=) conf(s,S), < Span(s),

sef

(30)

where s refers to each pattern from F;, and
Span(s) means the time span of the region of s. Once

we obtain the IFP function of every time point #, we
need to scan the whole value range and capture the
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regional peaks. Based on identified local peaks, we can
recommend regions that might have a larger prob-
ability of containing regional periodic patterns with
larger L-length.

For our application in detecting P2P botnets, the
most important thing is whether the time series has
intensive periodicity inside or not. So, this algorithm
focuses on mining regions that have a much larger
probability of being mined for periodic patterns rather
than all potential patterns with their largest regions.
Usually, we recommend a region CR:

CR =[Segs(peaks) —lag, Segs(peaks) +lag], (31)

min_freq

where lag = , and Segs(peaks) is the ordi-

min_conf

nal of the segments on which we obtain the local
peaks of the IFP function. As seen in Fig. 3b, an
example is given to describe the recommended re-
gions.

3. After obtaining the recommended regions, we
can use the apriori-like algorithm to mine for the
regional periodic patterns within the current candidate
region CR.

4.3.4 Algorithm analysis

The brute-force algorithm generates all possible
regions first and then uses the MSHS algorithm to
obtain the partial periodic patterns, and then all mined
partial periodic patterns with corresponding regions
constituting the set of regional periodic patterns. The
apriori-like algorithm is based on the apriori property
and several pruning strategies are introduced to re-
duce the computational cost. The RBI algorithm fur-
ther reduces the computational cost by providing
local candidate ranges to be analyzed, which is more
practical for applications. Brute-force and apriori-like
algorithms can give the full sets of regional periodic
patterns, while the RBI algorithm focuses on practical
applications and provides only parts of regional pe-
riodic patterns.

5 Evaluations of traffic
The algorithms proposed in Section 4 can mine

for regional periodic patterns in a time series. How-
ever, this is not sufficient for detecting the traffic of

P2P botnets. Periodic behaviors exist not only in P2P
botnets traffic but in many normal P2P applications
and some non-P2P network applications. Therefore,
we need to distinguish the periodic behaviors of P2P
botnets from others.

5.1 Distinguishing periodic behaviors from P2P
bots and non-P2P applications

The non-P2P applications show limited perio-
dicity for regular updating or heartbeat detection.
However, compared with P2P bots, the degree of
periodicity of non-P2P applications is weak under
normal conditions. We propose a metric d, as seen in
Eq. (32), to measure the degree of periodicity of a
mined regional periodic pattern s:

d(s)= L _length(s)

-max_conf(s), (32)

where L_length(s) refers to the L_length of pattern s,
and max_conf(s) is the maximum confidence of s in
any region where s meets the conditions of minimum
confidence and frequency.

Usually, a periodic pattern represents a type of
periodic behavior. Hence, the metric d here indicates
‘how dense the periodicity such behavior shows is’;
e.g., for a full periodic pattern, the L length is
equivalent to p. For a partial periodic pattern, the
L _length is always smaller than p. So, the full peri-
odic pattern shows denser periodicity if the patterns
have the same confidence.

We add a function max_conf(s) in Eq. (32) to
coordinate with the special situations for regional
periodic patterns. It is because, for any regional pe-
riodic pattern s, there might be multi-regions where s
is satisfied to be periodic with different confidences.
However, here we choose only the region in which s
shows the maximum confidence.

Since the period p of non-P2P applications to
repeat periodic behaviors is always large (e.g., Out-
look checks new mails every 10-60 min), and the
duration for periodic behaviors is not long (e.g., the
new mail checking processes last at most 5-20 s),
which means L _length is small, the regional periodic
patterns extracted from traffic of non-P2P applica-
tions usually have a much lower d than P2P bots. So,
d can be used as a metric to distinguish the non-P2P
applications and P2P bots. This is further discussed in
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Section 5.3.

5.2 Distinguishing periodic behaviors from P2P
bot traffic and P2P file sharing applications

The period p of P2P file sharing applications
(FS-P2P, for short) for sending node-search requests
is not as large as that of non-P2P applications; e.g.,
eMule sends requests to find the owner ID every 60 s
by default. However, under normal conditions, this
length of period is still much larger than that of the
P2P bots we observed (In Storm, the period is 10-15
s). So, we can also use metric d to distinguish the
traffic of P2P bots from that of FS-P2P.

However, according to our former research
(Qiao et al., 2012) and the analysis of Wang et al.
(2010a), with the development of P2P botnets, it is
possible to create a P2P botnet that entirely uses an
existing P2P protocol, like the KAD protocol used in
eMule. In this case, the period of sending requests in
P2P bots will be exactly the same as the FS-P2P that
employs the same protocol, and therefore the metric d
will be the same for P2P bots and FS-P2P. However,
by combining the messages from hosts and the sta-
tistical analysis of periodic activities, it is still possi-
ble to identify the malicious usage of public P2P
protocols. This is not within the scope of this paper
and we focus on P2P botnets with a communication
mechanism different from FS-P2P.

5.3 Evaluation function

We propose a metric d to classify P2P bots,
FS-P2P, and non-P2P applications. But there are
many other network applications that can make un-
predictable periodic activities, including on-line
games, Ajax web applications, etc. These applications
can periodically send requests to the server for up-
dated data in a relatively small interval. Hence, we
need more metrics to highlight P2P bots. Based on our
observations, under normal conditions only P2P ap-
plications will connect to different hosts with varying
ports. Other network applications might connect to
multiple hosts, but the ports will not change signifi-
cantly, such as sending HTTP requests to port 80 and
sending spam to port 25.

Therefore, we introduce a Boolean function
BMP(s) to represent whether the host will connect
multiple different ports during the periodic activities,
as demonstrated in Eq. (33):

1L if [—POG) 56 4 ports(s) =M,
Sum_pkts(s)

0, else,

BMP(s) =

(33)

where ports(s) represents the number of distinct ports
in the filtered traffic dataset that coordinates within
the region of pattern s, and Sum_pkts(s) is the total
number of packets in the filtered traffic dataset that
coordinates with the region of pattern s.

Meanwhile, our many tests verified that the
proportions of the ports(s) and Sum_pkts(s) in P2P
bots or FS-P2P applications are always more than
18%. Here we limit the square root of the ratio to be
greater than or equal to 0.4. However, the number of
available ports for TCP/UDP is limited, the number of
packets may increase beyond prediction, and such a
situation will make the value ports(s)/Sum_pkts(s)
become dramatically reduced. As an extra constraint,
we set a threshold M for ports(s) in Eq. (33). When
ports(s) is greater than M, then BMP(s)=1; otherwise,
BMP(s)=0. The value of M should be set according to
the following two principles: (1) The distinct ports
that appear during the span of a regional periodic
pattern of normal applications cannot reach M or can
hardly reach M; (2) The distinct ports that appear
during the span of a periodic pattern of P2P traffic can
easily reach or go beyond M.

Based on these two principles and empirical
practice, we recommend that M be set between 400
and 500. Meanwhile, the specific determination of M
is related to the conditions of regional periodicity,
such as min_conf(s) and min_freq(s).

Based on the metrics d(s) and BMP(s), we pro-
pose our evaluation function Score(S, F, p).

Evaluation function: For a traffic dataset D, S is
the extracted time series of behavioral features in D, F/
is the set of mined regional periodic patterns coordi-
nated, and p is the period. We define the evaluation
function Score(S, F, p) as

Score(S, F, p)
= maFX{d(s) -BMP(s)}

= max {M -max_ conf(s)- BMP(S)}.
Se p

(34)
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As seen in Eq. (34), the value of function Score
is within [0, 1]. Therefore, we can use the result of
function Score(S, F, p) to judge the classification of
different traffic datasets. Here we give a fuzzy crite-
rion in Table 1 for traffic classification and P2P botnet
traffic recognition.

Table 1 A criterion for traffic classification based on
DMRP

Traffic type Score range
P2P botnet traffic (0.3, 1.0]
Fuzzy P2P traffic (0.2,0.3]
Normal P2P traffic (0,0.2]
Traffic with no periodicity or periodic 0

traffic with BMP=0

Table 2 Two datasets used in this study

Source IP address Type of traffic
172.16.0.11 Waledac & non-malicious
172.16.0.12 Storm (SMTP spam)
172.16.2.2 Non-malicious
172.16.2.3 Non-malicious
172.16.2.11 Storm & non-malicious

ISOT 172.16.2.12 Zeus & n.or.l-malicious
172.16.2.13 Non-malicious
172.16.2.14 Non-malicious
172.16.2.111 Non-malicious
172.16.2.112 Non-malicious
172.16.2.113 Non-malicious
172.16.2.114 Non-malicious

Campus 172.26.75.116 eMule

6 Experiments

We carried out experiments to illustrate the
processes of the DMRP model for detecting P2P bots.
The performance of the algorithms for regional pe-
riodic partial pattern mining was evaluated and scores
of the evaluation function for traffic classification
were also verified.

6.1 Datasets

The first dataset (Saad et al., 2011) we used here
was obtained from the ISOT research lab in the Uni-
versity of Victoria. It is a combination of several pub-
licly available malicious and non-malicious datasets.
The malicious datasets contain malicious traffic in-
volving Storm, Waledac, and Zeus botnets, captured
by the French chapter of the Honeynet Project.

Among them, Storm botnet is one prevalent P2P
botnet, Waledac is an HTTP-based botnet, while Zeus
is using HTTP or IRC as its communication mode.
The non-malicious datasets are composed of a variety
of network activities spanning Web and email to
software backup and streaming media. By using the
replay and IP mapping technique, the ISOT lab has
merged the above two individual trace files into one
dataset under one subnet 172.16.0.0/16 (Table 2).

The second dataset we used here was obtained
from a campus network which contains live eMule
traffic in 1 hour. It has only one Intranet IP address
172.26.75.116 (Table 2).

6.2 Dataset pre-processing

1. Filtering

In accordance with the extraction processes in
Section 3.3, in the filtering phase of our experiments
we set the length range of the interest packet as [60,
120] bytes and split the two datasets into multiple
sub-datasets by IP addresses.

Furthermore, we split each IP’s dataset when-
ever the timestamps of two adjacent packets had more
than a 1-hour interval. Some sub-datasets were
dropped if they were too short for further analysis. In
our experiments, we set the minimum length of
datasets as 100. The results of sub-datasets are listed
in Appendix A.

2. Transforming feature time series to event time
series

In accordance with the extraction processes in
Section 3.3, here we use ‘a’, ‘b’°, ‘c’, ‘d’, ‘e’ to rep-
resent different levels of frequencies of PPS. We
sorted the feature time series in ascending order, and
chose the values at 20%, 40%, 60%, 80%, 100% of
the series as the upper limits of event types ‘a’, ‘b’,
‘¢’, ‘d’, ‘e’, respectively. The feature time series can
then be converted into event time series.

6.3 Mining for the candidate periods

As shown in Figs. 4 and 5, the autocorrelation
analysis results are given for the sub-datasets that can
be extracted for candidate periods. Other datasets
that cannot provide candidate periods are shown in
Appendix B. Table 3 lists the candidate periods
extracted.
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Fig. 5 Autocorrelation analysis of the second dataset for
IP 172.26.75.116 (only the part of 1ag<200 is shown)

Table 3 The candidate periods

Dataset 1P Candidate period (s)
172.16.0.11 10, 4
| 172.16.0.12 13
172.16.2.2 3
172.16.2.11 11
2 172.26.75.116 60

According to our basic hypothesis, traffic (as
seen in Appendix B) that does not show periodicity at
all in autocorrelation analysis is almost impossible for
P2P applications, so we dropped the analysis of such
datasets of traffic in the following steps.

6.4 Performance of algorithms

1. Feasibility

In our experiments, we set the minimum confi-
dence of regional periodic patterns as min_conf=0.65,
and the minimum frequency of patterns as min_freq=
20. As seen in Table 4, the brute-force algorithm and
apriori-like algorithm can successfully dig out all
regional periodic patterns that satisfy the conditions
in the time series. Since the brute-force algorithm
uses loops to check all possible regions and mine for
the needed patterns, its result is considered as com-
prehensive. The apriori-like algorithm is able to lead
to the same result as the brute-force algorithm, which
indicates that the apriori property used in our apriori-
like algorithm is rational. The RBI algorithm does not
obtain the complete set of patterns. However, as seen
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in Table 4, at any level of L-length, the results of RBI
are not absent, which shows that RBI works in most
cases in which long periodic patterns are needed. In
other words, RBI is able to find the regions in the
traffic with the densest periodicity.

Table 4 Results of regional periodic pattern mining

Number of patterns

1P L length qute-‘force RBI
(apriori-like)
172.16.0.11 (p=10) 1 2 2
172.16.0.11 (p=4) 1 0 0
172.16.0.12 1 46 46
2 84 60
3 84 69
4 43 37
5 8 7
172.16.2.2 1 83 83
2 48 3
3 6 1
172.16.2.11 1 29 29
2 48 45
3 47 46
4 30 30
5 12 12
6 2 2
172.26.75.116 1 31 31
2 46 45
3 30 30
4 8 8
5 1 1

2. Efficiency

As shown in Table 5, the computation time for
the brute-force algorithm is always long, which in-
dicates that the brute-force algorithm can be used only
in theoretical analysis but not in practical applica-
tions. The apriori-like algorithm and RBI algorithm
are promising as both of them can complete the
mining processes in a short time.

Table 5 Time cost of the three algorithms

Time (s)

1P Brute-force  Apriori-like ~ RBI
172.16.0.11 (p=10) 7.52 0.21 0.19
172.16.0.11 (p=4) 56.32 0.43 0.22
172.16.0.12 466.05 5.19 4.11
172.16.2.2 >1800 452.76 16.17
172.16.2.11 136.26 2.82 1.63
172.16.75.116 2.64 2.71 1.38

However, there are two irregular situations in
Table 5. First, for mining patterns in the time series of
1P 172.26.75.116, the brute-force algorithm is able to
quickly complete the process. This is because the
period of the current time series is large (60 s), and
thus the periodic segments here are very small, which
means the loop time of the brute-force algorithm is
small, and eventually this mining process can be done
quickly.

Second, when processing the IP 172.16.2.2, the
apriori-like algorithm costs 452.76 s to complete the
mining process, which is because the period of the
time series of the current IP is too small (p=3), with a
relatively small frequency of pattern (min_freq=20),
the set of 1-patterns is very large, and the combination
for high L-length patterns is computationally inten-
sive. In such cases, using the RBI algorithm can sig-
nificantly reduce the computational cost (Table 5).
Based on the above analysis, we learned that the
brute-force algorithm is not feasible in practice, while
the apriori-like algorithm and RBI algorithm are ef-
ficient in mining for regional periodic patterns in most
cases.

6.5 P2P bot detection

The evaluation scores are listed in Table 6. Even
though the set of regional patterns of the RBI algo-
rithm is not complete, the scores from different algo-
rithms do not exhibit obvious differences for identi-
fication of the traffic type. As seen in Table 6, if we do
not consider the effect of the BMP function, the pat-
terns with a maximum of d(s) from different algo-
rithms are nearly the same for every IP address. The
reason is that for every high level of L-length from the
brute-force or apriori-like algorithm, RBI obtains at
least one pattern with this level of L-length. This
means even RBI cannot obtain the exact pattern with
a maximum of d(s). Different patterns with the same
L-length will not greatly affect the final evaluation
scores.

For example, for the traffic of 172.16.0.12, if the
BMP is not false here, the score from the RBI algo-
rithm will be 5/13x0.8=0.308 and from the brute-force
or apriori-like algorithm will be 5/13x0.916=0.352.
These two scores should be classified into the same
class as shown in Table 1. The final scores are both 0,
however, since the BMP for 172.16.0.12 is false.
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Table 6 Evaluation scores for traffic datasets”
Algorithm IP p Region™ L length Max_conf  Port Sum_pkt BMP Score
172.16.0.11-1 10 34-61 1 0.714 190 21831 0 0
172.16.0.11-2 4 None 0
Brute-force, 172.16.0.12 13 132-155 5 0.916 3 12934 0 0
Apriori-like  172.16.2.2 3 34-63 3 1.000 2 1693 0 0
172.16.2.11 11 58-79 6 0.909 1184 22475 1 0.496
172.26.75.116 60 6-29 5 0.833 471 868 1 0.069
172.16.0.11-1 10 34-61 1 0.714 190 21831 0 0
172.16.0.11-2 4 None 0
RBI 172.16.0.12 13 130-154 5 0.800 3 13117 0 0
172.16.2.2 3 34-63 3 1.000 2 1693 0 0
172.16.2.11 11 58-79 6 0.909 1184 22475 1 0.496
172.26.75.116 60 6-29 5 0.833 471 868 1 0.069

" min_conf=0.65, min_freq=20, M=500. " Listed by the ordinal of the periodic segment

The scores for IPs 172.16.0.11 and 172.16.2.2
are also calculated as 0 since BMP is false. Now, only
two IPs 172.16.2.11 and 172.26.75.116 do not obtain
their scores. Based on the scores and the classification
criterion in Table 1, we identify that the host of IP
172.16.2.11 is most likely to contain P2P bot traffic
with the score 0.496>0.3, and that IP 172.26.75.116
probably contains only normal P2P traffic for the
score 0.069<0.2.

Compared with the actual classifications as seen
in Table 2, our judgment about IP 172.16.2.11 con-
taining P2P botnet traffic is correct, and the judge-
ment about IP 172.26.75.116 is also correct. The
dropped datasets in our analysis are also verified to
assure that they do not have P2P botnets traffic.
Meanwhile, our method can precisely tell the position
and duration of the malicious periodic behaviors. For
example, for IP 172.16.2.11, one of the mined re-
gional periodic patterns with L length=6 is s=
c*e*aab***c, and the region of s is [Ess, Eso, ..., Ego].
As the period here is 11, we can infer that the time
span is from (58—1)x11=627 s to 89x11=979 s. As
seen in Fig. 6, the periodic behaviors in such a region
are obvious, and the trend of PPSs changing from
high to low and to high again matches the pattern
s=c*e*aab***c well.

However, there is some confusion about the
evaluation of the host of IP 172.16.0.12. Based on the
introduction from Table 2, IP 172.16.0.12 corre-
sponds to Storm botnet, which is a P2P bot, but in the
above experiments we do not recognize this IP as a
malicious one. This is because our proposed detection
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Fig. 6 The time series of the number of packets per second
(PPS) for IP 172.16.2.11

model DMRP is based on the properties that exist
only in the C&C phase of P2P botnets. Though traffic
of IP 172.16.0.12 shows strong periodicity in
spamming processes, such periodicity is not essential
and can be changed easily by attackers. Nevertheless,
in practical detection processes, network traffic with
strong periodicity is always suspicious and should be
picked out for detailed artificial analysis.

6.6 Comparison analysis

Saad et al. (2011) proposed a machine learning
method to classify the traffic in the ISOT botnet
dataset, which is the same as our dataset 1. The ma-
chine learning method can classify the traffic into
different classes. Unlike our method, however, it
cannot recognize some specific classes. As for the
detection of the host with P2P bots, no training is
needed using our methods. The time consumption in
machine learning is huge: using the support vector
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machine (SVM) in Saad et al. (2011), the classifier
training time is 1400 s, and the classification time is
18 s; in contrast, only 16 s is needed using the RBI
algorithm in our work. As the P2P bots in our datasets
have no similarity between different hosts, similar-
ity-based methods like BotMiner (Gu et al., 2008)
cannot detect Storm bots or other bots like Waledac
and Zeus. Obviously, detection based on the inherent
features of P2P applications in our work has the ad-
vantage of directly detecting the P2P bots in the C&C
phase.

7 Conclusions

In this paper, we have proposed a novel detec-
tion model called DMRP to detect P2P botnets.
Unlike the existing methods using similarity of net-
work behaviors, or classifying techniques based on
machine learning methods, our detection model is
based on the nature of P2P botnets, sending requests
periodically for updating their peer lists or receiving
the commands from botmasters in the C&C phase.
Therefore, we identify P2P botnet traffic by analyzing
the specific periodicity within traffic datasets.

During the process to mine for hidden periodic-
ity, we introduce a novel concept of regional periodic
pattern mining in time series, which is novel to P2P
botnet detection, and present three algorithms to solve
this problem. The brute-force algorithm is proposed
for only theoretical analysis; the apriori-like algo-
rithm and RBI algorithm are very efficient and effec-
tive in practical applications.

Experimental evaluation based on public data-
sets shows that our proposed algorithms are suitable
for mining the hidden regional periodicity in time
series and that the DMRP model can detect P2P bot-
net traffic easily and correctly.

However, as our P2P botnet detection model is
built on the basic nature of P2P protocols in the C&C
phase, it is not able to detect P2P botnets in the attack
phase or other types of botnets with different com-
munication protocols, such as IRC and HTTP.

In the future, we aim to improve our detection
model in two aspects. The first is to provide better
noise-filtering techniques for obtaining a better time

series of traffic features, and the second is to build a
standard evaluation criterion for traffic classification
based on more analysis of different traffic datasets.
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Appendix A: Sub-datasets of datasets 1 and 2

Table A1 Sub-datasets of datasets 1 and 2

IP address Sub-dataset (length) Valid number”
172.16.0.11 1(761) 1 (No. 1)
172.16.0.12 1(3117) 1 (No. 1)
172.16.2.2 1 (64985) 1 (No. 1)
172.16.2.3 1 (60) 0
172.16.2.11 1 (42), 2 (1852) 1 (No. 2)
172.16.2.12 1 (58), 2 (44), 3 (38 805) 1 (No. 3)
172.16.2.13 1(5397) 1 (No. 1)
172.16.2.14 1 (3202) 1 (No. 1)
172.16.2.111 1 (41201) 1 (No. 1)
172.16.2.112 1 (86360) 1 (No. 1)
172.16.2.113 1(86369),2(30588) 2 (No. 1, No.2)
172.16.2.114 1 (5537) 1 (No. 1)
172.26.75.116 1 (3605) 1 (No. 1)

" The No. 1/2/3 in the brackets refer to the ordinal numbers of the
datasets (in the second column) that satisfy the requirement of
length
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Appendix B: Autocorrelation coefficients for datasets in which periods cannot be extracted
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Fig. B1 Autocorrelation results of the remaining eight sub-datasets that show no obvious periodicity (only the part
of 1ag<100 is shown)



