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Abstract:
schedulers in operating systems. To find an optimal combination of a file system and an I/O scheduler for SSDs, we

Performance and energy consumption of a solid state disk (SSD) highly depend on file systems and I/0

use a metric called the aggregative indicator (AI), which is the ratio of SSD performance value (e.g., data transfer
rate in MB/s or throughput in IOPS) to that of energy consumption for an SSD. This metric aims to evaluate
SSD performance per energy consumption and to study the SSD which delivers high performance at low energy
consumption in a combination of a file system and an I/O scheduler. We also propose a metric called Cemp to study
the changes of energy consumption and mean performance for an Intel SSD (SSD-I) when it provides the largest
AlI, lowest power, and highest performance, respectively. Using Cemp, we attempt to find the combination of a file
system and an I/O scheduler to make SSD-I deliver a smooth change in energy consumption. We employ Filebench
as a workload generator to simulate a wide range of workloads (i.e., varmail, fileserver, and webserver), and explore
optimal combinations of file systems and I/O schedulers (i.e., optimal values of AI) for tested SSDs under different
workloads. Experimental results reveal that the proposed aggregative indicator is comprehensive for exploring the
optimal combination of a file system and an I/O scheduler for SSDs, compared with an individual metric.
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1 Introduction head and spinning platters), an SSD has a lower

latency of read or write than an HDD. SSD per-

Solid state disks (SSDs) become popular storage
devices and have advantages over hard disk drivers
(HDDs) in terms of high performance, low energy
consumption, shock resistance, and data reliabil-
ity. Without moving components (e.g., magnetic
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formance and energy consumption under random
read-intensive workloads identify with those under
sequential read-intensive workloads. However, a gap
An SSD has

lower performance and higher energy consumption

exists in write-intensive workloads.

under random write-intensive workloads than under
sequential write-intensive ones.

Currently, few file systems (Rosenblum and
Ousterhout, 1992) and I/O schedulers (Riska et al.,
2007) in an operating system concentrate on charac-
teristics of non-moving components in an SSD. Stud-
ies focusing on SSD performance are mainly classi-
fied into two camps: (1) qualitatively study SSD



608 Sun et al. / J Zhejiang Univ-Sci C (Comput & Electron)

performance and design new technologies to improve
the SSD performance (Wang YK et al., 2011; Kim et
al., 2012; Wang H et al., 2013); (2) build SSD perfor-
mance models (Dirik and Jacob, 2009; Hu and Haas,
2010; Maghraoui et al., 2010). Few methods were ap-
plied to study the energy consumption of an SSD due
to its low energy consumption compared with HDDs.
Researchers studied energy consumption of SSDs on
the basis of different levels of workloads (O’Brien
et al., 2008; Kim J et al., 2009; Park et al., 2009),
e.g., micro-benchmarks at the block level and macro-
benchmarks at the file system level. The energy con-
sumption of SSDs has not been fully addressed in the
prior studies. Park et al. (2011) studied the charac-
teristics of performance and energy consumption in
two file systems (i.e., ext2 and LFS). Sehgal et al.
(2010) evaluated impacts of file systems on energy
consumption and performance. SSD performance
and energy consumption were closely related to the
combination of file systems and I/O schedulers. Dif-
ferent combinations made diverse impacts on SSDs
under various workloads.

We are motivated to apply a metric called the
aggregative indicator (Al) to study aggregative im-
pacts on performance and energy consumption of an
SSD from different combinations of file systems and
I/0 schedulers. With AI in place, we not only ex-
tend work investigated by Sehgal et al. (2010) but
also attempt to explore the optimal combination for
an SSD under a workload condition. Five file sys-
tems (i.e., ext2, ext3, NILFS2, ReiserFS, and XFS)
and three I/O schedulers (i.e., CFQ, Deadline, and
NOOP) are configured in the operating system. Un-
der a variety of workloads (i.e., varmail, fileserver,
and webserver) simulated by Filebench, we explore
performance and energy consumption of three real-
world SSDs coupled with these file systems and I/0
schedulers. We observe that the best combination of
a file system and an I/O scheduler for SSDs could
be configured in the operating system to deliver high
performance with low energy consumption.

Note that there are two types of states for SSDs,
i.e., initial state and steady state. The initial state,
which is also called factory state, means that the SSD
has just been initialized. The steady state indicates
that the SSD has essentially invariant performance.
In this paper, we focus on the right combination
of a file system and an I/O scheduler to make ini-
tial state-based SSDs achieve high performance with
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low energy consumption. Steady state-based SSDs,
which present invariant performance, are not satis-
factory for selection of the right combination.

2 Background and related work
2.1 NAND flash and solid state disk

NAND flash (Luo and Zhao, 2007), used for
data storage, was invented by Masuoka et al. (1987).
NAND flash is composed of rows (connected to word-
lines) and columns (connected to bit-lines). The in-
tersection of a row and a column is named a float-
ing gate transistor (FGT), which stores charges (Lee
et al., 2002). The structure of FGT is renamed a cell
storing data bits. The number of data bits in a cell
determines the type of NAND flash, e.g., single-level
cell (SLC) NAND flash with one bit in a cell, multi-
level cell (MLC) NAND flash including two data bits
per cell, and triple-level cell (TLC) NAND flash hav-
ing three data bits in a cell. Both MLC and TLC
NAND flash memory have larger capacity, lower per-
formance, and shorter endurance than SLC NAND
flash.

NAND flash can execute three operations,
namely, read, program (write), and erase. Each row
in NAND flash corresponds to a page, which is the
unit for a read or program operation. The block,
which is the atomic unit for an erase operation, is
composed of a fixed group of pages. Within a block,
a page is read sequentially or randomly. Program
operations can only access a page sequentially. For
an updated page, only out-of-place and erase-before-
write updates are allowed. Excessive updates can
degrade the number of available program/erase cy-
cles in NAND flash, thereby shortening SSD lifetime.

NAND flash has addresses multiplexed into
eight 1/Os, by which command, address, and data
are communicated. NAND flash is arranged into
a number of planes. One plane consists of a fixed
number of blocks and a page register. The register
buffers data transmission from (or to) cell memory
during page read and program operations. NAND
flash memory array space can be divided into many
planes, in which two planes-based operations (e.g.,
read, program, and erase) can be supported to en-
hance SSD performance.

SSDs are designed as a block device and have
been widely applied in embedded systems, data
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center, and search engine companies. An SSD has
higher performance and lower energy consumption
over an HDD under random I/O-based workload
conditions. An SSD is composed of one or more SSD
controllers, NAND flash memory array, flash transla-
tion layer (FTL) (Gupta et al., 2009; Wei et al., 2011;
Lu et al., 2013), interface controller (i.e., SATA,
SAS, fiber channel, and PCI-E), a board cache, and
a printed circuit board. The SSD controller runs
FTL and transforms commands between a host and
NAND flash. FTL is an intermediate software layer
and includes address mapping, garbage collection
(Diadis, 2010; Jung et al., 2012), and wear-leveling
(Jung et al., 2007; Murugan and Du, 2011). The
board cache can improve the performance of small
writes and temporarily store a mapping table. FTL
aims to map the logical address of a page into a phys-
ical one in flash memory. Three proposed mapping
schemes include block-mapping (Ban, 1995), page-
mapping (Gupta et al., 2009), and hybrid mapping
(Kim et al., 2002; Kang et al., 2006; Lee et al., 2007;
2008).

A block-level mapping uses the minimal cache
space for a mapping table but can incur more data
updates and rewrite operations, which shorten the
lifetime of NAND flash memory. A page-level map-
ping reduces the frequency of rewrite operations,
but consumes much cache space for a mapping ta-
ble. A hybrid mapping scheme combines advan-
tages in block- and page-level mappings. It decreases
occupied cache space and reduces the number of
data updates. These methods extend the lifetime
of NAND flash memory. Garbage collection reclaims
invalid pages in blocks to provide free space for the
page program. In the process of garbage collection,
there can be an excessive number of page-rewrite
and block-erase operations, which deteriorates SSD
performance and raise energy consumption of SSDs.
Wear-leveling guarantees an even erase count dis-
tribution during the process of writing data across
NAND flash memory.

2.2 SSD performance and energy consump-
tion

There are two approaches for investigating SSD
performance. One is the qualitative study, in which
researchers gained performance parameters and ap-
plied these parameters to understand behaviors of
an SSD (Bux, 2009). Afterwards, new hardware and
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software were designed to improve SSD performance.
The results of mean latency on a variety of SSDs
were presented in Desnoyers (2010). Read, program,
and erase latency were an approximation of spec-
ified values from manufacturer datasheets in most
cases. Park and Shen (2009) designed a trace-driven
method for evaluating SSD performance under sci-
entific workload conditions. Experiments (Kim JH
et al., 2009; Kim J et al., 2012) showed that SSDs
slightly outperform HDDs in performance under a se-
quential write-dominant workload condition. When
multiple processes simultaneously accessed a single
SSD, the performance significantly reduced. Lee
et al. (2008) evaluated the applicability and potential
impact on SSDs under workload conditions includ-
ing sequential write and random read operations.
They concluded that significant improvement was
achieved in transaction processing by replacing mag-
netic disks with SSDs. Chen et al. (2009) conducted
intensive experiments and measurements on differ-
ent types of state-of-the-art SSDs and achieved an
insight into the unique performance characteristics
of SSDs. They observed a handful of performance
issues and SSD behaviors to improve SSD perfor-
mance.

The second approach is to build a performance
model (Huang et al., 2011) according to applica-
tion workloads. An SSD simulator (Agrawal et al.,
2008) based on DiskSim was used to study impacts
of hardware and software components on SSD per-
formance under a targeted workload condition. An-
other SSD model based on the Disksim simulator
(Kim Y. et al., 2009) was developed to evaluate SSD
performance and analyze the energy consumption of
SSDs by employing different flash translation layer
Maghraoui et al. (2010) provided a lin-
ear model for SSDs. Parameters of the model were
presented along with micro-benchmarks and used to
build a simulator. Dirik and Jacob (2009) proposed a
simulator based on DiskSim v2.0 to study SSD archi-
tectures and management techniques, which quanti-
fied an SSD performance under user-driven/PC ap-
plications in a multi-task environment. An analytic
approach to modeling operations of an SSD (Bux,
2009) was described by a Markov chain to evalu-

schemes.

ate performance of write operations. An empiri-
cal model (Hu and Haas, 2010) was developed to
study SSD performance in the case of greedy garbage

collection policy under random write workload



610 Sun et al. / J Zhejiang Univ-Sci C (Comput & Electron)

conditions. This model aims to quantitatively ana-
lyze the fundamental limit of sustained random write
performance of SSDs.

For SSD energy consumption, O’Brien et al.
(2008) provided energy consumption measurements
based on USB devices, which were composed of
NAND flash memory.
cussed energy consumption and performance in USB
Seo et al. (2008) evaluated the efficiency
of SSD energy consumption at the block 1/0 level
and file system level. Park et al. (2009) designed
an energy consumption model for an SSD. They col-

Experimental results dis-

devices.

lected traces from a real-world workload condition
and replayed them on this model to study the SSD
energy consumption. FlashPower, an NAND flash
energy consumption model (Mohan et al., 2010) in-
tegrated with CATI5.3, was demonstrated based on
SLC-NAND flash. Parameters of device and micro-
architecture were taken as input in this model to esti-
mate the energy consumption of SSDs during various
operation modes. Yoo et al. (2011) studied energy
consumption of write operations to explore key tech-
nical characteristics inside the SSD.

2.3 File system and I/0O scheduler

Fig. 1 depicts the structure of a storage system.
Our study concentrates on the impacts of file sys-
tems and I/0 schedulers on SSDs. We investigate
the combination of file systems and I/O schedulers
in SSD-based storage systems to achieve high per-
formance and low energy consumption. Five main-
stream file systems (i.e., ext2, ext3, ReiserF'S, XFS,
and NILFS2) and three I/O schedulers (i.e., CFQ,
Deadline, and NOOP) are configured in an operat-
ing system to measure performance and energy con-
sumption of SSDs. I/O schedulers sort and merge
written requests in SSDs to optimize performance at
the block level.
our experiment is 2.6.35. We employ default param-
eters of a file system in the process of formatting and
mounting SSDs.

The Linux kernel version used in

2.3.1 File system

Ext3, Reiserfs, and XFS are typical journaling
file systems, which keep track of changes in a journal
and store circular logs in a dedicated area in stor-
age devices. The journaling file systems have three
modes, namely journal, ordered, and write-back.
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Fig. 1 The storage level based on SSDs and HDDs.
‘We concentrate on the specific file system layer and
the I/0O scheduler layer in this study

Ext2 (i.e., the second extended file system) (Ap-
pleton, 1997) and ext3 (i.e., the third extended file
system) (Tweedie, 2000): ext2 and ext3 belong to
extended file systems. Ext2 inherits ideas from the
Berkeley Fast File System (McKusick et al., 1984).
They have the same table-based structure of inodes.
From the table, we can obtain the address of an in-
ode. Ext3, extended from ext2, has all advantages of
the journal-structured file system. Ext3 guarantees
the system recovery from a crash, for example. In
ext3, the default mode is ordered, which is a kind
of physical journal. In addition, it costs much time
to recover the crashed file system. Under the same
workload condition, ext3 performs more extra writes
than ext2.

ReiserF'S (Agrawal et al., 2007): ReiserF'S, the
logical journaling file system designed based on
object-oriented paradigm, is composed of the seman-
tic layer and storage layer. The semantic layer man-
ages object namespace and defines object interfaces.
Disk space is managed by the storage layer. The
mapping item (i.e., from file name to file) is imple-
mented by the B+ tree structured inode. The data
in a file system is stored by the pattern of B+ tree,
which is different from the mapping table in ext2 or
ext3. The data is stored in inodes of leaves in the
B+ tree, by which the performance of searching data
is better than that in extended file systems under a
workload with small file size (e.g., smaller than 4
KB).

XFS (Wang and Thomas, 1993): The 64-bit
high-performance journal file system partitions disk
space into allocation groups (also called chucks or
linear regions). Each allocation group manages its
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own inodes and free space, respectively. In the in-
terior of an allocation group, the data is managed
by the pattern of B+ tree. The structure improves
parallel I/O performance in multi-processor systems,
because metadata updates are processed in parallel.

NILFS2 (Konishi et al., 2006) (i.e., new imple-
mentation of a log-structured file system): Data in
NILFS2 is recorded by the pattern of the log struc-
ture (i.e., append-write mode). Data and metadata
updates are sequentially written in log space. This
can reduce the seek time and minimize the data loss,
which occurs after a crash. NILFS2 supports con-
tinuous snapshotting. The management for data
and inodes is implemented by the pattern of B-
tree. Append-write mode makes SSDs have better
performance compared with random write patterns.
NILFS2 reduces the random writes and improves
SSD lifetime.

2.3.2 1/0 scheduler

NOOP (Pratt and Heger, 2004; Moallem, 2008;
Heger and Quinn, 2010): the NOOP scheduler only
inserts incoming 1/Os into a simple FIFO queue and
implements I/Os merging, meaning that it cannot
sort but only merge requests. This scheduler is useful
when it has been determined that the host should
not attempt to re-order requests based on the sector
numbers contained therein.

Deadline (Pratt and Heger, 2004; Moallem,
2008; Heger and Quinn, 2010): Deadline has two
advantages over NOOP. The sorted queue sorts re-
quests from the upper layer to minimize seek times
and allocates a deadline to each request, thereby
ensuring that each request can be eventually ser-
viced. Therefore, two couples of sorted queues and
one deadline queue are applied for read and write
I/Os, respectively.

CFQ (Pratt and Heger, 2004; Moallem, 2008;
Heger and Quinn, 2010): CFQ sets a queue for a pro-
cess, allocates a time slice to requests in the queue,
and handles requests in a round robin manner when
the time slice on the request expires. CFQ sorts re-
quests using their addresses to reduce time of disk
pads rotation and improve HDD performance.

These schedulers initially aim to reduce seek
time and improve HDD performance. SSDs have no
moving component; reducing seek time is not appli-
cable for SSDs but can improve random writes inside
SSDs. To find the optimal scheduler for SSDs, we
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perform experiments on SSDs based on different file
systems and I/O schedulers under various workload
conditions (see Section 5).

3 Evaluation model

We describe an evaluation model to explore an
optimal combination of a file system and an I/O
scheduler to improve the performance and energy
efficiency of SSDs. In this section, we present the
evaluation model based on voltage, current, and per-
formance in an SSD.

The energy consumption of an SSD can be ex-
pressed as

P=UI, (1)

where U and I are the voltage and current on an
SSD, respectively. U is a constant, whereas I varies
based on workload conditions. We divide the period
of measurement (i.e., T') into a handful of intervals.
The energy consumption P; measured during the ith
interval T; can be computed as:

P, =U;I;,

where P;, U;, and I; denote the energy consump-
tion, voltage, and current measured during interval
T;, respectively. Therefore, the average value of en-
ergy consumption (i.e., P) of the SSD in the process
of measurement under a workload condition is ex-
pressed as

N N

B Z(PiTi> Z(UiIiTi)

P — =1 — =1 , (2)
T £

where N is the number of interval 7; during the pe-
riod of measurement, i.e., T = Zfil T;. As the volt-
age of SSD is considered to be a constant, Eq. (2)
may be rewritten as

F:UL. (3)

SSD performance can be evaluated in terms of
data transfer rate (i.e., MB/s) and throughput (i.e.,
IOPS). Given a workload condition, performance
metrics, i.e., IOPS and MBPS, for SSDs have the
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same proportion of changes. Therefore, we choose
IOPS as a performance metric of SSDs.

To assess SSD performance per unit of energy
consumption, we employ an aggregative indicator Al
to explore the optimal combination of a file system
and an I/O scheduler for an SSD:

N
> T
A= 0P8 jopgi=t (4)
P N
U S (I,Ty)
=1

We employ Al to evaluate performance and en-
ergy consumption for an SSD based on different com-
binations of file systems and I/O schedulers. The
larger the value of AI, the more optimal the com-
bination of a file system and an I/O scheduler is
for the SSD. In the following section, we apply our
evaluation model and method to real-world SSDs to
optimize the performance and energy consumption

of SSDs.

4 Measurement environment and

methodology
4.1 Experiment setup

Our measurement system (Fig. 2) is mainly
composed of a workload generator system, a power
analyzer system, and tested SSDs. The workload
generator system hosts on a desktop PC, which has
an Intel Dual-Core 2.50 GHz CPU, 2 GB DRAM,
and 1 TB HDD with 64 MB cache. Experimen-
tal results of performance and energy consumption
for tested SSDs are stored in the HDD. In the work-
load generator system, Filebench running on Ubuntu
10.0 (Linux-2.6.35) generates three simulated work-
loads, namely varmail, fileserver, and webserver.
The power analyzer system samples current at a fre-
quency of 10 kHz from tested-SSDs by Hall-effect
measurement on the 5 V line. These values of cur-
rent are transmitted to the HDD of the host by a
local area network at an interval of 1 s. Tested SSDs
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include Intel X25-M 80 GB G2 (SSD-I for short),
SoliWare 64 GB (SSD-S for short), and Kingston
80 GB SSD (SSD-K for short). Characteristics of
the tested SSDs are listed in Table 1. MLC NAND
flash presents higher energy consumption but lower
performance than SLC NAND flash. Therefore, we
select MLC NAND flash-based SSDs to explore the
right combination of a file system and an I/O sched-
uler to guarantee SSDs high performance at low en-
ergy consumption. Two types of SSD controller are
applied in our test. SSD controllers for SSD-I and
SSD-K are implemented in an ASIC design while
SSD-S has an FPGA-based controller. The former
consumes lower energy than the latter. To study
the impact of DRAM capacity on performance and
energy consumption of SSDs, SSD-I with a smaller
DRAM capacity (e.g., 16 MB) and SSD-S or SSD-K
with a larger DRAM capacity (e.g., 128 MB) are
employed in our test. SSD-S outperforms SSD-I
or SSD-K occasionally when temperatures fall in a
wider range.

Ethernet LAN
P\“ Power analyzer
= -
% Host
Ethernet connects
&\o
S
2V N~
& | -
SATA power lines %\:t_ =
Workload generator Tested SSD
SATA data lines
Power sensor

Fig. 2 The system for measuring the performance
and energy consumption of tested SSDs

4.2 Measurement workload

Filebench, a file system and storage benchmark,
can resemble real-world workload scenarios. We

Table 1 Characteristics of tested SSDs

Tested Capaciity ~ Flash SSD DRAM Performance (MB/s) Power (W) Secure
SSDs (GB) type controller size (MB) Read Write Work Idle erase

SSD-I 80 MLC Intel PC29AS21AA0Q 16 201.3 73.8 2.6 0.15 Support
SSD-S 64 MLC Xilinx XC3S1600E 128 98.8 103.6 4.1 1.50 Support
SSD-K 64 MLC Toshiba T6UG1XBG 128 220.0 140.0 5.9 3.30 Support
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employ three simulated workloads (i.e., varmail, file-
server, and webserver) in our experiment. The work-
load generator issues macro-benchmarks and records
performance of tested SSDs. Varmail emulates file
read and random append-write operations in a mail
server; fileserver emulates reads, writes, and deletes
on a fileset of random sizes in a file server; webserver
emulates reads on a fileset of random sizes and a
random append log-file write in a web server. Char-
acteristics of workloads are listed in Table 2.

4.3 Measurement methodology

We evaluate SSD performance and energy con-
sumption using the measurement system depicted in
Fig. 2. Three workloads, five file systems, and three
I/O schedulers are tested in our experiment.

In the experiment, we perform a secure erase
command on a tested SSD under Ubuntu. By doing
this, the data in tested SSDs is erased, and then SSDs
can be put into the initial state before every test.

In each experiment, we initially configure a pair
of file system and I/O scheduler in the Linux system.
We run the workloads on an SSD for 600 s and mea-
sure performance and energy consumption for the
tested SSD. In the process of measurement, we ob-
tain results of energy consumption of the SSD and
store them in the HDD of the workload generator
system. When the workload is completed, we record
the mean value of SSD performance. Afterwards,
we change the combination types (e.g., file system
types and I/O scheduler types), and then measure
the tested SSD again.

We mainly explore initial state-based SSDs to
find the right combination of a file system and an I/0O
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scheduler, which makes it optimal for SSDs, meaning
that SSDs provide high performance with low energy
consumption. Long run-time can make tested SSDs
deviate from the initial state; therefore we configure
600 s as the run-time in our experimentation.

We apply IOPS (i.e., performance metric) and
power (i.e., energy consumption metric) to evaluate
tested SSDs based on various combinations of file sys-
tems and I1/O schedulers. The aggregative indicator
(see Al in Eq. (4)) represents the value of IOPS/P
for tested SSDs.

When all tests under a workload condition are
completed, we obtain and analyze Al based on per-
formance and energy consumption for the tested
SSD. From experimental results, we choose the opti-
mal combination of a file system and an 1/0O sched-
uler, which can optimize the performance and energy
efficiency of the tested SSD. Using the Intel SSD
based on CFQ and five file systems, we summarize
an example of experimental results (including power,
IOPS, speed, and AI) for SSD-I under fileserver in
Table 3. We will present all results in the follow-
ing section. In addition, we present an analysis of
the optimal combination of a file system and an I/O
scheduler for SSDs under three workload conditions.

5 Exploring optimal combination for
SSD based on Al

We analyze three real-world SSDs under var-
mail, fileserver, and webserver workload conditions.
For SSDs, we reveal performance (i.e., IOPS) and en-
ergy consumption, and then study the AT of different
combinations of file systems and I/O schedulers. For

Table 2 Characteristics of macro-benchmarks in Filebench

Workload File size (KB)  Number of files Number of threads 1/0 size Time ()  Nyead : Nwrite
Varmail 16 1000 16 16 KB (M), 1 MB (R) 600 1:1
Fileserver 128 10 000 50 16 KB (M), 1 MB (F) 600 1:2
Webserver 16 1000 100 1 MB 600 10:1

F: fixed size of I/O; R: read size of I/O; M: mean size of I/O

Table 3 An example of experimental results based on the CFQ I/O scheduler for SSD-I under fileserver

File system Power (W) I0PS Speed (MB/s) Al
Ext2 1.8042 4598.63 110.2 2548.85
Ext3 1.8397 4220.50 101.1 2294.13

NILFS2 1.5689 3055.57 73.1 1947.60
ReiserF'S 1.7290 3147.33 75.3 1820.36
XFS 1.9963 4351.04 104.2 2179.50
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SSD-I having the largest Al value, we plot changes of
energy consumption and mean performance (Cemp
for short) under three conditions (i.e., the highest
performance, the lowest energy consumption, and
the largest AI), respectively.

5.1 Varmail workload
5.1.1 AI results under varmail

Varmail workload resembles I/O behaviors (i.e.,
random read and append-write or sequential write
I/0s) of real-world email servers. File size in this
workload is relatively small (Table 2). Figs. 3-5
show experimental results of tested SSD-I, SSD-S,
and SSD-K under varmail workload.

In most cases, SSDs coupled with extended file
systems (e.g., ext2 or ext3) have higher performance
(i.e., IOPS) at lower energy consumption (Fig. 3)
than that using other file systems under varmail,
meaning that the ext2- and ext3-based SSDs have
better Al performance in the case of three I/0O sched-
ulers (Fig. 3c). The results plotted in Figs. 4a and
5a reveal that when it comes to SSD-K and SSD-S,
the extended file systems with I/O schedulers achieve
better performance than other file systems.

Ext2- and ext3-based SSDs have high energy ef-
ficiency. For example, the energy consumptions of
SSD-K and SSD-S under CFQ are 1.1374 W and
0.4094 W, respectively; the energy consumptions of
SSD-K and SSD-S under Deadline are 0.1955 W and
1.0584 W, respectively; the energy consumptions
of SSD-K and SSD-S under NOOP are 0.1921 W
and 1.2577 W, respectively. Integrated with NOOP,
ext2- or ext3-based SSDs have higher Al values than
other file systems. The SSDs coupled with ext2 or
ext3 exhibit high Al values. The outstanding perfor-
mance and energy efficiency are attributed to work-
load types, the combination of a file system and an
I/0O scheduler, and SSDs. SSDs achieve high perfor-
mance for varmail workload containing random reads
and append writes. Therefore, SSDs coupled with
the extended file system ext2 or ext3 can provide
high performance and low energy consumption under
varmail workload. File size in varmail is relatively
small and the extended file systems deal well with
small size files by virtue of inodes. Ext2-based SSDs
do not store journey of data in disks and cost less
energy than ext3-based SSDs, where SSDs should
store journey of data. SSDs based on ReiserFS ex-
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press low energy consumption, which results from
the B+ tree structure used in data searching and pro-
cessing. These advantages in extended file systems
make SSDs have large values of Al. In our experi-
ment, SSD-K has the largest Al value when the ext2
file system is integrated with NOOP under varmail
workload.

5.1.2 Cemp for SSD-I under varmail

The changes of energy consumption and mean
performance (Cemp) for SSD-I under three condi-
tions (the largest AL the lowest power, and the high-
est performance) are shown in Fig. 6.

Ext2-CFQ-based SSD-I has the largest Al and
lowest power (Figs. 6b and 6c¢), meaning that the
SSD-I based on the combination of ext2 and CFQ
can achieve the right high performance with low en-
ergy consumption. Under these two conditions, the
energy consumption of SSD-I ranges from 0.525 W
to 0.535 W for read I/Os in the workload; the en-
ergy consumption is anywhere between 0.355 W and
0.555 W for append-write operations. Because read-
and append-write-based I/Os result in low energy
consumption, the change of energy consumption is
relatively smooth. In addition, write I/Os in ext2
less than those in ext3 are loaded on SSD-I; there-
fore, the SSD-I based on ext2 and CFQ performs
with invariant energy consumption compared to that
based on ext3 and NOOP. Ext3-NOOP-based SSD-1
offers higher performance than the ext2-CFQ-based
counterpart; however, ext3-NOOP-based SSD-I has
high energy efficiency because ext3 can load more
write I/Os on SSD-I than ext2. Therefore, ext3-
NOOP-based SSD-I has sharper energy consump-
tion changes (from 1.5 W to 1.8 W in Fig. 6a) than
ext2-CFQ-based SSD-I (from 0.525 W to 0.553 W in
Fig. 6a or Fig. 6¢). We conclude from these results
that ext2-CFQ-based SSDs offer more optimal Al
(i.e., better performance at lower energy consump-
tion) under varmail workload.

5.2 Fileserver workload
5.2.1 Al results under fileserver

Fileserver workload resembles a real-world
multi-threading workload composed of random reads
and writes. File size in fileserver workload is large
(Table 2). The percentages of random writes and
reads are 67% and 33%, respectively. Figs. 7-9
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reveal experimental results for three tested SSDs.

Experimental results reveal that performance of
tested SSD under fileserver workload is lower than
that under varmail or webserver workload. File-
server contains more random write I/Os than read
ones; in contrast, there are fewer random write I/Os
in varmail (i.e., read and append-write I1/0s) and
webserver (i.e., 90% read I/Os). Garbage collection
is easily triggered by random write I/Os loaded on
SSDs. Therefore, the values of SSD performance un-
der fileserver workload are smaller than those under
varmail and webserver, while the values of energy
consumption of SSDs are larger than those under
other workload conditions.

SSD-I’s garbage collection triggered by random
I/O causes SSD-I to have much higher and sharper
changes in energy consumption under fileserver than
under the other workload (Fig. 10).

NILFS2 makes use of a log-structure file system
to handle random write operations. Such a sequen-
tial write pattern allows performance improvement
of SSDs. Therefore, NILFS2 improves SSDs in terms
of AT, IOPS, and energy consumption.

Fig. 7 shows that the values of performance
of extended-file-system-based SSDs are higher than
those of the same SSDs using other file systems.
NILFS2-based SSDs offer high energy efficiency. The
AT values of the extended-file-system-based SSD-I
are very large. Figs. 8 and 9 show that NILFS2-
based SSDs provide higher performance and lower
energy consumption than the same SSDs that em-
ploy other file systems. For example, the IOPS val-
ues of SSD-K and SSD-S are 4993.66 and 4187.56,
respectively. Figs. 7a, 7b, and 7c reveal that
ext2- and ext3-based SSDs have high energy effi-
ciency, because of there being no journal operations
in the table structure of inodes. NILFS2-based SSDs
have higher energy consumption than the SSDs using
the extended file system. NILFS2-based SSDs have
higher Al values than those based on others with
an I/0 scheduler. NILFS2-CFQ-based SSD-K offers
high AI values. The detailed energy consumption
information for the SSDs can be found in Fig. 10.

5.2.2 Cemp for SSD-I under fileserver

In fileserver workload, the write ratio is higher
We depict the
Cemp for SSD-I under three conditions, i.e., the
largest Al, lowest power, and highest performance,

than those in other workloads.
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in Fig. 10. Experimental results plotted in Figs. 10a
and 10c confirm that the ext2-Deadline-based SSD-I
offers the largest Al and highest performance, re-
spectively. However, the energy consumption of
the ext2-Deadline-based SSD-I is much higher than
that of the NILFS2-CFQ-based SSD-I. The ext2-
Deadline-based SSD-I provides high overall per-
formance. The energy consumption of the ext2-
Deadline-based SSD-I is anywhere between 1.8 W
and 2.4 W; the energy consumption of the NILFS2-
CFQ-based SSD-I ranges from 0.7 W to 2.2 W.
We find that the change in energy consumption in
Fig. 10b is much sharper than that in Fig. 10a or
Fig. 10c. The NILFS2-CFQ-based SSD-I has low
performance; SSD-I has lower AI than that plotted
in Fig. 10c. Fig. 10 shows that the ext2-Deadline-
based SSD-I has higher AI (i.e., better performance
at lower energy consumption) than other types of
SSD-I under fileserver workload.

5.3 Webserver workload
5.3.1 AI results under webserver

Webserver workload simulates workload in a
web server. The percentage of read operations in
this workload is around 90%. Operations include
random read and append log data writes. SSDs pro-
vide high performance under a workload with read
and append-write operations. File size in this work-
load is much smaller than those in other workloads
(Table 2). Therefore, SSDs exhibit high performance
and low energy consumption under this workload.
Experimental results are shown in Figs. 11-13.

SSD performance is higher than those under
other workloads (Fig. 11a). For example, IOPS
of SSD-K under webserver, SSD-I under fileserver,
and SSD-I under varmail are 18 373.87, 5523.95, and
12 982.43, respectively. Ext2 is very beneficial to
workload conditions with small file sizes and does
not store journal data in disk space. Hence, perfor-
mance of ext2-based SSD is better than that based on
other file systems (Figs. 11a, 12a, and 13a, in which
the highest SSD performance is achieved based on
different I/O schedulers). Ext2 is superior to journal
file systems in the use case of SSDs (refer to Section
5.1.1 for the reasons why ext2 has these advantages
over journal file systems).

With a large percentage of reads and append-
write log data in this workload, SSD energy
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consumption is low (Figs. 11b, 12b, and 13b). En-
ergy consumption of the XFS-based SSDs becomes
small, because XFS can efficiently process large size
files. The AI values are higher than those under
other workloads. The results (Figs. 1lc, 12¢, and
13c) show high AI values for extended-file-system-
CFQ-based SSDs. The ext3-CFQ-based SSDs can
achieve the optimal performance. According to
Figs. 11c, 12¢, and 13c, the largest value of Al for any
tested SSD exists in the CFQ-based combination. In
most cases, CFQ can help improve the overall SSD
performance and energy consumption under this
workload.

5.3.2 Cemp for SSD-I under webserver

Under different conditions (i.e., the largest AI,
lowest power, and highest performance), three kinds
of Cemps exist in SSD-I based on three types of com-
binations (Fig. 14). The ext3-CFQ-based SSD-I has
the largest Al (Fig. 14c), meaning that SSD-I offers
high performance and consumes low energy. Fig. 14a
shows that the ext2-NOOP-based SSD-I has high
performance with low energy consumption ranging
from 0.655 W to 2.260 W. The energy consumption
of the ext2-NOOP-based SSD-I changes much dra-
matically than that of the ext3-CFQ-based SSD-I,
in the interval (0.6563, 2.2897) W. The mean value
of AI for the ext2-NOOP-based SSD-I is smaller
than that of SSD-I based on the optimal combi-
nation (Fig. 14c). The energy consumption of the
NILFS2-CFQ-based SSD-I (Fig. 14b) is anywhere
between 0.6574 W and 2.1737 W, which is smaller
than that for SSD-I based on the optimal combi-
nation. However, SSD-I has two deficiencies, lower
performance and dynamically changing energy con-
sumption, which lower the Al value of NILFS2-CFQ-
based SSD-I. Fig. 14 shows that SSD-I based on the
optimal combination has lower energy efficiency than
NILFS2-CFQ-based SSD-I, and lower performance
than ext2-NOOP-based SSD-I. The ext3-CFQ-based
SSD provides the best overall performance and en-
ergy consumption among the SSDs under webserver
workload.

6 Conclusions

In this paper, we aim at optimizing performance
and energy efficiency of SSDs by choosing the most
appropriate combination of a file system and an I/0

2014 15(8):607-621

scheduler. We demonstrate a holistic way of eval-
uating performance and energy efficiency of SSDs
using the AI rather than a single metric under var-
ious workload conditions, which are generated by
filebench. We draw the following conclusions:

1. Experiment results confirm that SSD perfor-
mance and energy consumption largely depend on
the combination of a file system and an I/O sched-
uler under a workload condition.

2. In most cases, tested SSDs coupled with the
extended file systems (e.g., ext2 and ext3) and any
I/O scheduler provide better AI than other SSD
counterparts under varmail workload with read and
append-write I/Os.

3. Tested SSDs based on NILFS2 and any I/0
scheduler offer high AT under fileserver workload con-
taining a large number of writes.

4. Tested SSDs using the combination of the
extent file systems (i.e., ext2 and ext3) and CFQ
exhibit high AI values under the read-intensive web-
server workload.

We also choose a typical SSD (i.e., SSD-I) to
study changes of energy consumption and mean per-
formance (i.e., Cemp) in SSDs under three condi-
tions (i.e., the largest AI, lowest power, and highest
performance), and draw the following conclusions:

1. SSD-I based on the extended file systems
(e.g., ext2 and ext3) delivers high performance at
low energy efficiency in most cases. The ext2-based
SSD-I has no journaling-write operations; therefore,
ext2-based SSD-I reveals lower energy consumption
and less sharper changes in energy consumption val-
ues than ext3-based SSD-I. However, data stability
and security in ext2 are not guaranteed. Ext3 in-
cluding characteristics of ext2 maintains the journal-
structure, which guarantees the security of this file
system.

2. NILFS2 is beneficial for write operations, es-
pecially random writes. Compared with other file
systems, NILFS2-based SSD-I performs with lower
energy consumption and smoother changes in energy
consumption.

3. Currently, I/O schedulers are designed
for HDDs to optimize HDD performance. Our
experiment confirms that the CFQ and NOOP
schedulers can improve SSD-I performance and
energy consumption under workload conditions with
most read I/Os while Deadline-based SSD-I displays
high performance at low energy consumption.
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