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Abstract:
an efficient procedural modeling and rendering system to generate marine ecosystems for swim-through graphic

Underwater scene is one of the most marvelous environments in the world. In this study, we present
applications. To produce realistic and natural underwater scenes, several techniques and algorithms have been
presented and introduced. First, to distribute sealife naturally on a seabed, we employ an ecosystem simulation that
considers the influence of the underwater environment. Second, we propose a two-level procedural modeling system
to generate sealife with unique biological features. At the base level, a series of grammars are designed to roughly
represent underwater sealife on a central processing unit (CPU). Then at the fine level, additional details of the
sealife are created and rendered using graphic processing units (GPUs). Such a hybrid CPU-GPU framework best
adopts sequential and parallel computation in modeling a marine ecosystem, and achieves a high level of performance.
Third, the proposed system integrates dynamic simulations in the proposed procedural modeling process to support
dynamic interactions between sealife and the underwater environment, where interactions and physical factors of
Results
demonstrate that this system is capable of generating and rendering scenes with massive corals and sealife in real

the environment are formulated into parameters and control the geometric generation at the fine level.
time.
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1 Introduction presented great challenges. First of all, sealife on

a seabed must be distributed in a realistic manner

A marine ecosystem is extremely complex in na-
ture and plays a very important biological role in
the Earth’s environment (Mann and Lazier, 2005).
Graphic or scientific applications require generat-
ing, simulating, and visualizing underwater environ-
ments realistically and very quickly. However, the
diversity and complexity of underwater sealife have
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so as to reflect their interactions with their environ-
ment. Second, geometric models of individual sealife
must be synthesized with unique biological features
in both shapes and topological structures. Third,
to create believable and visually pleasant underwa-
ter scenes, dynamic interactions between the sealife
must be considered. Finally and what is one of the
biggest challenges, the scene, which may consist of
billions of primitives, must be modeled and rendered
efficiently.

In recent years, procedural modeling algorithms

have been widely used in modeling vegetation on
land (Deussen et al., 1998) and for cities (Parish and
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Fig. 1 Three views of an underwater scene. This scene consists of 128k corals, seaweed, and sealife (over 100M
triangles), which are generated and rendered by the proposed system at above 30 frames per second

Miiller, 2001). Such a technique has the advantage of
creating complex but structural models at runtime,
whereas no geometric needs are required to be stored
or streamed beforehand. Compared with previous
procedural modeling models, underwater sealife are
different in both shapes and topological structures.
Many underwater sealife are characterized by thorny
skin and full detailed tips, which are rare in vegeta-
tion or buildings. To our knowledge, the procedu-
ral generation of underwater sealife remains an open
problem.

In this study, we propose an efficient system that
addresses the different challenges in the modeling
and rendering of a marine ecosystem.

First, we propose a marine ecosystem simulation
model in the proposed system to populate sealife in
the ocean more naturally. The growth of species
is simulated by considering different factors such as
competition for space and sunlight, preference for
wave energy, aging, death, and so on.

Second, we present a central processing unit-
graphic processing unit (CPU-GPU) hybrid frame-
work to the proposed procedural model for rendering
the individual ocean sealife. A set of grammars are
designed to define the very basic shapes of several
underwater classes at a general level. Unique ap-
pearances like spiny skin in Echinoderms and sensory
tentacles in Coelenterata are generated in different
patterns to include the diversities identified in the
The proposed CPU-GPU hybrid
framework has several good features:

undersea sealife.

1. Compact model representation on CPUs:
Grammars are procedurally encoded to generate an
individual model. Avoiding explicit geometry stor-
age, this model is a rough representation of base
meshes and tip nodes.

2. Fast generation of details on GPUs: The
rough model is expanded to a detailed model at run-
time by using hardware tessellation control and op-
timized instancing. Adaptive level-of-detail (LOD)

geometries are created entirely on a GPU to gener-
ate massive sealife with different levels of geometric
details in an underwater scene.

Third, the proposed system integrates dynamic
interaction simulation with the underwater environ-
ment. Complex physical factors are simplified into
a local model based on control points.
flow and fish interaction are computed based on this
model on a CPU. Swaying influences and collision re-
sults are sent to the GPU as parameters for geometry
generation.

The water

Finally, we use the proposed system to generate
a complex marine ecosystem. Results demonstrate
that this system is capable of generating and render-
ing scenes with massive corals and sealife in real time

(Fig. 1).

2 Related work

Procedural generation plays an important role
in vegetation modeling. L-systems (Lindenmayer,
1968) have been widely applied to both model and
render plant ecosystems (Deussen et al., 1998). The
plant distribution is modeled on the basis of a funda-
mental phenomenon in plant population dynamics,
i.e., self-thinning.
several other key factors affect the development of
spatial distribution of underwater sealife, including

In marine ecosystems, however,

preference for wave energy and competition for sun-
light and space (Storlazzi et al., 2002).

In modeling of individual plants, L-systems can
be used to observe real plants (Prusinkiewicz and
Lindenmayer, 1990). A tree can be further charac-
terized into stem and leaf parts by using several po-
sitional functions (Weber and Penn, 1995). Levels of
details can also be generated (Lluch et al., 2003). The
main benefit of L-systems is that each tree branch
can be considered as a smaller complete tree, which
makes the whole modeling process a single recursive
step. Underwater sealife such as coral have devel-
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oped into complex shapes and most of them have
grown complex tips unlike their main bodies. It is
hard to implement the original tree grammars to
those shapes except for the tree-like ones. Mean-
while, full detailed geometry generation in this way
can easily generate a large number of polygons of an
individual model. The approach proposed by Marvie
et al. (2012) introduces construction rules which can
expand at runtime using hardware geometry gener-
This approach can easily generate a large
number of polygons and render complex scenes con-
taining thousands of buildings and trees. However, it

ation.

focuses on representing facade elements, but ignores
a lot of unique biological features including spiny
skin and full detailed tips.

Underwater illumination has become a research
hotspot (mostly in the domain of particle and
ray tracing algorithms) (Jensen, 2001). Mean-
while, real-time solutions have been devoted to clas-
sic underwater effects, such as caustics and go-
drays (Lanza, 2007; Papadopoulos and Papaioan-
nou, 2009). Sakude et al. (2011) introduced an
approach to modifying the graphic pipeline based
on the programmable shading language to properly
render the effects of the liquid environment, includ-
ing loss of illumination and visibility, blur effects,
etc. Unfortunately, there are very few methods for
the modeling of underwater sealife. Large-scale un-
derwater scenes with endless corals used in games
and movies are mainly designed by artists. A com-
mon way for artists to construct a complex scene
is to clone a single object many times to achieve
the geometric complexity for the required realism.
On a natural seabed consisting of many coral mod-
els, this common approach will result in a manu-
factured unnatural appearance, producing the same
coral models and often the same branching struc-
tures. Besides the endless corals, thousands of an-
imals are living on the seabed such as fishes and
crabs. These animal-coral interactions bring about
great challenges. Traditional procedurally generated
vegetation scenes like forests are almost static except
for a wind-like swaying. These wind animations for
trees are usually based on a repeated function imple-
mented by a vertex shader (Zioma, 2007). A real-
time method is presented to animate thousands of
trees under a user-controllable directional wind (Di-
ener et al., 2009). These methods are not suitable for
a simulation of local dynamic scenes such as the clas-

sic interaction scene of clown fishes swimming in a
giant sea anemone. This type of interaction requires
the use of complex physical models to describe what
is taking place. How to simplify this physical model
to achieve convincing results at low cost is a great
challenge.

3 Overview

The architecture of the proposed procedural
modeling and rendering system is presented in Fig. 2.
We propose a hybrid CPU-GPU framework to gen-
erate underwater scenes naturally and render them
efficiently. Xenia umbellata is a typical underwater
coral characteristic of pumping branches and spiny
main bodies, which we will use as an example to
describe our pipeline approach.

The modeling process begins with an ecosys-
tem simulator that positions sealife on the seabed.

CPU
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Fig. 2 Architecture of the procedural modeling and
rendering system
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An ecosystem simulation model is implemented to
synthesize interactions between the sealife within
the marine ecosystem. Taking the ocean depth
data and the ecological characteristics of the species
and, optionally, the initial distribution of the species
as input, our simulator computes the distribution
and growth of the sealife by considering the com-
petition of the sealife for space and sunlight, pref-
erence for wave energy, aging, death, and so on.
These simulations are performed using an L-system-
based model, extended with the capability to sim-
Given the
type, position, and vigor parameters of individ-
ual sealife, we present a two-level procedure mod-
eling and rendering pipeline system. At the initial
rough level, a grammar decoder generates the base
mesh, parameter map, and instancing tips for the

ulate species-environment interactions.

detailed generation, as well as the control points
for the dynamic interaction simulation. This pro-
cess is computed on the CPUs to fully use the se-
quential and asynchronous computational power of
CPUs.
GPU, additional details are created with seamless
LOD transitions by utilizing hardware tessellation
and optimized instancing technologies. The GPU
stage is designed to take advantage of massively par-
allel graphics hardware and expand undersea sea-

Then, based on such information, on a

life into a fine level in the geometry expander. Fi-
nally, geometric and texture data is developed in the
renderer.

Optionally, in a dynamic generator, the interac-
tions between water flow and sealife are computed
by a simplified physical model. The positions of the
control points are computed to control the dynamic
movement of the sealife. The results are sent to a
GPU as parameters for generating dynamic geome-

try at the fine level.

The proposed system follows the basic princi-
ples initiated by Deussen et al. (1998). The process
can be decomposed into several stages: specification
of undersea sealife distribution, modeling of individ-
ual sealife, computing dynamic interaction with the
environment, and finally development of the entire
scene. Each stage operates at a specific level of ab-
straction, and provides a relatively high level input
for the next stage. In this way, different stages can
be computed efficiently and are well distributed on
the CPU and the GPU.
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4 Specification of sealife populations

The simulation and visualization of plant
ecosystems on land has many theoretical and prac-
tical applications, but the studies on general simula-
tion models of marine ecosystems are few. Consider-
ing the phenomena of self-thinning, plant succession,
and plant propagation, a series of L-system based
methods have accomplished a great deal of success in
generating the spatial distribution of plants (Wonka
et al., 2011). However, factors relevant to underwa-
ter sealife distribution are more complicated. Apart
from the resources competition between sealife, wave
energy and sunlight attenuation play an important
role in marine ecosystems (Storlazzi et al., 2002).

4.1 Simulation model

According to fundamental research on marine
ecosystems in ecology (Storlazzi et al., 2002; Bryan
and Metaxas, 2006), the underwater sealife distribu-
tion is simulated by considering these factors:

1. Competition: Sealife that can grow close in
space need to compete for living resources, and the
This is the
same as the self-thinning of plants on land (Wonka
et al., 2011).

2. Wave energy: Sealife that grow on a shallow
seabed (depth < 3 m) are affected by wave energy.
A smaller depth means more energy is dissipated
by the seabed and the sealife, and thus more sealife
are influenced by these actions. The wave energy is
simulated by the wave model (WAM) (Storlazzi et
al., 2002), including a wave friction factor (Nielsen,
1992) and the peak bed shear stress under an oscilla-
tory flow (Jonsson, 1966). The correlation between
wave energy and seabed depth is shown in Fig. 3.

loser is inhibited and may disappear.

3. Sunlight attenuation: As sunlight is atten-
uated into the deep environment, less energy can
be gained by the sealife in deep oceans, which de-
termines the type of species and the density of the
corals.

4. Attributes of species: Attributes are differ-
ent among species. For example, Montipora Coral,
the dominant species in shallow seabeds, can en-
dure wave pressure, while high energy branching and
encrusting species like Pocillopora meandrina and
Porites lobata tend to live only with sufficient sun-
shine (Storlazzi et al., 2002).

Considering these factors, a factor-driven model
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Fig. 3 Correlation between wave energy and seabed
depth. A smaller depth means more energy is dissi-
pated on the seabed

is constructed to simulate the marine ecosystem. In
this model, each sealife is assigned with a growth
factor, which indicates how well the sealife can grow
and compete in this environment. The growth factor
decreases when more wave energy is dissipated on
the sealife, and it increases when sufficient sunlight
can be received by the sealife. The growth factor
of a species is specifically sensitive to wave energy
and sunlight, depending on its attributes and tenden-
cies within the environment. A larger growth factor
means that sealife can grow faster and larger, and is
therefore more competitive for living resources.

4.2 Simulation procedure and results

The simulation begins with a depth map as the
input (Fig. 4a). Initially, different classes can be
randomly spread or manually located on the seabed.
Then the location of each sealife, associated with
its depth, determines the growth factor. At each
growth step, sealife expand or shrink as indicated
by the growth factor. When sealife shrink to a lim-
ited size, they will disappear in the next step. When
competition occurs, the sealife with a smaller growth
factor loses and will gradually disappear. After sev-
eral growth steps, the species are selected by the
environment, and different densities of classes can
be seen on different depths of the seabed. The result
of simulation is shown in Fig. 4b.

5 Two-level procedural generation of
individual underwater sealife

A traditional procedural pipeline is usually
based on decoding a specific grammar iteratively,
which causes a high computation overhead and cre-
ates too many triangles for detail (Fig. 5a). Gen-

Fig. 4 In the input depth map (a), a darker color
means deeper seabed. In the simulation result (b),
different colors represent different species, while the
size and density of the circles denote the growth situ-
ation. For example, the blue points represent Pocillo-
pora meandrina, which lives only with sufficient sun-
shine (Note: references to color refer to the online
version of this figure)

eration of a full detailed tree can be processed in
hundreds of milliseconds and even seconds. Thus, it
is not suitable for a dynamic walk-through system
without duplication. At least 100 000 known under-
sea species have been found worldwide. It is hard
to summarize topology into a uniform grammar. In
contrast, a series of grammars are designed to de-
scribe the very basic shape of several types of sealife.
The cost of a CPU grammar decoder is low. The
biological features are refined in the parameter map
and tip nodes (Fig. 5b), which will be produced in
the GPU for a finer geometry.

5.1 CPU grammar decoder

At a base level, the CPU grammar decoder con-
verts the growth of an individual sealife into a rough
representation. This representation creation must be
fast as the user wants to start exploring the seabed
without delay, but still all the information for refin-
ing the biological feature has to be generated. This
process consists of three steps: first, we generate a
base mesh of the main branch of an individual sealife;
second, we produce a parameter map and a batch of
tip nodes that can be reused for this species; finally
we feed an appropriate number of base meshes into
a render batch. By this step-by-step approach, the
sequential and asynchronous computational power of
CPUs is fully used.

5.1.1 Generation of base mesh and control points

A uniform grammar is unable to summarize the
diversified sealife. Instead, a series of grammars
are designed to describe a specific phylum of ma-
Take Asteroidea, a class belonging
to Echinoderms (Lawrence, 1987), as an example.

rine animals.
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Fig. 5 (a) Classical tree generation pipeline in which
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tion for GPU to generate details; (b) The CPU gram-
mar decoder for Xenia umbellata with lower CPU
computation overhead and upload stall

The generation of a starfish is described as follows
(Fig. 6). Since a starfish has a central disc and sev-
eral arms, we will first create its major part. To
build the body, an ellipsoid is created with point O
as its center. Both major axis Ry and minor axis
R of the ellipsoid are constrained to approximate a
circle when viewing from the top. Totally N circular
truncated cones are then extruded from the surface
of the ellipsoid equidistantly to simulate the arms of
the starfish. Radius of the top surface (Ry), radius of
the bottom surface (R},), and length of each circular
truncated cone (L) can be adjusted according to dif-
ferent patterns to add to the diversity of this species.
Grammars of other sealife are different from Aster-
oidea and will not be described in such depth. Mean-
while, within the species own soft branches, several
control points are created from the beginning posi-
tion to the ending position according to the length.
These points are inputs for the dynamic interaction
described in Section 6. All shape grammars are quite
simple in order to perform a very basic mesh of the
specific species.

5.1.2 Parameter map and tip nodes

Most sealife have skeletons made of bony
plates (Castro and Huber, 2012). Some of the plates
have spines that stick out to give these animals their
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Fig. 6 Different species decoded by the same Aster-
oidea grammar with different seeds

spiny skin. This type of skin widely exists in Echin-
(Lawrence, 1987), which all have a hard,
spiny, or bumpy endoskeleton covered by a thin epi-
dermis. We encode the details into a parameter map
shared in the cluster to describe this feature of bio-

oderms

logical appearance. The parameter map is wrapped
onto the surface and matches the texture (Fig. 5b),
which can create adaptive geometric details at the
GPU level.

Sealife in a Coelenterata are characteristic of
sensory tentacles surrounding their main bodies.
These tentacles are called moving tips. These tips
are full of details that cannot be handled based on
a texture method such as a canopy in vegetation.
Each tip node is made of dozens to hundreds of poly-
gons to achieve geometric details, which can easily
cause triangular size overhead in both computation
and rendering. We generated a branch of tip nodes
shared in a cluster for instancing rendering on a GPU
to lower the cost.

Applying these two features with individual
base meshes allows us to fit the specific biological
feature and makes the topology of the scene much
more complex and realistic.

5.1.3 Batching

Modern GPUs can render a large number of tri-
angles in real time as long as we divide them into
reasonable batches (Wloka, 2003). Because a single
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base mesh consists of hundreds of triangles at most,
hundreds of them are packed into one draw call unit.
After passing through view frustum culling, multiple
objects in this unit can be generated and rendered
at almost the same cost as a single object.

5.2 GPU geometry expander

After uploading the base mesh, the parameter
map, and tip instance data, we carry out the ge-
ometry generation and rendering entirely based on
a GPU scheme. At this fine level, additional details
including spiny skin and full detailed tips are created
procedurally in the adaptive LODs.

5.2.1 On-the-fly LOD generation on GPU

We propose an adaptive LOD approach entirely
based on programmable hardware tessellation. In
hardware tessellation, the compact representation
and data independence of patch primitives are ex-
ploited to produce triangular data for immediate
consumption at the rasterization stage. This means
that only the vertices of a rough model need to be
pre-computed into the CPU phase, while the GPU
can amplify the rough geometry on the fly with very
little memory bandwidth to produce a dense tessel-
lation on the surface. The spiny skin (Fig. 7b) in
Echinoderms is suitable in this way.

A two-phase process is used for each frame ren-
dered on the GPU. In the first phase, a frustum
culling test is executed on the tessellation control
shader to avoid unnecessary subdivision. After pass-
ing, a factor is computed to change the tessellation
density of a patch at runtime. This factor can be
calculated by approximating the projection of the
local patch to the near plane. In this way, the cost of
object over-tessellation can be saved. At the second

(a) (®)

Fig. 7 (a) Further details are generated based on
GPU tessellation to the smooth silhouette; (b) Create
a spiny skin

phase of the tessellation evaluation shader, the hard-
ware tessellator unit is used to construct a Bezier
surface to replace the original rough patch in the
base mesh in order to smooth out a high polygon
mesh. The parameter map is decoded in this phase
to offset a local surface patch to obtain a spiny skin.
The parameter map is encoded into a texture includ-
ing offset direction and scalar.
triangles with adjacent edge normals (PN-AEN)
model (McDonald, 2011) is used to create crack-free
surfaces.

The highest LOD substitute geometry is based
on image-based impostors (Jeschke et al., 2005). The
classical way to create impostors is at the object
level, but we use the batch in Section 5.1.3. The im-
postors are generated automatically by a GPU eval-

The point-normal

uation and simultaneously rendering the batch from
several different views.

In this GPU-based approach, LODs are blended
for seamless transitions. Smooth silhouettes
(Fig. 7a) and lighting are generated. Since only the
local subdivision is considered, the time and memory
requirements are significantly lower than those in the
traditional CPU scheme.

5.2.2 Two-pass optimization of instancing

Sealife in Coelenterata can have detailed tips
like the pumping Xenia. As a single creature can
develop hundreds of tips, a local cluster of this
species possesses millions of orientations and scales.
A hardware instancing technique (Carucci and Stu-
dios, 2005) is extremely suitable for such a situa-
tion. Unfortunately, the applicability of geomet-
ric instancing is strongly limited by several factors.
One key factor is the culling of the instanced geome-
tries. Sending the whole bunch of instances down
the graphics pipeline may choke the vertex proces-
sor because of the high-poly tips and a large number
of instances. Hierarchical culling techniques on a
CPU usually break the batch down and reduce the
benefits of geometric instancing. Therefore, a GPU-
based alternative is increasingly needed (Rastergrid,
2010). In this study, this inconvenience is avoided by
a two-pass based rendering technique (Fig. 8).

First, in the culling pass, the graphics pipeline is
fed with information about the instanced tip nodes
generated in Section 5.1.2. The culling shader is
composed of a vertex shader and a geometry shader.
The vertex shader determines whether the actual
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Fig. 8 Two-pass based workflow for improving hardware instancing performance

object instance’s bounding volume is inside the view
frustum and sends a flag about the culling to the ge-
ometry shader, which will emit the instance data to
the destination buffer if it passes. Then, the prim-
itives emitted by the geometry shader are captured
by a transform feedback and sent to another buffer;
meanwhile, further LOD determination can be done
in the geometry shader to output data to separate
primitive streams for an actual rendering pass.

In the actual rendering pass, with the pre-
generated geometry and streams provided by an
asynchronous query, each LOD buffer is drawn
straightforward. Putting everything together, this
two-pass optimization could maximize the hardware
instancing ability by largely reducing the amount of
vertex data sent through the graphics pipeline. The
whole workflow on the GPU is shown in Fig. 8.

6 Dynamic interaction with the under-
water environment

Interaction between the sealife is an important
element in creating a believable and visually pleas-
ant underwater scene. How to simulate coral motion
in a water flow field with actions from the fishes is a
complex and scientific topic. Some complex physical
equations are required to apply local water force to
individual branches of the coral at very high cost.
Besides equations, various factors influence the de-
formation of the branches. Take an anemone as an
example. The factors include stiffness and length of
the branches, size and shape of the tips, conditions
of local water flow field, and pulling force from the
trunk. In this study, good results are achieved by
simplifying these factors into a local model, which is

described as follows.

In Fig. 9, the control points are bound by springs
to form a physical model that represents a branch.
With this model, we can examine how detailed the
observed motions of the branch will be. We can
deduce that the branches will show the swinging and
waving motions, but not the swirling motion. In this
model, it is important to analyze the forces acting
on the control points that make up the branch.

g
N §4/

Spring N

force ~ b F 4
¥l A e .‘

Water flow |/ Frictior? } «
force force

Fig. 9 A simple physical model which consists of
control points and springs to represent a branch

The first force is spring tension between these
points. The points are bound mutually in a pair
sequence. Point 1 is bound to 2, 2 to 3, and 3 to 4.
The springs are the sources of the force between two
points. The spring force is formulated as

Js = —ki(l — dv), (1)

where k1 is a constant that represents the stiffness
of the branch spring, [ is the distance to the point it
is bound to, and d; is a constant positive distance
within which a spring stays steady. Eq. (1) clearly
indicates that if the distance between two points is
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equal to d1, no force will be applied. When [ is larger
than di, the spring will stretch and otherwise, it will
shrink.

The second force is the local water flow which is
usually caused by fishes, formulated as

fw:k2/32» (2)

where ko is a constant that represents the stiffness
of the branch swing caused by water flow, and s is
the distance from the branch to the flow source. A
minimum distance affected by water flow should also
be defined to decide whether this force needs to be
computed.

The third force is the friction part, i.e.,

Je = —ksv, (3)

where k3 is a constant representing how much fric-
tion is in the water and v is the current velocity of
the point. The friction equation can be written dif-
ferently, but this one works well for the proposed soft
branch model.

A local cluster comprises hundreds of branches,
so the control points will inevitably smash each
other. Collision detection is computed and the cost is
low because of the point model. If the result of a col-
lision is positive, we make the control points bounce
off each other (Fig. 10). d is the initial velocity of
the point, s is the projection of d onto the vector
from the point to the point off it which is bounc-
ing, and d — 2s is the velocity of the point after the
bounce. Clown fishes swimming in a giant anemone
are one of the most complex interactions in the un-
derwater environment. The sensory tentacles of the
anemone are easily swung by the water flow caused
by the fish. This scene is simulated to demonstrate
the physical model. The positions of the base control
points are computed in the CPU and updated on the
GPU frame by frame; full detailed anemone branches
are constructed by a geometry shader. High frame
rate animation is achieved in this way (Fig. 11).

7 Results

The multi-stage pipeline is implemented in a
system coded in C++ and OpenGL. Several typi-
cal underwater species generated by our system are
compared with photos in Fig. 12. The unique bio-
logical features such as the bump skin on brain coral
(Fig. 12, row one) and the spiny skin on a starfish

Bounce velocity
d-2s

Surface

Fig. 10 Collision detection and bounce for control
points

(b)

Fig. 11 A clown fish swimming in the giant sea
anemone. The control points model is computed in
CPU (a) and the geometry of detailed branches is
created on the geometry shader in GPU (b)

(Fig. 12, row two) are generated from the parameter
map by tessellation. The moving tentacles of Xenia
umbellata are generated and rendered by optimized
instancing.

The massive bottom of the ocean scene com-
prises endless terrains and sealife. The species dis-
tribution is simulated by the ecosystem model dis-
cussed in Section 4. All images in this study are
generated under real-time conditions at a resolution
of 1920 x 1080 using a personal computer with a 2.93
GHz Intel i7-875 CPU and Nvidia GeForce GTX 580
GPU. Table 1 lists the number of rendered faces and
the total time for generating and rendering a frame
for the views in Fig. 13. This algorithm does not
require storage except for the grammars and several
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Fig. 12 Comparison between photos (the fourth column) and our results (the first three columns). The first
column is the base mesh and tip node after CPU parsing grammar. The second column is the same model
with unique biological details. These geometric details are generated by GPU on the fly. The models in the
first two columns are in wireframe mode. The models in the third column are in texture and lighting mode

Fig. 13 Different views at the bottom of ocean scene

Table 1 Total rendering time and total number of triangles of the different views in Fig. 13

View Number of triangles Rendering time View Number of triangles Rendering time
(ms) (ms)
Seabed view 1 1023427 29.9 Crown fish view 853 798 5.4
Seabed view 2 987 526 28.0 Floating view 1549140 32.8

necessary textures. All the objects are generated and ~ The representation of the detailed geometry for the
rendered on the fly. If the full scene of the floating  entire seabed would far exceed the available graphics
view in Fig. 13 is stored, it will take about 337 MB.  memory.
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8 Conclusions

In this paper, we propose an efficient procedural
modeling and rendering system to generate marine
ecosystems for swim-through graphic applications.
A multi-stage pipeline is proposed to generate real-
First, the distribution of
underwater species is determined by an ecosystem

istic underwater scenes.

simulation, which considers the interactions among
sealife and between sealife and the environment. Sec-
ond, a CPU-GPU hybrid algorithm is developed to
generate individual sealife. A rough representation
of underwater sealife is first generated on a CPU, and
then directly streamed across the graphics pipeline.
Fine detailed models are generated in the GPU on
the fly. Finally, interactions with the underwater
environment are simulated by a simplified physical
model to construct dynamic scenes. We believe our
work is one step towards a solution to the much more
complex and general problem of modeling and ren-
dering a complete underwater environment.
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